
        
            
                
            
        

    























### BEGIN hide_toggle
### Update 30/10-'20
def hide_toggle_code(off=0):
    """This function generates HTML code to toggle the display of an input
    cell.
    
    The output of the cell will still be displayed.  This can be used
    to hide (from immediate view) some code to generate data or the
    like.  It can also be used to hide other notebook explicit
    implementations - e.g., C++ processing, or the like.
    
    Note, calling this function alone will not enable toggling.
    Instead, we must wrap the generated code in an
    `IPython.display.HTML` object and return that as the cell value.
    This will let IPython evaluate the HTML code and pass it on to the
    browser.
    
    If all one wants is to toggle a cell one can use the function
    `hide_toggle` below.  However, we can also combine the code
    generated here with other HTML code - for example _style_
    declarations and pass that along embedded in an HTML object.
    
    Parameters
    ----------
    off : int 
        Offset of cell to hide relative to the cell calling this function 
    
    Returns
    -------
    code : str 
        HTML code to enable toggling of the cell

    """
    from random import randint 
    from IPython.display import HTML 
    
    jp_cell     = 'document.getElementsByClassName("jp-Cell jp-mod-selected")[0]'
    jq_cell     = '$("div.cell.code_cell.rendered.selected")'
    toggle_text = 'Please close'
    cell_id     = str(randint(1,2**64))
    func_name   = f'code_toggle_{cell_id}'
    
    scr1 = f'''
    <script id="s{cell_id}">
      function {func_name}() {{
          if (typeof $ == "undefined") {{
              // console.log("For JupyterLab (no jQuery)")
              var c  = {jp_cell};
              // console.log(c);
              var iw = c.getElementsByClassName("jp-Cell-inputArea")[0];
              var op = c.getElementsByClassName("jp-OutputPrompt")[0];
              // console.log(iw,op)
              if (iw.style.display !== undefined && iw.style.display === "none") {{
                  iw.style.display = null;
                  op.style.display = null;
              }} else {{
                  iw.style.display = "none";
                  op.style.display = "none";
              }}
           }}
           else {{
                console.log('Will toggle input display {jp_cell}')
                console.log({jp_cell})
                {jq_cell}.find("div.input").toggle();
                {jq_cell}.find("div.out_prompt_overlay.prompt").toggle();
                {jq_cell}.find("div.out_prompt_overlay.prompt").toggle();
                {jq_cell}.find("div.prompt.output_prompt").toggle();
                console.log('End toggle input display {jp_cell}')
           }}
      }}  
    </script>
    '''
    but = f'''
     <details style='z-index:99;position:relative;color:lightgray;' 
             onclick='javascript:{func_name}()'>
        <summary>&gt;</summary>
    </details>
    '''
    scr2 = f'''
    <script>
      var c = null;
      if (typeof $ == "undefined") {{
         var c  = document.getElementById("s{cell_id}");
         var p  = c.parentNode.parentNode.parentNode.parentNode.parentNode;
         var iw = p.getElementsByClassName("jp-Cell-inputArea")[0];
         var op = p.getElementsByClassName("jp-OutputPrompt")[0];
         var ou = c.parentNode;
         iw.style.display = "none";
         op.style.display = "none";
         ou.style.background = "transparent";
      }}
      else {{
          var p = $('#s{cell_id}').parents();
          p.siblings('div.input').hide();
          p.find('div.prompt.output_prompt').hide()
          p.find('div.out_prompt_overlay.prompt').hide()      
      }}
      // {func_name}
    </script>
    '''
    return scr1+but+scr2        

def hide_toggle(off=0,cnt=None):
    """This will wrap the HTML code returned from the above function
    in an `IPython.display.HTML` object so that the notebook will 
    evaluate the HTML code. 
    
    This function is what we will use most of the time.  However, 
    the function `hide_toggle_code` can be combined with other code 
    and then be put  into an HTML object to let the notebook evaluate
    all the code. 

    Parameters 
    ----------
    off : int 
        Cell offset relative to calling cell which we should toggle 
    cnt : int or None 
        If not None, set the execution count to this number 
        (currently broken)
        
    Returns
    -------
    object : IPython.display.HTML 
        HTML object wrapping code to toggle cell 
    """
    from IPython.display import HTML
    if cnt is not None:
        get_ipython().execution_count = cnt
    return HTML(hide_toggle_code(off))
### END hide_toggle

### BEGIN setup_matplotlib
### Update 30/10-'20
def _setup_matplotlib():
    """Set-up Matplotlib parameters. 
    
    We specify that we want both PDF and PNG images, and 
    that the default image size should be 8 by 8 inches 
    
    We also disable warnings about too many open figures 
    """
    %matplotlib inline 
    from matplotlib import rcParams 
    
    rcParams['figure.max_open_warning'] = 0
    rcParams['font.serif'] = ['Palatino'] + rcParams['font.serif']
    rcParams['font.family'] = ['serif']
    rcParams['mathtext.fontset'] = 'dejavuserif'
    rcParams['axes.formatter.use_mathtext'] = True

    f = None
    try:
        # IPython >= 7.23 depcrates set_matplotlib_formats
        from matplotlib_inline.backend_inline import set_matplotlib_formats
        f = set_matplotlib_formats
        
    except Exception as e:
        try:
            from IPython.display import set_matplotlib_formats
            f = set_matplotlib_formats
        except Exception as e:
            pass 

    if f is not None:
        set_matplotlib_formats('png','pdf')
        
_setup_matplotlib()
### END setup_matplotlib
    
_setup_matplotlib()

### BEGIN css_styling
### Update 30/10-'20
def css_styling_code():
    """This function returns HTML code to customize the CSS 
    of the notebook 
    
    - The text font to be Palatino (serif)
    - Headers are oblique (italic)
    - Extra spacing below H1 headers 
    - Extra spacing spacing above H1 headers 
    - Headers have larger fonts, and is set in normal weight
    - Remove padding around code cells 
    - Code uses the fint "Source Code Pro" (or monospace)
    - Code background is changed to light yellow 
    - Output background is set to lavender
    
    The function combines these CSS declarations with the HTML 
    code from `hide_toggle_code` above so what we automatically 
    hide this code from the user. 
    """
    styles = '''
    <style>
    .rendered_html, .jp-RenderedHTMLCommon {
        font-family: Palatino, serif
    }
    h1, h2, h3, h4, .jp-RenderedHTMLCommon h1, .jp-RenderedHTMLCommon h2, .jp-RenderedHTMLCommon h3, .jp-RenderedHTMLCommon h4{
        font-style: oblique;  
    }
    jp-RenderedHTMLCommon h1:first-child {
        margin-top: 4ex;
    }
    .jp-RenderedHTMLCommon h1, .rendered_html h1 {
        margin-bottom: 2ex;
        font-weight: normal;
        font-size: 220%;
    }
    .jp-RenderedHTMLCommon h2, .rendered_html h2 {
        font-weight: normal;
        font-size: 180%;
    }
    .jp-RenderedHTMLCommon h3, .rendered_html h3 {
        font-weight: normal
    }
    .jp-RenderedHTMLCommon h4, .rendered_html h4 {
        font-weight: normal
    }
    p code {
        padding: 0;
    }
    .CodeMirror, .jp-Notebook .CodeMirror.cm-s-jupyter, code, div.input_area {
        font-family: "Source Code Pro", source-code-pro,Consolas, monospace;
        background: lightyellow;
    }
    .output_text, .output_stream, .output_stdout, .jp-OutputArea-executeResult .jp-OutputArea-output {
        background: lavender;
    }
    .output_error {
        background-color: #fff2f2;
    }
    .celltag_alert-info li {
        list-style-image:  url(data:image/png;base64,);
    }
    </style>
    <script>
    if (typeof $ !== "undefined") {
  $(function(){
 $(".celltag_alert         .text_cell_render").addClass("alert");
 $(".celltag_alert-info    .text_cell_render").addClass("alert alert-info");
 $(".celltag_alert-warning .text_cell_render").addClass("alert alert-warning");
 $(".celltag_alert-danger  .text_cell_render").addClass("alert alert-danger");
 $(".celltag_alert-success .text_cell_render").addClass("alert alert-successs");
      });
    }
    </script>
    '''
    return styles

def css_styling():
    from IPython.display import HTML 
    
    return HTML(hide_toggle_code()+css_styling_code())
### END css_styling
css_styling()
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Christian Holm Christensen¶
Statistics Overview¶
With Python¶
Version 0.8.4, November 2021 (English)¶
In this book, we will summarize some important concepts in statistics and use Python to illustrate these.  The aim is not only to show the statistics, but also how to perform the calculations.

The book is not meant to be read from A to Z (although it can be).  Each chapter is kept short and the focus is on practical calculations using Python.

This document is available in many formats at https://cholmcc.gitlab.io/nbi-python



Niels Bohr Institute¶






When you run this Notebook, the file nbi_stat.py is created automatically.  It contains various functions from this document. You can use these features in your Python analysis code with for example






import nbi_stat as nbi 
import numpy as np

x = np.random.normal(size=1000)
h, b, w, e = nbi.histogram(x)
nbi.plot_hist(h,b,w,e)

mean = x.mean()
emean = x.std() / np.sqrt(len(x))

mean, emean, ndig = nbi.round_result(mean, [emean])
print("{:.{}f} +/- {:{}.f}".format(mean, ndig, emean, ndig))






You can install this module by doing

pip install nbi_stat
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Preface ¶






Understanding statistics and the ability to practically apply statistics is essential for the vast majority of researchers and students, and there are many good books on statistics (a selection is given at the back of this book). However, there are not many books that take statistical principles and translate them into concrete calculations.

The purpose of this book is exactly that: Introducing statistical concepts and then show how we can use those concepts in practice. We will to a large extent work from examples to illustrate the concepts. The examples are often derived from high energy particle physics, as it is my field of research.

I have chosen to use Python as a programming language as it is a widely used language - not only in research and university education, but also in many other sectors. In addition, it is my experience that Python is a good educational tool for understanding programming and computations. We will use common libraries such as NumPy and SciPy for numerical calculations, and SymPy for symbolic calculations. In addition, we will develop various tools along the way. These tools are available as a separate Python module nbi_stat.  Code pieces in a full, black frame are available in that module.  Code in gray frames are examples.

Each chapter of this book addresses one topic and is kept short so that the reader can quickly get an overview. The chapters start with a brief outline of the purpose of the chapter and ends with a summary. There are quite a few snippets of code in this book - precisely because we want to see how we do statistical calculations. However, some code snippets are fairly long (1-2 pages) and can be complicated. In those cases, the reader may skip those and possibly return later for the full insight.  At other times, I will only show the first few lines of the code if the code is not relevant to the statistical discussion.  In that case, the reader is referred to the code in nbi_stat.

Once in a while we will make derivations. To that end, we will often use SymPy. It is a Python library that allows us to do symbolic algebra directly in Python. The point is that I will show how to arrive at a result without the reader having to go through a lot of manipulations and derivations. Generally, I assume entry-level university skills in mathematics for a mathematics or similar science student.

This book is also available in Danish. The text is written simultaneously in English and Danish (with the help of auto translations) and as a consequence some formulations or words may be off.  In that case, please report such mistakes to the me.   Now that we are on the subject - please report any mistakes, imperfections, lack of clarity, or the like to the me.  The best way is to make a new issue at Gitlab.

The book here is part of a larger package of notes on the use of Python in the teaching of physics at the Niels Bohr Institute at the University of Copenhagen. The collection of resources is available at https://cholmcc.gitlab.io/nbi-python.
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Preliminaries ¶






Throughout this book we will import from various Python packages. These are


	NumPy Numeric algorithms

	SciPy Various algorithms used in especially Natural Sciences

	MatPlotLib Plotting and similar

	SymPy Symbolic Mathematics



We will not explain the features of these packages in detail, just as we will not use all the functionalities offered by these packages. The packages' websites generally have good explanations and examples, and an information search on the World-Wide-Web (c.f. "Google") generally answers most questions.

For more information about the packages and how to install, we refer to the packages' websites.










__doc__ = \
"""Module to help with various statistical choirs 

This module contains many different functions and classes for statistical tasks, including 

- Robust and online mean and (co)variance calculations 
- Scientific rounding 
- Representation of results 
- Representation of data 
- Visualisation of data 
- Propagation of uncertainty 
- Sampling of arbitrary PDF
- Histogramming 
- Fitting
- Likelihood
- Hypothesis testing
- Simultanious fitting
- Confidence intervals

Copyright © 2019 Christian Holm Christensen
"""

version = "0.8.4"























Generally about statistical observations¶






Purpose¶

	To gain a more intuitive insight into statistical variables

	To be able to distinguish between accuracy and precision








No results without uncertainty¶
Let's assume we are doing a measurement of how many red cars are passing under a given motorway bridge during a morning rush hour. On day one - let's say a Monday - we count [image: n_1] red cars. We can therefore say with great certainty

On this Monday, during the morning rush hour, at this motorway bridge we observed [image: n_1] red cars.



The next day we perform the same measurement. That is, we put ourselves on the same motorway bridge and count red cars in the same period as the day before. We have assumed that we only count during peak hours, so we expect the vast majority of drivers to be the same. We could expect that we would count [image: n_1] red cars on day 2, as we did on day 1.






Meanwhile, Fr. Jensen got sick, and Mr. Olsen's daughter has also taken ill, so they - both of whom drive red cars - stay at home on day 2. Furthermore, Mr. Petersen does not go to the office on Mondays, but drives to work the other days in his red Ford Taunus.

All these conditions (and others) mean that on day 2 we count [image: n_2] red cars and quite posssibly [image: n_1\ne n_2].

Given these two measurements we can say

At this highway bridge, during the morning rush hour we saw [image: n_1] red cars on Monday, and [image: n_2] red cars on Tuesday.



What we cannot say with any kind of security is

At this highway bridge, during the morning rush hour, [image: n] red cars passes.



If we choose [image: n=n_1] it would fit Monday but not Tuesday, and vice versa if we choose [image: n=n_2]. So what can we say?






It is clear that we cannot make a firm statement about exactly how many red cars pass the given motorway bridge during rush hour. But we can come up with an estimate of how many red cars we expect at the relevant highway bridge in the morning rush hour.

Let's say we repeat the measurements [image: N] times and we therefore end up with a set of measurements

[image:  n = \{n_1,n_2,\ldots,n_N\}\quad. ]
Without further arguments we will assume the average

[image: \bar{n} = \frac{1}{N}\sum_{i=1}^N n_i\quad,]
is a good estimate of the expected number of red cars passing this motorway bridge during the morning rush hour. With that we can say

At this highway bridge, during the morning rush hour, we expect [image: \bar{n}] red cars to pass.








So far so good. But it is also clear that we have in no way said anything about


	what number of red cars we will observe on any given day, and

	how sure we are that the number of red cars is roughly as we expect on a given day.



We therefore need to quantize (put numbers to it if you like) exactly how certain we are of our estimate. We do this by assigning a uncertainty to our estimate [image: \bar{n}].

Again, without more detailed justification, we will calculate this uncertainty as






[image: \delta_{\bar{n}} = \frac{\sqrt{s_n^2}}{\sqrt{N}}\quad,]






where






[image: s_n^2 = \frac{1}{N-1}\sum_{i=1}^N (n_i - \bar{n})^2 = \overline{x^2} - \bar{x}^2]







which is also called the variance.






We can now say

At this highway bridge, during the morning rush hour, we expect [image: \bar{n}\pm\delta_{\bar{n}}] red cars to pass.



With this we have clearly stated


	if we count number of red cars that pass under this highway bridge during the morning rush hour, we will most likely find a number  between [image: \bar{n}-\delta_{\bar{n}}] and [image: \bar{n}+\delta_{\bar{n}}], and

	Our (finite) number of measurements shows that the number of red cars varies with [image: \pm\delta_n].








Without this uncertainty, we have no idea how certain we are of our estimate. If we merely give the estimate without uncertainty, we have not specified how likely that estimate is. An estimate without uncertainty is therefore devoid of content.






In order for a result from a statistical analysis to have any meaning, we must have an associated uncertainty. It cannot be stressed enough

All scientific results must have an assigned uncertainty








Think of the statement "It is going to rain today". The first question must always be "how sure are you?" If the answer is 90% then it is probably a good idea to bring an umbrella. But if the answer is 10%, most are willing to take the chance and leave the umbrella at home.

The content of the statement "it is going to rain today" is only useful if we have a sense of what the uncertainty of that statement is.






Statistical Variables¶
When we make a measurement, such as to count red cars, we try to describe a random process. This random process occurs in a specific sample space, or, put differently, our observations can take on values within a certain set.


	For example, if we use a 6-sided dice, the set is [image: \{1,2,3,4,5,6\}].

	If we count the number of red cars, the set is [image: \mathbb{N}_0].

	If we measure the four-momentum of particles, then the set is [image: \mathbb{R}^4].

	If we flip a coin, the set is [image: \{\text{head},\text{tail}\}].



When we make a measurement (or sample, see here) we have drawn specific values from this sample space. A measurement is therefore a concrete realization of our sample space.


	We throw a 6-sided dice 10 times and find


[image: \{1,4,3,3,2,6,2,1,3,1\}]

which is the specific outcomes from the possible outcomes [image: \{1,2,3,4,5,6\}]





Since we assume that each outcome in the sample space occurs with a probability, we formulate the concept of statistical variables also sometimes called stochastic or random variables). A statistically variable [image: X] is therefore a mapping from the sample space [image: \Omega] onto a probability. We can therefore ask questions like


	What is the expected value of [image: X].

	How scattered are the values of [image: X] around our expectation.



In our example of counting red cars, we found that we could say something about the expected value of [image: X] by taking the average number of red cars. We also found the uncertainty of this estimate of the expected value. We have therefore come closer to knowing with what probability we have a certain outcome - that is, the probability of a certain number of red cars.

Our result

[image: \bar{n}\pm\delta_n]
is therefore an expression of a probability distribution (see later), and we must treat it as such - not as a known number.






Accuracy and precision¶






As illustrated above it is important that we give an uncertainty when we report a result. The uncertainty tells us how certain we are of our results. But it is also clear that the magnitude of the uncertainty tells us how precise we have determined our result.

It leads us to think about two concepts: accuracy and precision.






Accuracy¶
If we try to find the value [image: T] then the accuracy of our measurement [image: O] is how close [image: O] actually is to [image: T]. Accuracy is influenced by many factors - e.g. an observer can be red-green color blind and therefore count too many red cars. The accuracy of the measurement is poor, but can be very precise.






Precision¶
The precision of a measurement depends largely on our measurements and analysis. For example, we can have a very accurate estimate of the number of red cars - e.g., because we have counted over many days. However, it is not the same as that the measurement is exact. For example, we can have that an apparatus which gives very inaccurate measurements (e.g., if we try to measure large distances with a ruler), but that we do come close to the actual value and therefore are accurate.






We can say that


	Precision reflects how close our observations are to each other, while

	Accuracy reflects how close our observations are to the true value








Example: Counting red cars¶
In our counting red cars example above we can think of different ways by which we are either inaccurate or imprecise, or both.


	If our observer is color-blind, then the observer may count too many red cars as the observer cannot distinguish between red or green cars. However, the observer is very careful and keeps a close eye on the road, the time, and so forth. The observations from this observer are therefore close to each other, but far from the true number of red cars. The measurements are inaccurate but precise.



	Another observer is not color blind, and will not count too many red cars for that reason. On the other hand, this observer is tired in the morning due to the observer's neighbor having a party every night. This observer is not very attentive and sometimes guesses whether a red car was counted or not. This means that the observations are relatively far apart, but relatively close to the true number of red cars. These observations are therefore accurate but imprecise.



	Finally, we have a third observer - the next door neighbor to the second observer. This observer have parties every night, and therefore sleeps the first hour of the observation time. In addition, the observer is also tired and, like the second observer, guesses whether a red car was counted or not. Because the observer sleeps, this observer counts fewer red cars than actually passed, and at the same time, the observer does not keep an eye on the road. These observations are therefore both inaccurate and imprecise.





Obviously, imprecise observations give rise to a relatively large [image: \delta_{\bar{x}}], while the same is not necessarily the case for inaccurate observations.






Example: Count red cars again¶
Let's take the example of counting red cars. We will assume that the true average number of red cars is [image: \bar{n}] with uncertainty of [image: \delta_{\bar{n}}=\sqrt{s_n^2/N}]. We will now model our three observers.






The color blind observer¶
This observer is color-blind and therefore counts too many red cars, namely all the green cars. Let's assume that the number of green cars is given by

[image:  n_{\mathrm{green}} = (f-1) n_{\mathrm{red}}\quad f>1, ]
that is, the observer counts a factor [image: f] too many red cars. The number of red cars observed on any given day by this observer is then

[image: n_{1,i} = f n_i]
where [image: n_i] is the true number of red cars on day [image: i]. For this observer, we find that







[image: \bar{n}_1 = \frac{1}{N}\sum_{i=1}^N n_{1,i} =     \frac{1}{N}\sum_{i=1}^N c n_i = f\bar{n}\quad,]






and







[image: \begin{align*}    s_{n,1}^2    &= 1/(N-1)\sum_{i=1}^N (n_{1,i}-\bar{n}_1)^2\\    &= 1/(N-1)\sum_{i=1}^N f^2(n_i-\bar{n})^2 \\    &= f^2 s_n^2 & \text{så} & \\    \delta_{\bar{n},1} &= f\delta_{\bar{n}} & \text{med} &\quad f=2\\    \delta_{\bar{n},1} &= 2\delta_{\bar{n}}\quad.    \end{align*}]






The neighbour¶
This observer generally counts incorrectly, but sometimes counts too many, sometimes too few. Let's say that half of the time this observer counts [image: a] times the actual number, and the other half counts [image: b] times the actual number. Then we have






[image: \begin{align*}  \bar{n}_2 &= \frac{1}{N}\sum_{i=1}^N n_{2,i}\\  &= \frac{1}{N}\left[\sum_{i=1}^{N/2} a n_i + \sum_{i=N/2+1}^{N} b n_i\right]\\  &= \frac{1}{N}\left[a \sum_{i=1}^{N/2}n_i + b \sum_{i=N/2+1}^N n_i\right]\\  &= a\frac{N/2}{N}\frac1{N/2}\sum_{i=1}^{N/2}n_i + b\frac{N/2}{N}\frac1{N/2}\sum_{i=N/2+1}^N n_i\\ \end{align*}]






Let us assume that [image: N] is sufficently large so that we can assume the subsets






[image: \{n_1,\ldots,n_{N/2}\}\quad\{n_{N/2+1},\ldots,n_{N}\}]






are not significantly different from each other or the full set of observations. We then have






[image: \frac{1}{N/2}\sum_{i=1,N/2+1}^{N/2,N} n_i \approx \bar{n}\quad,]






and we find






[image:  \bar{n}_2 = \frac{a}{2}\bar{n}+\frac{b}{2}\bar{n} = \frac{a+b}{2}\bar{n}\quad.]






Let us set [image: a=\frac32] and [image: b=\frac12] corresponding to this observer half of the time counts 50% too many red cars and the other half of the time counts 50% too few. We find that






[image:   \bar{n}_2 = \bar{n} ]






The variance of this observer's observations is






[image: \begin{align*} s_{n,2}^2  &= \frac1N\sum_{i=1}^{N} n_{i,2}^2 -     \left(\frac1N\sum_{i=1}^{N} n_{i,2}\right)^2\\ &= \frac1N\left[\sum_{i=1}^{N/2} \left(a n_i\right)^2    + \sum_{i=N/2+1}^{N} \left(b n_i\right)^2\right]    - \left(\frac1N\left[\sum_{i=1}^{N/2} a n_i    + \sum_{i=N/2+1}^{N} b n_i\right]\right)^2\\ &= \frac{N/2}Na^2\frac1{N/2}\sum_{i=1}^{N/2}n_i^2    + \frac{N/2}Nb^2\frac1{N/2}\sum_{i=N/2+1}^{N}n_i^2    - \left(\frac{N/2}N a \frac1{N/2}\sum_{i=1}^{N/2}n_i\right)^2\\ &\quad- \left(\frac{N/2}N b \frac1{N/2}\sum_{i=N/2+1}^{N}n_i\right)^2    - 2\frac{N/2}N a \frac1{N/2}\sum_{i=1}^{N/2}n_i       \frac{N/2}N b \frac1{N/2}\sum_{i=N/2+1}^{N}n_i\\ &= \frac{a^2}2\frac1{N/2}\sum_{i=1}^{N/2}n_i^2    + \frac{b^2}2\frac1{N/2}\sum_{i=N/2+1}^{N}n_i^2    - \frac{a^2}4\left(\frac1{N/2}\sum_{i=1}^{N/2}n_i\right)^2\\ &\quad- \frac{b^2}4\left(\frac1{N/2}\sum_{i=N/2+1}^{N}n_i\right)^2    - 2\frac{ab}{4}\frac1{N/2}    \sum_{i=1}^{N/2}n_i\frac1{N/2}\sum_{i=N/2+1}^{N}n_i\quad. \end{align*}]






Here we recognize various averages over the sub-set of observations. If we, as previously, assume that these sub-sets are roughly distributed as the full set, we can write






[image: \begin{align*} s^2_{n,2}  &= \frac{a^2}2\overline{n^2}+\frac{b^2}2\overline{n^2}   - \frac{a^2}4\bar{n}^2 - \frac{b^2}{4}\bar{n}^2    - 2\frac{ab}{4}\bar{n}^2\\ &= \frac{a^2+b^2}{2}\overline{n^2}-\frac{(a+b)^2}{4}\bar{n}^2\quad. \end{align*}]






With [image: a=\frac32] and [image: b=\frac12] we find






[image: \begin{align*} s^2_{n,2}  &= \frac{9/4+1/4}2\overline{n^2}-\frac{(3/4+1/4)^2}4\bar{n}^2\\ &= \frac{5}{4}\overline{n^2}-\bar{n}^2\\ &= \frac54 s^2_n + \frac14\bar{n}^2\quad, \end{align*}]






and we have






[image:  \delta_{\bar{n},2} = \frac1{\sqrt{N}}\sqrt{\frac54s^2_n + \frac14\bar{n}^2}\quad, ]






which is clearly larger than [image: \delta_{\bar{n}}].






Party animal¶
The last observer sleeps half the time and therefore sees only half of the red cars. Furthermore, we assume that the observer half that time counts 50% too many, and the other half 50% too little. From the calculations above and with [image: a=\frac34] and [image: b=\frac14] we see that






[image: \begin{align*} \bar{n}_3 &= \frac{3/4+1/4}2\bar{n} = \frac12\bar{n}\\ s^2_{n,3} &= \frac{9/16+1/16}2\overline{n^2} - \frac{(3/4+1/4)^2}4\bar{n}^2 = \frac14 s^2_n + \frac1{16}\overline{n^2}\\ \delta_{\bar{n},3} &= \frac1{\sqrt{N}}\sqrt{\frac14 s^2_n + \frac1{16}\overline{n^2}} \end{align*}]






Let us pick some numbers. Set [image: \bar{n}=100], [image: s_n^2=100], [image: N=100], then [image: \delta_{\bar{n}}=1]. We find






[image: \begin{align*}    \bar{n}_1 &= 200 & \delta_{\bar{n},1} &= 2 & \frac{\delta_{\bar{n},1}}{\bar{n}_1} &= 1\%\\   \bar{n}_2 &= 100 & \delta_{\bar{n},2} &\approx 5& \frac{\delta_{\bar{n},2}}{\bar{n}_2} &\approx 5\%\\   \bar{n}_3 &=  50 & \delta_{\bar{n},1} &\approx 2.5& \frac{\delta_{\bar{n},3}}{\bar{n}_3} &\approx 5\%\\ \end{align*}]






The last column [image: \tfrac{\delta_x}{\bar x}] is called the relative uncertainty. As expected we see the first observer is precise seen by the low relative uncertainty, while observers 2 and 3 are more imprecise. However, the first and third observer are both inaccurate in that they systematically count too many or too few red cars, respectively. The second observer is accurate in that this observers systematically counting errors only affect the precision.

It is worth noting that from a single observer's observations we cannot say anything about the accuracy of the measurements, but that we can say something about the precision.






Example: Counting Red Cars - Numerical Analysis¶
In this example, we will simulate the 3 observers numerically. Here we set the number of counts [image: N] to 100, we assume that on average [image: \bar{n}=100] red cars passes during the counting period, and that the number of cars on a given day is normal distributed with a variance of [image: s^2_n=100]. This means that the completely precise and accurate observer would find






[image: \bar{n} = 100\quad s_n^2=100\quad \delta_{\bar{n}}=\sqrt{s^2_n}/\sqrt{N}=1\quad.]






We start off by defining the perfect collection of observations which we will use as a basis for the observations that the three observers make










from numpy.random import normal
from numpy import sqrt

barn = 100
s2n  = 100
N    = 100
n    = normal(barn,sqrt(100),N)














We will now model our observers as described above.


	For this observer, we multiply each observation in n by a factor [image: f=2].

	For this observer, we multiply every second observation in n by [image: 3/2] and the other half by [image: 1/2] 

	Like the second observer, we either multiply with [image: 3/4] or [image: 1/4] on sub-sets of n. 












from numpy import concatenate

n1 = 2 * n
n2 = concatenate((3/2 * n[0::2],1/2 * n[1::2]))
n3 = concatenate((3/4 * n[0::2],1/4 * n[1::2]))














We can calculate the mean and uncertainty of the four observation sets n,n1, n2 andn3. We would like to make a graphic representation so we store these results in arrays.










from matplotlib.pyplot import errorbar, xticks, xlabel, ylabel 

names = ["Perfect","Colour blind", "Neighbor", "Party animal"]
means = [o.mean() for o in (n, n1, n2, n3)]
uncer = [o.std()/sqrt(len(o)) for o in (n, n1, n2, n3)]

errorbar([0,1,2,3],[barn]*4,[sqrt(s2n/N)]*4)
errorbar([0,1,2,3],means,uncer,None,"*")
xticks([0,1,2,3],names)
xlabel("Observer")
ylabel(r"$\bar{n}_{\mathrm{observer}}$")

print('\n'.join([f'{l:20s}: {m:5.1f} +/- {u:5.1f}' for l, m, u in zip(names,means,uncer)]))
















Figure








Perfect             :  99.6 +/-   0.9
Colour blind        : 199.3 +/-   1.9
Neighbor            :  99.2 +/-   5.0
Party animal        :  49.6 +/-   2.5













Result with uncertainties of counting red cars.  To the left is the ideal observer.  We see that the colour blind and the party animal are both inaccruate, while the neighbor is more accurate.  The colour  blind is the most precise while the two others are more or less imprecise.












We see that the values we get from our simulation correspond well to what we derived earlier. The reader may set up a check of these calculations and carry out simulations varying [image: \bar{n}], [image: s^2_n], and [image: N].






Summary¶
We have seen above that we must always give uncertainties for our result. We will typically report a result as

[image:  x \pm \delta_{x}\quad. ]
If we have more than one uncertainty we will write

[image:  x \pm \delta_{1,x} \pm \delta_{2,x} \pm \cdots\quad.]
If necessary for clarity, we can affix labels to the uncertainties. For example, we may have one statistical uncertainty, while another is systematic. In that case we will write

[image:  x \pm \delta_{1,x}(\mathrm{stat}) \pm \delta_{2,x}(\mathrm{sys})\quad.]
Note that [image: \mathrm{sys}] and [image: \mathrm{stat}] are written in an upright font.

Sometimes we would like to specify the sources of uncertainty more explicit - for example. one source of systematic uncertainties may be background processes, another from theoretical limitations, and so on. We can then choose suitable labels, for example

[image:  x \pm \delta_{1,x}(\mathrm{stat}) \pm \delta_{2,x}(\mathrm{background}) \pm \delta_{3,x}(\mathrm{theory})]
Sometimes we choose to specify the uncertainties as relative uncertainties. The relative uncertainties are given by

[image: \delta'_x = \frac{\delta_x}{x}\quad,]
and we specify them in percent. For example, if we have measured [image: x=100] with an uncertainty of [image: 5], then we will write

[image: x = 100 \pm 5\%\quad.]
Note that if [image: x] itself is a percentage, then this corresponds to [image: \%] considered a unit.

If our result has a unit, then we must write the result and all uncertainties within a parenthesis and the unit after the parenthesis

[image:  (x \pm \delta_{x})\mathrm{unit}\,\quad. ]
The only exception for this rule is if [image: x] is not itself a percentage, but the uncertainties are given by the relative uncertainties. In that case, we write the unit after [image: x] and the uncertainties as percentages

[image:  x\,\mathrm{unit} \pm (100\delta'_x)\%\quad.]















Reporting results¶






Purpose¶

	To be able to report results with sufficient but not excessive precision

	To methodically round off results in a non-biases way

	To be able to report results with uncertainties in systematic way








As we saw earlier, we will always report a result with an attached uncertainty

[image: x \pm \delta_x\quad.]
However, we must also consider how to report these values, especially with how many digits. But before we dive into it, we first talk about the number of significant digits.






Significant digits¶
We count the number of significant digits for a given number of [image: x] by


	first remove all leading [image: 0]s, including zeros after decimal separator ..

	If the number does not contain a decimal separator (.) then all trailing zeros are removed

	If the number does contains a decimal separator (.) then no trailing zeros are removed








Example: Number of significant digits¶
Let's take some examples


	[image: 1234567] has 7 significant digits

	[image: 0123456] has 6 significant digits since the first [image: 0] does not count

	[image: 1234000] has 4 significant digits, since the number does not contain a decimal point and the trailing zeros do not count

	[image: 0.00123] has 3 significant digits since none of the given zeros counts

	[image: 0.01200] has 4 significant digits as the last [image: 0]'s do count








Example: Counting significant digits¶
Let us make a function that counts the number of significant digits








n_significant


def n_significant(num_or_string):
    s = str(num_or_string)
    try:
        float(s)
    except:
        raise ValueError(f"{num_or_stringg} not decimal")
    s = s.lstrip("0.")
    if "." not in s:
        s.rstrip("0")
    return len(s)














We will use this function on some numbers. Note that numerical values like 0123 are not valid in Python, just as Python removes zeros on for example 0.01200, so we will write these as kind of numbers as strings.










for i in (12345, 12340, "012345", 0.00123, "0.01200"):
    print(f"{str(i):20} -> {n_significant(i):2} significant digits")















12345                ->  5 significant digits
12340                ->  5 significant digits
012345               ->  5 significant digits
0.00123              ->  3 significant digits
0.01200              ->  4 significant digits













Intermezzo - how many significant digits¶
In our discussion of accuracy and precision above, we seen that the uncertainty tells us how precisely we determined value. Therefore, the value of the uncertainty determines how many significant digits we should give our result with. As is also clear from the discussion on precision, we cannot give arbitrary many significant digits on our uncertainty. For example, we may have calculated that






[image: \delta_X = 0.5136\ldots\quad,]







using our analysis tools. However, it is not reasonable to say that we know our uncertainty with such a large (4 significant digits) precision or accuracy. Therefore, we will insist on giving the uncertainty with a maximum of one or two significant digits. However we must have particularly good reasons for giving two significant digits.

We will therefore give the uncertainty above as






[image: \delta_X = 0.5\quad.]







So far so good. We give our uncertainty with one significant digit. So how do we quote the value of our result? Here we again appeal to the discussion regarding precision and accuracy: The uncertainty reflects how precisely we have determined the value, so we cannot reasonably give the value of the result with greater precision than uncertainty.

For example, we can imagine that we have calculated






[image: X = 12.3231\ldots\quad,]






using our analysis tools and that we have found that the uncertainty is [image: \delta_X=0.5]. Since the precision of the uncertainty is [image: 10^{-1}], we cannot give the value of [image: X] with greater precision than [image: 10^{-1}] and we will report






[image: X = 12.3]






Example: Number of significant digits of error¶
Let us draw some random numbers and determine the mean value and the uncertainty on these.










from numpy.random import normal 
from numpy import sqrt

x = normal(0,1,1000)
print(f"Mean: {x.mean():16.11f}  Uncertainty: {x.std()/sqrt(len(x)):16.11f}")















Mean:   -0.07452796589  Uncertainty:    0.03238201655













Python will typically give us the results with more than 10 digits after .. That is clearly far beyond our precision. A way to see this is by repeating the experiment several times - here 10 times










x = normal(0,1,size=(10,1000))

for m,s in zip(x.mean(axis=1),x.std(axis=1)):
    print(f"Mean: {m:16.13f}\tUncertainty: {s/sqrt(x.shape[1]):16.13f}")















Mean: -0.0171283925030	Uncertainty:  0.0312310240248
Mean:  0.0655351662947	Uncertainty:  0.0314263257228
Mean: -0.0381872433914	Uncertainty:  0.0315201751456
Mean:  0.0417656685002	Uncertainty:  0.0329097398555
Mean: -0.0143284998052	Uncertainty:  0.0310897220521
Mean:  0.0101184539013	Uncertainty:  0.0330329826692
Mean: -0.0132606533228	Uncertainty:  0.0316591336368
Mean:  0.0376319384393	Uncertainty:  0.0313441723147
Mean: -0.0016854428681	Uncertainty:  0.0317417108532
Mean:  0.0432909841620	Uncertainty:  0.0322895674904













Typically, we see that the uncertainty varies already on the second significant digit. A run of the above gave






Mean: -0.0422...  Uncertainty: 0.0319...
Mean: -0.0095...  Uncertainty: 0.0304...
Mean:  0.0128...  Uncertainty: 0.0306...
Mean:  0.0284...  Uncertainty: 0.0304...
Mean: -0.0428...  Uncertainty: 0.0311...
Mean:  0.0524...  Uncertainty: 0.0310...
Mean: -0.0412...  Uncertainty: 0.0306...
Mean:  0.0125...  Uncertainty: 0.0323...
Mean:  0.0042...  Uncertainty: 0.0302...
Mean:  0.0061...  Uncertainty: 0.0317...






where some digits are replaced by ....

If we take the first of these we will write






[image: X = -0.04\quad \delta_X = 0.03\quad,]







while choosing the last, we would write






[image: X = 0.01\quad \delta_X = 0.03\quad.]







Note that these results (and all of the above) are in agreement within uncertainties. Also note that the value of [image: X] (the mean) fluctuates a lot, but the uncertainty is more or less constant.






Rounding¶
Let us say we got the result






[image: X = 1.29\!\ldots\quad,]






which we will report to a precision of [image: 10^{-1}] (or with two significant digits). It will be unreasonable to give the value [image: X=1.2] since [image: 1.29\!\ldots] is after all closer to [image: 1.3] than [image: 1.2]. Similarly, if we have calculated






[image: X = 1.23\!\ldots\quad,]






we will give [image: X=1.2] as it is closer than [image: 1.3]. We will therefore always round off (as opposed to round up or round down). Typically, we have learned to round off using the rules


	If the digit that follows the digit we want to round is 5 or greater then we add one to the digit we are rounding.

	If the digit after the digit we are rounding is less than 5, then we do nothing.



We will largely follow this convention, but modify it a bit - especially in the case that the digit following the digit we are rounding is 5.

Our modification is based solely on the following argument:


	Let's say we have a large number of real numbers that we want to round to integers, and that their decimal part [image: f] (what follows .) is uniformly distributed over [image: [0,1)].

	For any [image: f\neq0.5], there will be a complementary partner [image: 1-f] with equal probability, so rounding off these two will always compensate each other so that the average is preserved.

	But, if we always round numbers with [image: f=0.5] up, then we introduce a bias on the distribution of the numbers so that the average not is preserved.








Example: Primary school rounding with and without 0.5¶
Let us see how rounding 0.5 up to 1 in a number of random numbers affects our average. We take 100,000 random integers between 0 and 1000 and divide by 1000 to get random numbers with a precision of [image: 10^{-3}]. Then we examine all numbers. If the number is less than 0.5 we round down to 0 for both our lists r andh. Likewise, if the number is larger than [image: 0.5] we round up to 1 and add this to our lists r andh. But if the number is exactly 0.5 we round it up to 1, and add it only to the list h. Then we calculate the average of these two lists r andh and look at the results










from numpy.random import seed, randint 
from numpy import mean, arange

seed(1234567)
x = randint(0,1000,100000)/1000
r = []
h = []
for xx in x:
    if xx > 0.5:
        r.append(1)
        h.append(1)
    elif xx < 0.5:
        r.append(0)
        h.append(0)
    else:
        h.append(1)
print(f"# append samples without 0.5: {len(r)}, with 0.5: {len(h)}")
mr = mean(r)
mh = mean(h)
print(f"Mean without 0.5: {mr:.3f},  with 0.5: {mr:.3f} (raw: {x.mean():.3f})")















# append samples without 0.5: 99887, with 0.5: 100000
Mean without 0.5: 0.498,  with 0.5: 0.498 (raw: 0.499)













We see that the average over r - where we did not add 0.5, is always less than or equal to the average overh, which means that there is a bias in h towards 1. However, the test should only be taken as indicative of the problem: The exact numbers depend largely on the (pseudo) random numbers that the computer generates for us.






Our rules will be


	If the digit that follows the digit we are rounding is greater than 5, then we add one to the digit are rounding.

	If the digit after the digit we are rounding is less than 5, then we do nothing.

	If 5 follows the number we are rounding, and the digit after the 5 digit is greater than 0 we add one to the digit we are rounding

	If the digit following the digit we want to round is 5 and the digit that follows the 5 is 0, then we round the digit up to the nearest even number, otherwise we do nothing.



This type of rounding is often called round-half-to-even and does not have the same problems as regular rounding.






Example: Rounding¶

	[image: 12.6] rounded to integer gives [image: 13]

	[image: 12.4] rounded to integer gives [image: 12]

	To round [image: 12.50] to integer we need the special rule for 5. Since the digit that follows 5 is zero, we have to round [image: 2] up to the nearest even number. Since [image: 2] is even, we get [image: 12]

	If we instead round off [image: 12.51] we have the rule of 5 but as [image: 1] follows, we just round up so we get [image: 13]

	If we have to round [image: 13.5] we have the 5 rule again with a subsequent 0 so we have to round [image: 3] up to the nearest even number, so we get [image: 14]

	Note that we only look at the digit that follows immediately after [image: 5] in the 5-rule. That is
[image: 12.505] is rounded to [image: 12] and [image: 13.509] is rounded to [image: 14].








Python has the built-in function round that (almost) implements these rules.










numbers = (12.6, 12.4, 12.50, 12.51, 13.5, 13.55, 12.504, 13.504)
for x in numbers:
    print(f"{x:.3f} rounded to integer is {round(x)}")















12.600 rounded to integer is 13
12.400 rounded to integer is 12
12.500 rounded to integer is 12
12.510 rounded to integer is 13
13.500 rounded to integer is 14
13.550 rounded to integer is 14
12.504 rounded to integer is 13
13.504 rounded to integer is 14













Let us make a function that meets the rules above and at the same time works on several elements








round


def round(v,n=0):
    from numpy import abs, floor, where, int64, logical_and, power, sign
    if v is None:
        return None
    
    tens = power(10.,-int64(n))
    w    = floor(100*abs(v)/tens + .00001)
    m    = int64(w / 100)
    nxt  = int64(w) % 100
    m    = where(nxt > 50, m+1, m)
    m    = where(logical_and(nxt == 50, m % 2 == 1), m+1, m)
    return sign(v) * m * tens














Of course, we are not limited to rounding up to whole numbers. More generally, we would like to round off to a specific number of significant digits. Our round allows us to specify how many decimals we will rounded to - or rather, what precision we want. We can take advantage of that










for o in (-1,0,1):
    f = 10**o
    for x in numbers:
        print("{:8.{}f} rounded to 10^{:<2} precision is {:.{}f}"
             .format(f*x,3-o, o,round(f*x,-o),max(-o,0)))















  1.2600 rounded to 10^-1 precision is 1.3
  1.2400 rounded to 10^-1 precision is 1.2
  1.2500 rounded to 10^-1 precision is 1.2
  1.2510 rounded to 10^-1 precision is 1.3
  1.3500 rounded to 10^-1 precision is 1.4
  1.3550 rounded to 10^-1 precision is 1.4
  1.2504 rounded to 10^-1 precision is 1.2
  1.3504 rounded to 10^-1 precision is 1.4
  12.600 rounded to 10^0  precision is 13
  12.400 rounded to 10^0  precision is 12
  12.500 rounded to 10^0  precision is 12
  12.510 rounded to 10^0  precision is 13
  13.500 rounded to 10^0  precision is 14
  13.550 rounded to 10^0  precision is 14
  12.504 rounded to 10^0  precision is 12
  13.504 rounded to 10^0  precision is 14
  126.00 rounded to 10^1  precision is 130
  124.00 rounded to 10^1  precision is 120
  125.00 rounded to 10^1  precision is 120
  125.10 rounded to 10^1  precision is 130
  135.00 rounded to 10^1  precision is 140
  135.50 rounded to 10^1  precision is 140
  125.04 rounded to 10^1  precision is 120
  135.04 rounded to 10^1  precision is 140













Example: rounding results¶
Given a result

[image: x \pm \delta_x\quad,]
we are interested in rounding [image: \delta_x] to 1 (possibly 2) significant digits, and giving the rounded value of [image: x] to the same precision. We therefore need to know which exponent with which we need to write [image: \delta_x] with, given the selected number of significant digits. To do so, we can use [image: \log_{10}(\delta_x)] plus the number of digits we are interested in. Let's try some numbers










from numpy import log10,ceil
numbers = (123.456, 12.3456, 1.23456, 0.123456, 0.0123456, 0.00123456)
for x in numbers:
    first_exp = int(ceil(log10(x)))
    for nsig in (1,2):
        least_exp = first_exp - nsig
        ndig = max(0,-least_exp)
        print("{:7} exponent: {}, for {} significant digits: {}, rounded: {:.{}f}"
             .format(x, first_exp, nsig, least_exp, round(x,-least_exp),ndig))















123.456 exponent: 3, for 1 significant digits: 2, rounded: 100
123.456 exponent: 3, for 2 significant digits: 1, rounded: 120
12.3456 exponent: 2, for 1 significant digits: 1, rounded: 10
12.3456 exponent: 2, for 2 significant digits: 0, rounded: 12
1.23456 exponent: 1, for 1 significant digits: 0, rounded: 1
1.23456 exponent: 1, for 2 significant digits: -1, rounded: 1.2
0.123456 exponent: 0, for 1 significant digits: -1, rounded: 0.1
0.123456 exponent: 0, for 2 significant digits: -2, rounded: 0.12
0.0123456 exponent: -1, for 1 significant digits: -2, rounded: 0.01
0.0123456 exponent: -1, for 2 significant digits: -3, rounded: 0.012
0.00123456 exponent: -2, for 1 significant digits: -3, rounded: 0.001
0.00123456 exponent: -2, for 2 significant digits: -4, rounded: 0.0012













Let us now assume that we have a result where we give one or more uncertainties






[image:  x \pm \delta_{1,x} \pm \delta_{2,x} \pm \cdots\quad,]






for example, because we give statistical and systematic uncertainties. We now want to find the smallest exponent [image: e_{\mathrm{min}}] for a given number of significant digits [image: n_{\mathrm{significant}}] so that all [image: \delta_{i,x}] and [image: x] can be given with the same precision. This minimum exponent is given by






[image: e_{\mathrm{min}} = \min\left(\left\lceil\log_{10}(\delta)\right\rceil\,\middle|\,\delta\in\{\delta_{1,x},\ldots\}\right)-n_{\mathrm{significant}}\quad,]






which we can use to round all [image: \delta_{i,x}] and [image: x] to the same precision. We define a function that takes a value [image: x], a list of [image: \delta_{i,x}], a number of significant digits [image: n_{\mathrm{significant}}], and returns the rounded value, uncertainties, and the number of digits after . for use in formatting.








round_result


def round_result(x,deltas,nsign=1):
    from numpy import min, ceil, log10, abs, atleast_1d, isfinite, logical_and
    if nsign is None:
        return x, deltas, None
    if nsign < 1: 
        raise ValueError('Number of significant must be positive')

    def _inner(xx,ee):
        eps  = 1e-15
        aerr = abs(ee)
        aerr = aerr[logical_and(aerr!=0,isfinite(aerr))]
        emin = int(min(ceil(log10(aerr)+eps)) if len(aerr)>0 else 1)-nsign
        return round(xx,-emin), emin
        
    err       = atleast_1d(x if deltas is None else deltas)
    rdeltas,_ = _inner(err, err)
    
    err       = atleast_1d(x if rdeltas is None else rdeltas)
    rx,emin   = _inner(x, err)
    
    try: 
        rdeltas = float(rdeltas)
    except:
        pass 
    
    return rx, None if deltas is None else rdeltas, max(0,-emin)














Let us test this in a number of cases. We define a function to print the rounded results








print_result


def print_result(x,deltas,nsign=1,width=8):
    from numpy import atleast_1d
    
    rx, rdeltas, ndig = round_result(x,deltas,nsign)
    if ndig is None:
        ffmt = '{:{}f}'
    else:
        ffmt = f'{{:{{}}.{ndig}f}}'
        
    print(ffmt.format(rx, width), end='')
    if rdeltas is not None:
        rdeltas = atleast_1d(rdeltas)
        for d in rdeltas:
            print(" +/- "+ffmt.format(d, width), end='')
    print("")

















print_result(1234.56,  [12.3456, 1.23456, 0.123456], 1)
print_result(1234.56,  [12.3456, 1.23456, 0.123456], 2)
print_result(1234.56,  [123.456, 12.3456], 1)
print_result(1234.56,  [123.456, 12.3456], 2)
print_result(1234.56,  12.3456, 1)
print_result(-1234.56, [12.3456, 1.23456, -0.123456], 1)
print_result(0,0,1)
print_result(42,None,1)
print_result(42,None,2)
print_result(42,1,None)















  1234.6 +/-     12.3 +/-      1.2 +/-      0.1
 1234.56 +/-    12.35 +/-     1.23 +/-     0.12
    1230 +/-      120 +/-       10
    1235 +/-      123 +/-       12
    1230 +/-       10
 -1234.6 +/-     12.3 +/-      1.2 +/-     -0.1
       0 +/-        0
      40
      42
42.000000 +/- 1.000000













Our function round_result can thus be used to round off a given result in an appropriate manner, and can easily be integrated into a given project.

Note that it is important to properly format the result and uncertainties by using the return value ndig. If not, then Python may, in certain cases, write more or less trailing zeros than is required. For example










def print_resultNoNDig(x,deltas,nsign=1):
    rx, rdeltas, _ = round_result(x,deltas,nsign)
    
    print(f"{rx}", end='')
    for d in rdeltas:
        print(f" +/- {d}", end='')
    print("")
    
print_resultNoNDig(1234.56,  [123.456, 12.3456], 1)
print_resultNoNDig(1234.56,  [123.456, 12.3456], 2)
print("versus")
print_result(1234.56,  [123.456, 12.3456], 1)
print_result(1234.56,  [123.456, 12.3456], 2)















1230.0 +/- 120.0 +/- 10.0
1235.0 +/- 123.0 +/- 12.0
versus
    1230 +/-      120 +/-       10
    1235 +/-      123 +/-       12













Let's also do a more general function we can use to format a [image: \mathrm{\LaTeX}] string with a result.  Before we get there, we will do a variation of round_result which also accepts and exponent (either as an integer power, as [image: 10^x], or True for automatic exponent) and rounds with exponent in mind.








round_result


def round_result_expo(x,deltas,nsign=1,expo=None):
    from numpy import abs,log10,floor,atleast_1d
    if expo:
        if not isinstance(expo,int) or isinstance(expo,bool):
            varg = expo if isinstance(expo,float) else x
            expo = int(floor(log10(abs(varg))))
        x *= 10**-expo
        if deltas:
            deltas = atleast_1d(deltas) * 10**-expo
    else:
        expo=0
            
    return (*round_result(x,deltas,nsign), expo)














We will use the above function a couple of times here. Now we can do our formatting function








format_result


def format_result(value,deltas=None,nsig=1,name=None,
                 expo=None,unit=None,latex=True,dnames=None):
    from numpy import floor, asarray, abs, sign, zeros_like, atleast_1d
    if value is None: return '' 
    
    rv, re, ndig, rex = round_result_expo(value,deltas,nsig,expo)
    
    if ndig is None:
        ffmt = '{}'
    else:
        ffmt = f'{{:.{ndig}f}}'
        
    sval = ffmt.format(rv)
    
    if re is not None:
        re = atleast_1d(re)
        if dnames is None:
            ne = zeros_like(re,dtype='str')
        elif len(dnames) != len(re):
            raise ValueError('Delta values and labels not in sync')
        else:
            ne = [fr'({n})'          if n != '' else ''      for n in dnames]
            ne = [fr'\mathrm{{{n}}}' if latex   else fr'{n}' for n in ne]
        
        sep  = r'\pm' if latex else ' +/- '
        sval += ''.join([f'{sep}'+ffmt.format(ee)+f'{ll}' 
                          for ee,ll in zip(asarray(re),asarray(ne))])
    
    sexp = ''
    if rex != 0:
        sexp = fr'\times10^{{{rex}}}' if latex else f'*10**{rex}'
    
    sunit = ''
    if unit is not None:
        sunit = fr'\,\mathrm{{{unit}}}' if latex else f' {unit}'
    
    sname = ''
    if name is not None:
        sname = fr'{name}='
        
    
    if deltas is not None and (sexp != '' or unit is not None):
        sval = fr'\left({sval}\right)' if latex else f'({sval})'
    
    return f'{sname}{sval}{sexp}{sunit}'














Let's write the following results in different ways






[image: a = (42 \pm 1.2 \pm 10)\,\mathrm{a.u.}\quad.]










print(format_result(42,[1.2,10],2,'a',None,'a.u.',latex=False))
print(format_result(42,[1.2,10],2,'a',None,'a.u.',latex=True))
print(format_result(42,[1.2,10],2,'a',True))
print(format_result(42,[1.2,10],2,'a',latex=False))
print(format_result(42,[1.2,10],2,'a',-1,latex=False))
print(format_result(42,0.1,     1,'a',latex=False))
print(format_result(42,nsig=1,expo=None))















a=(42.0 +/- 1.2 +/- 10.0) a.u.
a=\left(42.0\pm1.2\pm10.0\right)\,\mathrm{a.u.}
a=\left(4.20\pm0.12\pm1.00\right)\times10^{1}
a=42.0 +/- 1.2 +/- 10.0
a=(420 +/- 12 +/- 100)*10**-1
a=42.0 +/- 0.1
40













If we wrap the returned text into an IPython.display.Math object, or use display, then we can print [image: \mathrm{\LaTeX}] formatted results.










import IPython as ipy
from IPython.display import Math 

display(Math(format_result(-42,[1.2,10],2,'a',True,'a.u.')))















[image: \displaystyle a=\left(-4.20\pm0.12\pm1.00\right)\times10^{1}\,\mathrm{a.u.}]











We can also add labels to the uncertainties










display(Math(format_result(42,[1.2,10],2,'a',-1,'a.u.',dnames=['sys','stat'])))















[image: \displaystyle a=\left(420\pm12\mathrm{(sys)}\pm100\mathrm{(stat)}\right)\times10^{-1}\,\mathrm{a.u.}]











We can also use this funcion in plots










from numpy import arange
from matplotlib.pyplot import plot, text 

plot(arange(4),arange(4,8))
text(1,4.5,f'${format_result(42,[1.2,10],2,"a",False,"a.u.",dnames=["sys","stat"])}$');
















Figure













A result shown in a plot.












Summary¶
We have seen above that we must round our results and uncertainties, and the precision with which we give our results depends on the smallest uncertainty, which we give with one (exceptionally 2) significant digit. We write for example.






[image: m_{\mathrm{H}} = \left(125.1 \pm 0.2 (\mathrm{stat}) \pm 0.1 (\mathrm{syst})\right)\,\mathrm{Ge\!V\!/c^2}\quad,]






for the Higgs mass. We can use the round_result function to safely round our results and uncertainties.






Sometimes one encounters the notation






[image: m_{\pi^0} = 134.9766(6)\,\mathrm{Ge\!V\!/c^2}\quad,]






to be understood as






[image:  m_{\pi^0} = \left(134.9766 \pm 0.0006\right)\,\mathrm{Ge\!V\!/c^2}\quad,]






where the digits in the parenthesis thus express the uncertainty with a precision corresponding to the corresponding number of digits to the far right of the value.

Sometimes we have determined asymmetric uncertainties, and one is tempted to write






[image: x^{\delta_x^+}_{\delta_x^-}\quad,]






where [image: \delta_x^+] and [image: \delta_x^-] are the upper and lower limit, respectively. However, we should only report results in this form if you have especially good reasons for doing so. If we do not, we will adjust the value so that it is in the middle of the uncertainty interval. Which means






[image: \begin{align*}   \delta_x^+, \delta_x^- &\rightarrow \delta_x = \frac{\delta_x^++\delta_x^-}{2}\\   x &\rightarrow x' = (x-\delta_x^-) + \delta_x\quad, \end{align*}]






and write






[image:  x'\pm\delta_x\quad.]










n_significant.__doc__ = \
    """Determine the number of significant digits 
    
    >>> nbi_stat.n_significant("0.0120")
    >>> nbi_stat.n_significant(12340)
    
    Parameters
    ----------
      num_or_string : float or string 
        The number to determine number of significant digits for. 
        Note, to investigate numbers 
        
        - 0001234
        - 0.01230 
        
        one need to pass these a strings 
        
    Return
    ------
      Number of significant digits in num_or_string 

    See also
    --------
    round, round_round, format_result, print_result
    """

















round.__doc__ = \
    """Round value(s) to the precision given by nbi_stat.py
    
    This function round the value(s) in v to the %precision 10^(-n) 
    by rounding to nearest even number, while only considering the most 
    adjecent digits. 
    
    Parameters:
        v : float, scalar or array like 
            Values to round 
        n : int, scalar or array like 
            Precision to round to i.e., number of digts, possibly 
            negative.  Note, this can be an array of the same size 
            as v
    Returns:
        u : float, scalar or array-like 
            Rounded values
    
    See also
    --------
    round_round, format_result, print_result, n_significant
    """

















round_result.__doc__ =\
    """Round result and associated uncertainties
    
    The result value x and associated uncertainties deltas 
    are rounded to the same precision.  The precision is 
    set by the least exponent needed to represent all 
    uncertainties with at least nsign significant digits 
    
    Parameters
    ----------
    x : float 
        The result value 
    deltas : float, array_like
        List of uncertainties associated with x
    nsign : positive, int 
        Number of significant digits to round to
      
    Returns
    -------
    rx : float
        Rounded value 
    rdeltas : float, array_like 
        Rounded uncertainties 
    ndig : int, positive
        Number of digits to print value and uncertaineis with
        
    Examples
    --------
    
    >>> nbi_stat.round_result(12.345,[1.2345,0.1234,0.01234])
    (12.35, [1.23, 0.12, 0.01], 2)
    
    
    See also
    --------
    round, format_result, print_result, n_significant
    """

















print_result.__doc__ =\
    """Print a single result with uncertainties, properly rounded 
    
    Parameters
    ----------
        x : float  
            Value of result 
        deltas : array-like 
            List of uncertainties 
        nsign : int, non-negative 
            Number of significant digits to round to 
        width : int, non-negative 
            Width of results 
            
    Examples
    --------
    
    >>> print_result(12.345,[1.2345,0.1234,0.01234])
       12.35 +/-     1.23 +/-     0.12 +/-     0.01
    

    
    See also
    --------
    round, round_result, format_result, n_significant
    """

















format_result.__doc__ =\
    """Function to pretty-format results
    
    Parameters
    ----------
        value : float  
            Value of result 
        deltas : array-like 
            List of uncertainties 
        nsign : int, non-negative 
            Number of significant digits to round to 
        name : str, optional
            Value name (quantity)
        expo : bool, int, float, optional
            - if True, automatically add exponent 
            - if integer, add exponent to that power
            - if float, add exponent to nearest power 
            - if None, do not add exponent 
        unit : str, optional
            If given, the unit
        latex : bool
            If true, format as LaTeX
        dnames : str, array-like, optional
            If given, must be as large as delta and contains labels 
            for each uncertainty
            
    Returns
    -------
        s : str 
            Name, value, uncertainties, exponent, and unit formatted 
            
    Examples
    --------
    
    >>> format_result(42,1.2,1,'a',None,'a.u.')
    >>> format_result(42,[1.2,10],2,'a',None,'a.u.',latex=True)
    >>> format_result(42,[1.2,10],2,'a',True)
    >>> format_result(42,[1.2,10],2,'a',latex=False)
    >>> format_result(42,[1.2,10],2,'a',-1,latex=False)
    >>> format_result(42,nsig=1,expo=None)
    
    See also
    --------
    round, round_result, n_significant, print_result
    """























Samples¶






Purpose¶

	To have an intuition about the significance of statistical samples

	To be able to calculate average [image: \bar{x}] and the uncertainty [image: \delta_{\bar{x}}] on this of a statistical sample

	To be able to calculate the variance [image: s_x^2], the spread [image: s_x] and the uncertainties [image: \delta_{s_x^2},\delta_{s_x}] of a statistical sample

	To be able to calculate these sizes with weights
	For frequency weights and non-frequency weights.

	To clarify the difference between these two types of weights












In statistics, we often talk about samples). A sample can for example be a series of observations iof a variable [image: x]

[image:  x_1,x_2,\ldots,x_N\quad. ]
[image: x] can in principle be of any dimension. A one-dimensional sample could be the number of radioactive decays per unit time, while a two-dimensional sample may be correlated pairs, e.g. voltage as a function of distance along a conductor.

Let's describe such a sample with [image: S_x], so that

[image: S_x = \{x_1,x_2,\ldots,x_N\}\quad]
If our random variable (see earlier) is [image: X], then the sample [image: S_x] is a set of concrete outcomes in the domain of [image: X]. The sample is as such not identical to the [image: X] - or the mapping from the domain into probabilities - but a concrete realization of [image: X].

Here we will deal with one-dimensional samples, and get a little closer to how we can describe the random variable [image: X] from a sample.






Average¶
For a given sample [image: S_x] we can calculate the arithmatic mean (or average, or simply mean) of the sample as

[image: \bar{x} = \frac{1}{N} \sum_{i=1}^N x_i\quad.]
The average of a sample expresses the expected value if one repeats the measurement.






Variance, Spread and RMS¶
For a given sample [image: S_x] we can calculate the variance [image: s_x^2] as






[image:  s_x^2 = \frac{1}{N-1} \sum_{i=1}^{N} (x_i - \bar{x})^2\quad. ]






The variance is thus the average square distance to the mean. The variance, as the name suggests, expresses variation of our sample around the expected value.

Naively, the denominator in the [image: 1/(N-1)] prefactor has this form since we have "used" one degree of freedom in determining the average, and therefore we only have [image: N-1] degrees of freedom left. For [image: N\gg1] we have that [image: (N-1)\rightarrow N], why we sometimes drop [image: {}-1] in the denominator.






notice that






[image: \begin{align*} \frac{1}{N} \sum_{i=1}^{N} (x_i - \bar{x})^2 &= \frac{1}{N}\sum_{i=1}^{N}  \left(x_i^2 - 2x_i\bar{x} + \bar{x}^2\right)\\ &= \frac{1}{N}\sum_{i=1}^{N}x_i^2  - 2\frac{1}{N}\sum_{i=1}^{N}x_i\bar{x} + \frac{1}{N}\sum_{i=1}^{N}\bar{x}^2\\ &= \overline{x^2} - 2\bar{x}\frac{1}{N}\sum_{i=1}^{N}x_i + \bar{x}^2\\ &= \overline{x^2} - 2\bar{x}^2 + \bar{x}^2\\ &= \overline{x^2} - \bar{x}^2\quad, \end{align*}]






so for [image: N\gg1] we can calculate the variance as the difference between the average of [image: x^2] and the square of the average. Alternatively, we find that






[image: \begin{align*} \frac{1}{N-1} \sum_{i=1}^{N-1} (x_i - \bar{x})^2 &= \frac{1}{N-1}\sum_{i=1}^{N}  \left(x_i^2 - 2x_i\bar{x} + \bar{x}^2\right)\\ &= \frac{N}{N-1}\frac{1}{N}\sum_{i=1}^{N}  \left(x_i^2 - 2x_i\bar{x} + \bar{x}^2\right)\\ &= \frac{N-1}{N}\left(\overline{x^2} - \bar{x}^2\right)\quad, \end{align*}]






which for large [image: N] simplifies to the expression above. The factor [image: N/(N-1)] is called Bessel's correction. Note, however, that for numerical calculations this form is not very good, as we sum over numbers that can have very different sizes, and therefore are vulnerable to rounding errors.






The spread (or standard deviation) of a sample is given by the square root of the variance






[image:  s_x = \sqrt{s_x^2} = \sqrt{\frac{1}{N-1}\sum_{i=1}(x_i-\bar{x})^2} ]






Root mean square (RMS) is the square root of the square average






[image:  x_{\mathrm{RMS}} = \sqrt{\frac{1}{N}\sum_{i=1}x_i^2} = \sqrt{\overline{x^2}}\quad. ]






In the case that [image: N\gg1] and [image: \bar{x}=0] we have






[image:  x_{\mathrm{RMS}} = s_x\quad\text{for}\quad N\gg1 \wedge \bar{x}=0, ]






which sometimes causes RMS to be used (erroneously) instead of standard deviation even if [image: \bar{x}\ne 0]. However, we have that for [image: N\gg1] that






[image: \begin{align*} s_x^2 &= \overline{x^2}-\bar{x}^2\qquad \text{så}\\ x_{\mathrm{RMS}}^2 &= s_x^2 + \bar{x}^2\quad, \end{align*}]






and since [image: s_x^2\ge0] we see that [image: \overline{x^2}\ge\bar{x}^2].






Example¶
We generate some random numbers. Right now we will not worry about how these numbers are distributed. We draw [image: N] numbers between 0 and 1, all with equal probability.










from numpy.random import random

x = random(1000)














Let's start by calculating the mean. Here we will first do it by hand










sumx = 0
for xi in x: 
    sumx += xi
mean = sumx / len(x)
print(f"The mean is {mean:.2f}")















The mean is 0.51













Since we now have the mean value, we can calculate the variance. Again we do it by hand










from numpy import sqrt 

sumdx = 0
for xi in x:
    sumdx += (xi - mean)**2
variance = sumdx / (len(x)-1)
print(f"The variance and spread are {variance:.3f} and {sqrt(variance):.2f}, respectively")















The variance and spread are 0.082 and 0.29, respectively













We calculate the RMS and then calculate the variance via [image: s_x^2 = x_{\mathrm{RMS}}^2-\bar{x}^2]










sumx2 = 0
for xi in x:
    sumx2 += xi**2
rms = sqrt(sumx2/len(x))
variance2 = rms**2 - mean**2
print(f"RMS and derived variance are {rms:.2f} and {variance2:.3f}, respectively")















RMS and derived variance are 0.58 and 0.082, respectively













However, NumPy lets us calculate these quantites directly, so let's use that functionality










mean     = x.mean()
variance = x.var()
spread   = x.std()
rms      = sqrt((x**2).mean())
print(f"Mean, variance, spread, and RMS are {mean:.2f} {variance:.3f} {spread:.2f} {rms:.2f}, respectively")















Mean, variance, spread, and RMS are 0.51 0.082 0.29 0.58, respectively













Note that NumPy does not have an rms function, but we can easily calculate it using predefined functions. An alternative way to write the calculation is










from numpy import mean, square

rms = sqrt(mean(square(x)))
print("RMS is {:.2f}".format(rms))















RMS is 0.58













which has the advantage of calculating exactly what the term reads as: "[square] root mean square ofx "






Moments¶
In general, we can define the [image: n]th moment as






[image:  m_x^n = \frac{1}{N}\sum_{i=1}^N x_i^n\quad,]






and so the average is the first moment: [image: \bar{x} = m_x^1]. We can also define the [image: n]th moment around the average as






[image:  m'^n_x = \frac{1}{N}\sum_{i=1}^N (x_i - m_x^1)^n\quad,]






and we see that the variance is the second moment around the average






[image: s_x^2 = \operatorname{Var}(x) = m'^2_x\quad.]






Uncertainty of the average¶
The uncertainty of an average over a sample






[image:  S_x = \{x_1,\ldots,x_N\}\quad, ]






is given by the varians of the average






[image:  \bar{x} = \frac{1}{N}\sum_{i=1}^N x_i\quad. ]






We can calculate [image: s_{\bar{x}}^2=\operatorname{Var}(\bar{x})]






[image: \begin{align*}   s_{\bar{x}}^2  &= \operatorname{Var}\left(\frac{1}{N}\sum_{i=1}^N x_i\right)\\   &= \frac{1}{N^2}\operatorname{Var}\left(\sum_{i=1}^N x_i\right)\\   &= \frac{1}{N^2}\sum_{i=1}^N \operatorname{Var}(x_i)\\   &= \frac{N}{N^2}\operatorname{Var}(x)\\   &= \frac{1}{N}s_{x}^2\quad,  \end{align*}]






where we used to [image: \operatorname{Var}(cx) = c^2\operatorname{Var}(x)] and






[image:  \operatorname{Var}(x_1+x_2) = \operatorname{Var}(x_1)+\operatorname{Var}(x_2)\quad, ]







if [image: x_1] and [image: x_2] are statistically independent. We therefore get the uncertainty on the average is






[image: \delta_{\bar{x}} = \sqrt{\frac{s_x^2}{N}}\quad,]






quite as we expected from the first chapter. Note that the uncertainty scales with [image: 1/\sqrt{N}] which means that in order to achieve two times better precision we must have a [image: 2^2=4] times larger sample.






Example: Uncertainty on the average¶
Let us pick random numbers from a normal distribution and calculate average and uncertainty on it. We start with 1000 samples










from numpy.random import normal 

x     = normal(size=1000)
mean  = x.mean()
emean = x.std() / sqrt(len(x))
print(format_result(mean, emean, 1, latex=False, name='Mean of sample'))















Mean of sample=-0.01 +/- 0.03













To get 2 times better precision, we need to take [image: 2^2\cdot1000] samples










x = normal(size=4000)
mean = x.mean()
emean = x.std() / sqrt(len(x))
print(format_result(mean, emean, 1, latex=False, name='Mean of sample'))















Mean of sample=0.01 +/- 0.02













To get 10 times better precision we need to take [image: 10^2\cdot 1000=100\,000] samples










x = normal(size=100000)
mean = x.mean()
emean = x.std() / sqrt(len(x))
print(format_result(mean, emean, 1, latex=False, name='Mean of sample'))















Mean of sample=0.002 +/- 0.003













Note that the uncertainty on the average is not the same as the standard deviation of the sample. By taking larger samples, we can clearly determine the average better than the spread of the distribution from which the sample originates. However, we can also determine the spread by itself to understand the underlying distribution of the sample. Note that the function scipy.stats.sem allows the calculation of the uncertainty on the average.






The uncertainty of variance and spread¶
The uncertainty of the variance is given by the variance of the variance






[image: \operatorname{Var}(s^2_x) = \frac{s_x^4 - \left(s_x^2\right)^2}{N}\quad,]







where [image: s_x^4] is the fourth moment around the average






[image: s_x^4 = \frac{1}{N-1}\sum_{i=1}^{N} (x-\bar{x})^4\quad.]






The uncertainty of the standard deviation is given by the variance of the spread






[image: \operatorname{Var}(s_x) = \frac{s^4_x - \left(s_x^2\right)^2}{4N s_x^2}\quad.]






For both, the uncertainty is given by the square root of the variance






[image: \delta_{s_x^2} = \sqrt{\frac{s_x^4 - \left(s_x^2\right)^2}{N}}=\frac{1}{\sqrt{N}}\sqrt{s_x^4 - \left(s_x^2\right)^2}\quad,]






and






[image: \delta_{s_x} = \sqrt{\frac{s_x^4  - \left(s_x^2\right)^2}{4N s_x^2}} = \frac{1}{2 s_x\sqrt{N}}\sqrt{s_x^4-\left(s_x^2\right)^2}\quad,]






which, like the uncertainty on the average, scales inversely with [image: \sqrt{N}].






Example: Uncertainty on the spread¶
Let us pick random numbers from a normal distribution (with mean [image: \mu=0] and width [image: \sigma=1]), and calculate the mean and the spread of this. Note that we can describe the average and variance as the first and second moments of our sample, respectively, so we can utilize scipy.stats.moment for our calculations










from scipy.stats import moment

x = normal(size=1000)
s1 = moment(x, 1)
s2 = moment(x, 2)
s4 = moment(x, 4)
sn = sqrt(len(x))
print(format_result(s1,      sqrt(s2)/sn,                   1,latex=False,name="Mean of sample"))
print(format_result(sqrt(s2),sqrt(s4-s2**2)/(2*sn*sqrt(s2)),1,latex=False,name="Spread of sample"))















Mean of sample=0.00 +/- 0.03
Spread of sample=0.98 +/- 0.02













Weighted average¶
Sometimes we have samples where each observation has a specific weight. Our sample is therefore modified as






[image:  S_{x,w} = \{(x_1,w_1),\ldots,(x_N,w_N)\}\quad,]






where each measurement has become a pair of numbers [image: (x_i,w_i)]. The weights are typically determined from something other than the actual [image: x_i] observations, and may for example be given by knowledge of the measuring apparatus, or be given by individual uncertainties on [image: x_i]. The weighted arithmetic mean (or weighted average, or simply weighted mean) is then given by






[image: \bar{x}_w = \frac{\sum_{i=1}^{N} w_i x_i}{\sum_{i=1}^N w_i}\quad,]







which obviously reduces to the unweighed average if [image: \forall i: w_i=1]. It is seen that the greater the weight for a given observation, the greater significancs of this observation for the average. Therefore, if the weights are given by the individual uncertainties [image: \delta_{x_i}] of the observations [image: x_i], we typically choose






[image: w_i = \frac1{\delta^2_{x_i}}\quad,]






that is, the inverse square uncertainty (or inverse variance). That means we give higher weight to observations with less uncertainty.






Example: Weighted average¶
Let us draw random numbers between 0 and 1 with random weights between 0 and 1, and calculate the weighted average.










from numpy import average

x = random(1000)
w = random(1000)
wmean = average(x,weights=w)
print("Weighted average: {:.2f} (unweighted {:.2f})".format(wmean,x.mean()))















Weighted average: 0.49 (unweighted 0.50)













Weighted variance¶
The variance of a weighted sample is given by






[image:  s_{wx}^2 = \frac{\sum_{i=1}^N w_i (x_i - \bar{x}_w)^2}{\sum_{i=1} w_i}\quad,]







which however has a bias). Exactly how we correct for this bias depends on of the type of weights we are dealing with.

If our weights are frequency weights - that is [image: w_i=n_i] where [image: n_i] is how many times we have observed [image: x_i], then the correction is as for the ordinary variance






[image:  s_{wx}^2 = \frac{\sum_{i=1}^N w_i (x_i - \bar{x}_w)^2}{\sum_{i=1}^N w_i - 1} = \frac{\sum_{i=1}^{N}w_i(x_i-\bar{x}_w)^2}{M-1}\quad,]






in that [image: M=\sum_{i=1}^N w_i] corresponds to the effective number of measurements. Again we see that for large [image: M] the denominator approaches [image: M] and we can drop the last [image: {} - 1].

On the other hand, if our weights are determined by the reliability of measuring apparatus or the like (i.e., non-frequency weights), it may be shown that






[image:  s_{wx}^2 = \frac{\sum_{i=1}^N w_i (x_i - \bar{x}_w)^2}{\frac{1-\sum^N_{i=1} w_i^2}{\left(\sum^{N}_{i=1} w_i\right)^2}} = \frac{\sum_{i=1}^N w_i (x_i - \bar{x}_w)^2}{\sum^N_{i=1} w_i - \left[\sum^N_{i=1} w_i^2\middle/\left(\sum_{i=1}^N w_i\right)^2\right]}\quad,]






where the second term in the denominator tends to 1.






Example: Weighted variance¶
Let us take our weights to be the number of times a given value between 0 and 100 has been observed (frequency weights). Here we select weights from a Poisson distribution, and we use the general NumPy cov to calculate the weighted variance. Actually, the NumPy cov calculates the co-variance, but for a list in only one dimension, it reduces to the variance. We pass our frequency weights by the keyword fweights.










from numpy import cov, arange
from numpy.random import poisson

var = cov(arange(100), fweights=poisson(10,size=100))
print("Variance is {:.1f}".format(var))















Variance is 838.0













Let us now calculate the variance of a sample where the weights do not correspond to the frequency of observations, but rather to some form of reliability. Here we assign a random weight between 0 and 1 to numbers sampled from a normal distribution. We can again use the numpy.cov function with the keyword aweight










x    = normal(size=1000)
w    = random(1000)
var  = cov(x, aweights=w)
print("Variance is {:.2f}".format(var))















Variance is 1.06













Weighted spread¶
As with the ordinary standard deviation, the weighted standard deviation is the square root of the variance

[image: s_{wx} = \sqrt{s_{wx}^2}\quad.]






Uncertainty of the weighted average¶
If the weights represent individual uncertainties [image: \delta_{x_i}] of each of the measurements,






[image: w_i = \frac{1}{\delta_{x_i}^2}\quad,]






so that the weighted average is given by






[image: \bar{x}_w = \frac{\sum_{i=1}^{N} x_i / \delta^2_{x_i}}{\sum_{i=1}^{N} 1/\delta^2_{x_i}}\quad,]






then we find the uncertainty of the weighted average is given by






[image: \delta_{\bar{x}_w} = \sqrt{\frac1{\sum_{i=1}^{N} 1/\delta^2_{x_i}}} = \frac1{\sqrt{\sum_{i=1}^{N} w_i}}\quad,]






as a result of common error propagation.






If the weights, on the other hand, are of the frequency type - that is, the number of times the [image: x_i] is observed - we get analogous to the ordinary average






[image: \delta_{\bar{x}_w} = \sqrt{\frac{s_{wx}^2}{M}} = \sqrt{\frac{s_{wx}^2}{\sum_{i=1}^N w_i}}\quad,]






where [image: M=\sum_{i=1}^N w_i] corresponds to the total number of observations.






If the weights are of a different type than uncertainties on the individual measurements or frequency of the individual [image: x_i], then uncertainty is still given by the square root of the variance of [image: \bar{x}_w], and we find






[image: \begin{align*}   \operatorname{Var}(\bar{x}_w) &=    \operatorname{Var}\left(\frac{\sum_{i=1}^{N}w_i x_i}{     \sum_{i=1}^N w_i}\right)     &\because \operatorname{Var}(cx)&=c^2\operatorname{Var}(x)\\   &=\frac1{\left(\sum_{i=1}^N w_i\right)^2}     \operatorname{Var}\left(\sum_{i=1}^N w_i x_i\right)     &\because \operatorname{Var}(x+y) &= \operatorname{Var}(x)+\operatorname{Var}(y)\\   &= \frac1{\left(\sum_{i=1}^N w_i\right)^2}\sum_{i=1}^{N}\operatorname{Var}(w_i x_i)\\   &= \frac1{\left(\sum_{i=1}^N w_i\right)^2}\sum_{i=1}^N w_i^2 \operatorname{Var}(x)\\   &= \frac{\sum_{i=1}^N w_i^2}{\left(\sum_{i=1}^N w_i\right)^2} \operatorname{Var}(x)\\   &= \frac{\sum_{i=1}^N w_i^2}{\left(\sum_{i=1}^N w_i\right)^2} s_x^2\quad, \end{align*}]






where [image: s_x^2] is the variance of the non-weighted sample






[image:  s_x^2 = \frac{1}{N-1}\sum_{i=1}^{N} (x_i - \bar{x})^2\quad. ]






Thus we have






[image: \delta_{\bar{x}_w} = \frac{\sqrt{\sum_{i=1}^N w_i^2}}{\sum_{i=1}^N w_i}s_x\quad.]






Example: Weighted average¶
Let us pick random numbers between 0 and 1 with random weights between 0 and 1, and calculate the weighted average.










x = normal(size=1000)
w = random(size=1000)
wmean  = average(x,weights=w)
ewmean = sqrt((w**2).sum())/w.sum()*x.std()
print(format_result(wmean,ewmean,1,latex=False,name="Weighted mean of sample"))















Weighted mean of sample=-0.04 +/- 0.04













Calculation of average and variance with rounding error¶
Our formula for calculating the variance [image: s_x^2] is given by






[image: \begin{align*}   s_x^2 &= \overline{x^2} - \bar{x}^2 = \frac{1}{N}\sum_{i=1}^N x^2 - \left(\sum_{i=1}^N x\right)^2   = \frac{1}{N}\sum_{i=1}^{N} (x_i-\bar{x})^2\quad, \end{align*}]






as we have seen earlier. If we use the first method to calculate the variance - i.e., calculate [image: \overline{x^2}] and [image: \bar{x}^2] and then take the difference, we may find that we subtract two very large numbers from each other and our numbers will be rounded to something wrong. The other form, in which we calculate the sum of the square of the residuals [image: x_i-\bar{x}] does not have the same problem, but requires that we first calculate [image: \bar{x}] and only then [image: s_x^2].






Example: Catastrophic cancellation¶
Suppose we measured

[image: S_x = \{4, 7, 13, 16\}\quad.]
We calculate the variance with the two methods above. First we calculate [image: \overline{x^2}-\bar{x}^2], which we can do in one loop over [image: x]










from numpy import array, float64

x = array([4,7,13,16],dtype=float64)

def varianceByDiff(x):
    # Note this is _not_ how to calculate the variance
    # of a NumPy array - use .var() instead
    sumx = 0
    sumx2 = 0
    for xx in x:
        sumx += xx 
        sumx2 += xx**2 
    return (sumx2/len(x)-(sumx/len(x))**2)
print(f"Variance by difference: {varianceByDiff(x)}")















Variance by difference: 22.5













Next, we use two loops - one for the mean and one for the mean of the residuals










def varianceByRes(x):
    # Note this is _not_ how to calculate the variance
    # of a NumPy array - use .var() instead
    sumx = 0
    for xx in x:
        sumx += xx 
    
    meanx = sumx / len(x)
    
    sumr2 = 0
    for xx in x:
        sumr2 += (xx-meanx)**2 
    
    return sumr2 / len(x)
print(f"Variance by residuals: {varianceByRes(x)}")















Variance by residuals: 22.5













So far so good. Both ways of calculating provide the same answer. Now we add [image: 10^8] to all numbers in [image: S_x] and perform the calculations. We expect the same variance since [image: \operatorname{Var}(x+c)=\operatorname{Var}(x)] for any constant [image: c].










x2 = x + 1e8
print(f"Variance by difference: {varianceByDiff(x2)}")
print(f"Variance by residuals:  {varianceByRes(x2)}")
print(f"Variance via NumPy:     {x2.var()}")















Variance by difference: 22.0
Variance by residuals:  22.5
Variance via NumPy:     22.5













We see that the calculation via [image: \overline{x^2}-\bar{x}^2] does not yield the expected result. Note that NumPy's .var method uses two passes over data to calculate the variance. To add insult to injury, we take the original sample and add [image: 10^9] to each number










x3 = x + 1e9
print(f"Variance by difference: {varianceByDiff(x3)}")
print(f"Variance by residuals:  {varianceByRes(x3)}")















Variance by difference: -128.0
Variance by residuals:  22.5













We again see  that the first method of calculation is horribly wrong. In a later chapter (see herevariances)) we will formulate algorithms to do a single pass over data and calculate the statistics without rounding errors.






Visual representation¶






There are many ways to visualize a sample, but the most common and also the most useful is using a histogram. We will deal with histograms more in a later chapter (see here), and here we will do a few observations


	First, a histogram and a bar chart are not the same thing. A bar chart shows the number of counts of discrete values, while a histogram shows the frequency of a interval of values.

	Histograms always have an associated uncertainty, and should be represented as such. Specifically, this means that the Matplotlib function matplotlib.pyplot.hist does not provide a good representation, and one must use
  matplotlib.pyplot.errorbar instead.
  
Without going into details (it will come later), we will here give a brief recipe for how we will represent a one-dimensional sample.








First we will generate a sample. We will take our favorite distribution - a normal distribution - and make 1000 random numbers










x = normal(size=100)














To get an idea of how data is distributed, we find the minimum and maximum










print(f'Range of sample: {x.min()} to {x.max()}')















Range of sample: -2.327458603799501 to 3.5188738658300136













We see that the sample is distributed between roughly -3 and 3, so we will use that range and divide it into 30 bins. Note that we have to give the boundaries so we will make 31 numbers distributed equally between -3 and 3 (both inclusive).










from numpy import linspace

b = linspace(-3,3,31)
print(b)















[-3.  -2.8 -2.6 -2.4 -2.2 -2.  -1.8 -1.6 -1.4 -1.2 -1.  -0.8 -0.6 -0.4
 -0.2  0.   0.2  0.4  0.6  0.8  1.   1.2  1.4  1.6  1.8  2.   2.2  2.4
  2.6  2.8  3. ]













Now we will figure out how many times we have a value in our sample x which falls in a specific interval defined by b. For example, how many times do we have a value between -1.8 and -1.6 corresponding to bin number 6. Here we will use numpy.histogram and give that function the keyword density=True since we want the frequency. It also assures us that the integral of the histogram is unity.










from numpy import histogram

h, _ = histogram(x,b,density=True)
print(h)















[0.         0.         0.         0.05050505 0.05050505 0.25252525
 0.1010101  0.05050505 0.25252525 0.15151515 0.35353535 0.25252525
 0.4040404  0.25252525 0.25252525 0.45454545 0.35353535 0.35353535
 0.50505051 0.2020202  0.25252525 0.15151515 0.05050505 0.1010101
 0.         0.1010101  0.         0.05050505 0.         0.        ]













The variable h now contains the frequency of values in x which fall within a given interval defined by b. The uncertainty of each of these is given by

[image: \delta_i = \sqrt{\frac{h_i}{w_i l}}\quad,]
where [image: h_i] is the frequency in the interval [image: i], [image: w_i] is the length of the interval [image: i], and [image: l] is the number of observations in our sample. Here

[image: w_i = b_{i+1} - b_{i}\quad.]










w = b[1:]-b[:-1]
d = sqrt(h/(w*len(x)))
print(d)















[0.         0.         0.         0.05025189 0.05025189 0.11236664
 0.07106691 0.05025189 0.11236664 0.08703883 0.13295401 0.11236664
 0.14213381 0.11236664 0.11236664 0.15075567 0.13295401 0.13295401
 0.15891043 0.10050378 0.11236664 0.08703883 0.05025189 0.07106691
 0.         0.07106691 0.         0.05025189 0.         0.        ]













We are almost ready to do our graphical representation. We will place our frequencies in the middle of each interval [image: i]. The midpoint of the intervals is given by the boundaries in b, and is calculated as

[image: c_i = \frac{b_{i+1}+b_{i}}{2}\quad.]










c = (b[1:]+b[:-1])/2
print(c)















[-2.9 -2.7 -2.5 -2.3 -2.1 -1.9 -1.7 -1.5 -1.3 -1.1 -0.9 -0.7 -0.5 -0.3
 -0.1  0.1  0.3  0.5  0.7  0.9  1.1  1.3  1.5  1.7  1.9  2.1  2.3  2.5
  2.7  2.9]













With [image: c_i, h_i] and [image: d_i] calculated we can draw our histogram










from matplotlib.pyplot import errorbar, xlabel, ylabel, legend

errorbar(c,h,d,w/2,fmt='none',label='foo')
xlabel(r'$x$')
ylabel(r'$P_x$')
legend();
















Figure













Histogram of counts. Note that we have normalized to the integral.












Note that we have given titles to the axes which we should always do.

We put the above pieces together to make a drop-in function hist that we can use instead ofmatplotlib.pyplot.hist.








hist


def hist(data,**kwargs):
    from numpy import histogram, diff, sqrt 
    from matplotlib.pyplot import gca, errorbar
    hkw = { 'bins':    kwargs.pop('bins',   10),
            'density': False, 
            'weights': kwargs.pop('weights',None),
            'range':   kwargs.pop('range',  None) }
    density = kwargs.pop('density',True)
    norm    = kwargs.pop('normalize',True)
    nozero  = kwargs.pop('suppress_zeros',False)
    h, b = histogram(data,**hkw)
    x    = (b[1:]+b[:-1])/2 
    w    = diff(b)
    e    = sqrt(h)
    
    if density:
        s = h.sum() if norm else 1
        h = h/w/s 
        e = sqrt(h/w/s)
        
    if nozero:
        h = h[e > 0]
        x = x[e > 0]
        w = w[e > 0]
        e = e[e > 0]
        
    ax = kwargs.pop('ax',gca())
    return ax.errorbar(x,h,e,w/2,**kwargs)


















hist(x,bins=b,fmt='none',suppress_zeros=True)
xlabel('$x$')
ylabel('$P_x$');
















Figure













Using our hist function. Note that we draw the uncertainties.












Textual representation¶






Before leaving this chapter completely, we will make a tool - a function to make a nice [image: \mathrm{\LaTeX}] table of data. The code is pretty long, so you can skip it in the first go.








format_data_table


def format_data_table(data,columns=None,rows=None,
                      nsig=1,expo=None,
                      mode='latex',
                      dollar=None,
                      title=None,
                      fmt=None,borders='THBLR',
                      top=None,bottom=None):
    from numpy import shape, atleast_1d
    
# Source code has been truncated














We make some test data and format it with the function above










data = normal(size=(4,4))
print(format_data_table(data,mode='latex'))















$\begin{array}{|cccc|}
\hline
0.1&-0.4&0.9&-1\\
-1&-1&0.4&0.9\\
0.8&0.7&-2&-0.4\\
0.9&-0.1&0.3&1\\
\hline
\end{array}$













It does not look impressive in raw format, so we use IPython's display to show more appealingly










from IPython.core.display import Latex 
d = display(Latex(format_data_table(data,mode='latex')))















[image: \begin{array}{|cccc|} \hline 0.1&-0.4&0.9&-1\\ -1&-1&0.4&0.9\\ 0.8&0.7&-2&-0.4\\ 0.9&-0.1&0.3&1\\ \hline \end{array}]











The function provides many options. For example, we can give column names, specify rounding, scaling, and so on. If our data has three dimensions, the function will assume that the innermost dimension is value plus uncertainties










from numpy import stack

mu    = array([[[1]*100,[2]*100,[4]*100]]*4)
sig   = array([[[8]*100,[4]*100,[2]*100]])
samp  = normal(mu,sig,size=(4,3,100))
means = samp.mean(axis=2)
se    = samp.std(axis=2)/sqrt(samp.shape[2])
data  = stack((means,se),axis=-1)

d = display(Latex(format_data_table(data,borders='TBH',
                                    bottom='Data',
                                    mode='latex',
                                    columns=['x','y','z'])))















[image: \begin{array}{ccc} \hline x&y&z\\ \hline 0.4\pm0.8&2.2\pm0.3&4.2\pm0.2\\ 1.5\pm0.8&1.9\pm0.4&4.3\pm0.2\\ 0.8\pm0.9&1.9\pm0.4&3.9\pm0.2\\ 0.9\pm0.8&1.7\pm0.4&3.9\pm0.2\\ \hline \rlap{\text{Data}}&&\\ \end{array}]











As HTML for a web page, f.ex.










from IPython.core.display import HTML

display(HTML(format_data_table(data,
                               mode='html mathjax',
                               bottom='Data',
                               columns=['x','y','z'])))















	[image: x]	[image: y]	[image: z]

	[image: 0.4\pm0.8]	[image: 2.2\pm0.3]	[image: 4.2\pm0.2]

	[image: 1.5\pm0.8]	[image: 1.9\pm0.4]	[image: 4.3\pm0.2]

	[image: 0.8\pm0.9]	[image: 1.9\pm0.4]	[image: 3.9\pm0.2]

	[image: 0.9\pm0.8]	[image: 1.7\pm0.4]	[image: 3.9\pm0.2]

	Data















As MarkDown in a Notebook










from IPython.core.display import Markdown
display(Markdown(format_data_table(data,
                                   mode='markdown',
                                   bottom='Data',
                                   columns=['x','y','z']))) 

















	x
	y
	z





	0.4 +/- 0.8
	2.2 +/- 0.3
	4.2 +/- 0.2



	1.5 +/- 0.8
	1.9 +/- 0.4
	4.3 +/- 0.2



	0.8 +/- 0.9
	1.9 +/- 0.4
	3.9 +/- 0.2



	0.9 +/- 0.8
	1.7 +/- 0.4
	3.9 +/- 0.2



	Data
















Summary¶
Above we have seen how we can calculate the average [image: \bar{x}] and the variance [image: s_x^2] of a sample






[image: \begin{align*} \overline{x} &= \frac1N\sum_{i=1}^N x_i\\ s_x^2 &= \frac1{N-1}\sum_{i=1} (x_i-\bar{x})^2 = \overline{x^2}-\overline{x}^2\quad, \end{align*}]






and their associated uncertainties






[image: \begin{align*} \delta_{\overline{x}} &= \frac{s_x}{N}\\ \delta_{s_x}  &= \frac{1}{2 s_x\sqrt{N}}\sqrt{s_x^4-\left(s_x^2\right)^2}\quad. \end{align*}]







We have seen how we can use NumPy to evaluate all these. We have also seen the weighted average and the weighted variance. We have distinguished between frequency weights and non-frequency weights. We have shown how we can use NumPy to calculate these.

Finally, we have given a short recipe for a visual representation of a sample in the form of a histogram.










hist.__doc__=\
    """Calculates and plots a histogram of data
    
    Parameters
    ----------
    data : array-like 
        The data to histogram 
    kwargs : dict (optional)
        A mixture of keyword arguments for NumPy `histogram` 
        and Matplotlib `errorbar`.  A few common keywords are 
        
        
        bins : int, str, or array-like 
            Binning specification 
        range : (float,float)
            The range of values to include in histogram 
        weights : array-like 
            Weights for each observation in data 
        density : bool 
            If true, divide by bin-width to normalize to density
        normalize : bool 
            If true, normalize to so that the intergral is one
        fmt : string 
            Format for plotting 
        label : string 
            Plot label 
        suppress_zeros : bool 
            If true, do not draw zero (uncertainty) points
        ax : matplotlib.Axes 
            Axes to plot in 

    Returns
    -------
    ec : matplotlib.ErrorbarCollection
        Collection of artists 
        
    See also
    --------
    plot_hist, histogram, Histogram 
    """

















format_data_table.__doc__=\
    """Formats data into a LaTeX table
    
    Parameters
    ----------
    data : array-like 
        The data to histogram 
    columns : str, array-like (optional, default: None)
        Column headers 
    rows : str, array-like (optional, default: None)
        Row headers
    mode : str 
        How to format the table.  One of 
        
        html : format for HTML display
        latex : format for LaTeX display 
        mathjax : format for HTML w/MathJax 
        
        Otherwise format as Markdown
    title : str 
        Optional title 
    fmt : str 
        Explicit table formatting string 
    borders : str 
        Border options (case sensitive)
        
        T : Top 
        B : Bottom 
        H : After headers 
        L : Left 
        R : Right 
        c : between columns 
        r : between rows 
        
    nsig : int (optional, default 1)
        Number of significant digits 
    expo : int, float or 'auto' (optional, default: None)
        If not None, set exponential factor to show 
    bottom : str 
        Text put below table 
    top : str 
        Text put above table 
    dollar : str 
        In LaTeX mode use this to beginning and end equation
        
    Returns
    --------
    table : str 
        Formatted table as a string.  Can be passed to IPython display system for rendering. 
        
    See also
    --------
    format_result, round_result, round
    """























Multi-dimensional samples¶






Purpose¶

	To extend the concept of samples (see earlier) to multiple dimensions

	Introducing the concept of covariance

	Be able to calculate average, variance, spread, and covariance - 
with and without weights - over a multi-dimensional sample








Earlier we looked at one-dimensional samples of the form






[image: S_x = \{x_1,\ldots,x_N\}\quad,]






how typical [image: x\in\mathbb{R}]. We can generalize this to apply to multi-dimensional observations [image: x_i\in X^n] (typically [image: \mathbb{R}^n]). We then have samples of the form






[image:  S_x = \left\{\begin{bmatrix} x_{1,1} \\ \vdots\\ x_{n,1}\end{bmatrix},\ldots,   \begin{bmatrix} x_{1,N} \\ \vdots\\ x_{n,N}\end{bmatrix}\right\}\quad,]






where each observation has [image: n] entries and we have [image: N] observations. Here, however, we will be a little lazy and write






[image: x_i = \begin{bmatrix} x_{i,1} \\ \vdots \\ x_{i,n}\end{bmatrix}\quad,]







and only add the second index if needed.






Average and variance¶
We find that the average [image: \bar{x}] for a sample [image: S_x] is given in the same way as for the one-dimensional case, however [image: \bar{x}] is [image: n]-dimensional. For each component [image: \bar{x}_j] is given by






[image: \bar{x}_j = \frac{1}{N} \sum_{i=1}^N x_{i,j}\quad.]






For the variance [image: s_x^2] we find the same result where for each component it is given by






[image: s^2_{x,j} = \frac{1}{N-1}\sum_{i=1}^N (x_{i,j} - \bar{x}_j)^2\quad.]






Example: Multi-dimensional mean and variance¶
Here we will make a 3-dimensional sample where we for each component sample from a normal distribution. We will then use NumPy to calculate the mean and variance.










from numpy.random import normal
from numpy import printoptions

x3d = normal(size=(100,3))
with printoptions(precision=3, suppress=True):
    print(f"Mean by method:     {x3d.mean(axis=0)}")
    print(f"Variance by method: {x3d.var(axis=0)}")















Mean by method:     [-0.024 -0.054  0.083]
Variance by method: [1.144 1.063 0.931]













Uncertainties on average and variance¶
As the average and variance of each component are given solely by the observations of this component, we find that the variance of the average and the variance of each component is the same as in the one-dimensional case, and thus the uncertainties are the same

[image: \begin{align*}   \delta_{\bar{x}_j} &= \sqrt{\frac{s^2_{x,j}}{N}}\\   \delta_{s_{x,j}^2} &= \frac{1}{\sqrt{N}}\sqrt{s_{x,j}^4 - \left(s_{x,j}^2\right)^2}\\   \delta_{s_x,j} &=  \frac{1}{2 s_{x,j}\sqrt{N}}\sqrt{s_{x,j}^4-\left(s_{x,j}^2\right)^2}\quad. \end{align*}]
We will not go further into this, but note that we can immediately transfer many results from the one-dimensional case to the multidimensional case.






Generalization of variance: covariance¶
From the expression for the individual variances






[image: s^2_{x,j} = \frac{1}{N-1}\sum_{i=1}^N (x_{i,j} - \bar{x}_j)^2\quad,]







we can define a more general statistic (a value derived from our sample)






[image: c_{x,jk} = \frac1{N-1} \sum^N_{i=1} (x_{i,j}-\bar{x}_j) (x_{i,k} - \bar{x}_k)\quad,]






which we call the covariance. Just as the variance describes how much a sample varies around the average, then the covariance expresses variation in all directions of the sample. One can relatively easily show that for [image: N\gg1]






[image:  c_{x,jk} = \frac1N \sum^N_{i=1} x_{i,j} x_{i,k} - \left(\frac1N \sum_{i=1}^N x_{i,j}\right)\left(\frac1N \sum_{i=1}^N x_{i,k}\right) = \overline{x_i x_j} - \bar{x_i}\bar{x_j}\quad,]






analogous to the variance.

We see that






[image:  s^2_{x,j} = c_{x,jj}\quad,]






and if we see [image: x_j = \left[\begin{smallmatrix} x_{1,j}\\ \vdots\\ x_{n,j}\end{smallmatrix}\right]\in\mathbb{R}^n] as vectors, then we easily see that we can write






[image:  C_x = \frac1{N-1}\sum_{i=1}^N (x_i-\bar{x}) (x_i-\bar{x})^T\quad,]






or the sum of the outer product of the [image: x_i-\bar{x}] vectors. That is, [image: C_x] is a matrix in [image: \mathbb{R}^n\times\mathbb{R}^n]. Several properties of [image: C_x] follows from this e.g., that the matrix is symmetric






[image:  c_{x,jk} = c_{x,kj}\quad,]







and






[image:  |c_{x,jk}|\leq \sqrt{s^2_{x,j} s^2_{x,k}}\quad.]






Example: Covariance¶
Let us calculate the covariance of a sample with [image: x_i\in\mathbb{R}^3] where each component is drawn from a normal distribution










from numpy import cov

c = cov(x3d,rowvar=False,ddof=0)

with printoptions(precision=3,suppress=True):
    print(f"Covariance:\n{c}")















Covariance:
[[ 1.144 -0.178 -0.098]
 [-0.178  1.063  0.125]
 [-0.098  0.125  0.931]]













If






[image:  c_{x,jk} = 0\quad,]







then components [image: x_{\cdot,j}] and [image: x_{\cdot,k}] are uncorrelated. On the other hand, if two components [image: x_{\cdot,j}] and [image: x_{\cdot,k}] are independent it follows that






[image:  c_{x,jk} = 0\quad,]






but the converse does not follow. That is, we cannot from [image: c_{x,jk}=0] deduce that [image: x_{\cdot,j}] and [image: x_{\cdot,k}] are independent. Independence is not predicated on  uncorrelation.






Weighted covariance¶
Analogously to the variance of the one-dimensional case, we can define the weighted covariance. However, we have two options for defining the weighted covariance matrix: Observation weighted or component weighted.

Observations weighted covariance is given by






[image:  c^o_{x,jk} = \frac1A \sum_{i=1}^N w_i(x_{i,j}-\bar{x}_{w,j})(x_{i,k}-\bar{x}_{w,k})\quad,]






where the normalization factor [image: A] depends on the type of weights we have






[image:  A = \sum_{i=1}^{N} w_i - \begin{cases}    0 & \text{frequency weights (biased)}\\   1 & \text{frequency weights}\\   \frac{\sum_{i=1}^{N} w_i^2}{\sum_{i=1}^{N} w_i} \\   \end{cases}\quad,]






and [image: \bar{x}_{w,j}] is the weighted average of the [image: j]th component.






For this type of weights, all components of a given observation have the same weight. For example, we may have simulated events and assign a weight to the probability of a given event, or we may have the observations [image: x_{i,j}] all made by the same observer having variable efficiency, or similar.






Example: Observation-weighted covariance¶
Let's calculate the weighted covariance of 3 normally distributed simultaneous observations. We will draw our weight from a Poisson distribution. Let [image: N=100], [image: n=3], so that


	x is a [image: 100\times3] array where each row corresponds to the [image: x_i] observation

	w is a [image: 100] field where each number corresponds to the observation weight [image: w_i]



Here we use

[image: A = \sum_{i=0}^{100} w_i\quad,]
since we set ddof = 0.










from numpy.random import poisson
from numpy import average 

w1 = poisson(10,size=x3d.shape[0])
c1 = cov(x3d,rowvar=False,fweights=w1,ddof=0)
m1 = average(x3d,axis=0,weights=w1)
with printoptions(precision=3,suppress=True):
    print(f"Weighted covariance (frequency,observation weights):\n{c1}")















Weighted covariance (frequency,observation weights):
[[ 1.209 -0.183 -0.067]
 [-0.183  1.097  0.14 ]
 [-0.067  0.14   0.909]]













Let us now instead assume that our weights are not frequency weights, but rather some kind of efficiency. Again we have that x is a [image: 100\times3] array, and w is a [image: 100] array. We recycle our weights from above but set






[image: w_i\rightarrow \frac{w_i}{\sum_{i=1}^{100} w_i}\quad.]










w2 = w1/w1.sum()
c2 = cov(x3d,rowvar=False,aweights=w2,ddof=0)
m2 = average(x3d,axis=0,weights=w2)
with printoptions(precision=3,suppress=True):
    print(f"Mean:\n{m2} versus\n{m1}")
    print(f"Weighted covariance (efficiency, observation weights):\n{c2}")















Mean:
[-0.069 -0.053  0.098] versus
[-0.069 -0.053  0.098]
Weighted covariance (efficiency, observation weights):
[[ 1.209 -0.183 -0.067]
 [-0.183  1.097  0.14 ]
 [-0.067  0.14   0.909]]













The covariance with component weights is more complicated and is given by






[image:  c^k_{x,jk} = \frac{1}{B_{jk}}\sum_{i=1}^N w_{i,j}(x_{i,j}-\bar{x}_{w,j}) w_{i,k} (x_{i,k}-\bar{x}_{w,k})\quad,]






where the normalization






[image:  B_{jk} = \sum_{i=1}^N w_{i,j} w_{i,k} -  \begin{cases} 0 & \text{frequency weights (biased)}\\ 1 & \text{frequency weights}\\ \frac{\sum_{i=1}^N (w_{i,j} w_{i,k})^2} {\sum_{i=1}^N w_{i,j} w_{i,k}} \end{cases} \quad, ]






now itself is a matrix. Component weigts occur when each individual observation has its own weight.  This could be a transverse momentum dependent efficiency, or similar.






Example: Component weighted covariance¶
NumPy has no built-in functionality to calculate the component weighted covariance, so here we write a small function that can do it for us








cov


def cov(x,w,ddof=0,frequency=True,component=False):
    """Calculated weighted covariance"""
    from numpy import any, average, outer, add, cov as npcov
    if any(x.shape != w.shape):
        raise ValueError("Incompatible shapes of sample {} and weights {}"
                         .format(x.shape,w.shape))
        
    if not component:
        if frequency:
            return npcov(x,fweights=w,rowvar=False,ddof=ddof)
        else:
            return npcov(x,aweights=w,rowvar=False,ddof=ddof)
        
    # Calculate the weighted average in each dimension
    mean = average(x,axis=0,weights=w)
    
    # Subtract off mean 
    xx = x - mean
    
    # Calculate outer product of weights
    ww = [outer(wi,wi) for wi in w]
    
    # and observation vectors and element-wise product
    # of those two matrices 
    def part(wi,oi):
        return wi*outer(oi,oi)
    
    # Multiply weights on centered observations, and sum
    cc = add.reduce([part(wi,oi) for wi,oi in zip(ww,xx)])
    
    # Calculate sum of weights 
    sw = add.reduce(ww,dtype=x.dtype)
    
    # Calculate normalisation 
    norm = sw
    if frequency:
        norm -= ddof
    else:
        norm -= ddof*add.reduce([wij**2 for wij in ww]) / sw
    return cc / norm














Let us use our sample and weights from earlier, but replicate every observation weight 3 times for each observation, corresponding to all components having the same weight






[image:  w_{i,j} = \sqrt{w_i}\quad.]






Note, however, that we take the square root of each weight as the weights appear squared in the component weighted covariance.










from numpy import sqrt, vstack

sw = sqrt(w1)
w3 = vstack((sw,sw,sw)).T
c3 = cov(x3d,w3,frequency=True,component=True)
m3 = average(x3d,axis=0,weights=w3)
with printoptions(precision=3,suppress=True):
    print(f"Mean:\n{m3} versus\n{m1}")
    print(f"Covariance:\n{c3} versus \n{c2}")















Mean:
[-0.044 -0.055  0.093] versus
[-0.069 -0.053  0.098]
Covariance:
[[ 1.209 -0.183 -0.067]
 [-0.183  1.097  0.14 ]
 [-0.067  0.14   0.909]] versus 
[[ 1.209 -0.183 -0.067]
 [-0.183  1.097  0.14 ]
 [-0.067  0.14   0.909]]













Let us also try with non-frequency weights










so = sqrt(w2)
w4 = vstack((so,so,so)).T
c4 = cov(x3d,w4,frequency=False,component=True)
m4 = average(x3d,axis=0,weights=w4)
with printoptions(precision=3,suppress=True):
    print(f"Mean:\n{m4} versus\n{m1}")
    print(f"Covariance:\n{c4} versus \n{c3}")















Mean:
[-0.044 -0.055  0.093] versus
[-0.069 -0.053  0.098]
Covariance:
[[ 1.209 -0.183 -0.067]
 [-0.183  1.097  0.14 ]
 [-0.067  0.14   0.909]] versus 
[[ 1.209 -0.183 -0.067]
 [-0.183  1.097  0.14 ]
 [-0.067  0.14   0.909]]













Calculation of covariance - rounding errors¶






As we saw in the one-dimensional case, two passes over data is required to calculate the covariance with the least possible rounding error. In a later section (see herevariances)) we will formulate algorithms that can calculate these statistics with smallest possible rounding errors.






Visual representation in multiple dimensions¶






Visualizing multidimensional data is, to say the least, cumbersome. For two dimension one can make a "scatter" plot that draws each [image: (x,y)] pair as a point. Let's see an example










from matplotlib.pyplot import scatter, xlabel, ylabel

xy   = normal(size=(1000,2))
scatter(xy[:,0],xy[:,1])
xlabel('$x$')
ylabel('$y$');
















Figure













Scatter plot in two dimensions.












In a scatter plot, the density of points is an expression of how close the points are in the sample. Alternatively, we can use a two-dimensional histogram.










from matplotlib.pyplot import hist2d, colorbar

hist2d(xy[:,0],xy[:,1],density=True)
xlabel('$x$')
ylabel('$y$')
colorbar();
















Figure













Two-dimensional histogram with Matplotlib.












But, a little like matplotlib.pyplot.hist, it is not trivial to use matplotlib.pyplot.hist2d, as the uncertainties in each bin are not immediately represented. However, it is a general problem in multi-dimensional representations.

We can make a so-called LEGO plot (why it is so called is clear from the plot)










from numpy import meshgrid, ones_like, histogram2d
from matplotlib.pyplot import subplot 
from mpl_toolkits.mplot3d import Axes3D  # Needed for 3D
ax = subplot(1,1,1,projection='3d')  # Needed for 3D

h, xb, yb = histogram2d(xy[:,0],xy[:,1],density=True)
b         = ones_like(h)*h.min()
xx, yy    = meshgrid(xb[:-1],          yb[:-1])
xw, yw    = meshgrid((xb[1:]-xb[:-1]), (yb[1:]-yb[:-1]))
e         = sqrt(h/(xw*yw*len(xy)))
x1, y1    = xx.ravel(), yy.ravel()
xd, yd,   = xw.ravel(), yw.ravel() 
xc, yc    = x1+xd/2,    y1+yd/2
z1, z2    = b.ravel(),  h.ravel()
zd        = z2 - z1

ax.bar3d(x1,y1,z1,xd,yd,zd)
ax.bar3d(x1,y1,z2,xd,yd,e.ravel()/2)
ax.set_xlabel('$x$')
ax.set_ylabel('$y$')
ax.set_zlabel('$P_{xy}$');
















Figure













Box or LEGO plot of three variables.












The result and the code above are not exactly attractive.






Historical note

The first two LEGO plots (although not called that at the time) actually appeared in an article 
published by scientists from the Niels Bohr Institute in Nuclear Physics B20 (1970) 441-450 . Hans Bøggild et al built a two-dimensional
histogram in Modulex - a LEGO[image: {}^{\mathrm{TM}}] system 
for planning, design, etc. They then took photographs and included those in the article.








Finally, we can plot the histogram as points in space where the size reflects the uncertainties










ax    = subplot(1,1,1,projection='3d')  # Needed for 3D
ppd   = 72./ax.figure.dpi               # Scale to plot
trans = ax.transData.transform
s     = [((trans((1,ee))-trans((0,0)))*ppd)[1]**2 for ee in e.ravel()]
ax.scatter3D(xc, yc, h.ravel(), s=s,marker='+',zorder=10)
ax.set_xlabel('$x$')
ax.set_ylabel('$y$')
ax.set_zlabel('$P_{xy}$');
















Figure













Scatter plot in three dimension with uncertainty at each point.












Again, not a particularly elegant or informative solution.






Another option is to make a scatter plot of the histogrammed data, such that the size and color of the markers depend on the number of counts.








scatter_hist2d


def scatter_hist2d(x,y,*args,**kwargs):
    from numpy import histogram2d,meshgrid,diff,sqrt
    from matplotlib.pyplot import gca 
    ax = kwargs.pop('ax',gca())
    sc = kwargs.pop('scale',1)
    dn = kwargs.pop('density',True)
    bn = kwargs.pop('bins',10)
    
    h,bx,by = histogram2d(x,y,bins=bn,density=dn)
    h       = h.T
    cx,cy   = (bx[1:]+bx[:-1])/2, (by[1:]+by[:-1])/2
    wx,wy   = diff(bx), diff(by)
    xx, yy  = meshgrid(cx,cy)
    xw, yw  = meshgrid(wx,wy)
    e       = sqrt(h/(xw*yw*len(x)))

    return h,cx,cy,wx,wy,e,ax.scatter(xx.ravel(),yy.ravel(),h.ravel()*len(x)*sc,**kwargs)


















scatter_hist2d(*xy.T,scale=5,alpha=.5);
















Figure













Two-dimensional histogram as a "scatter" plot.












The four ways of displaying two-dimensional samples illustrated above can be used if absolutely necessary, but for several dimensions these solutions are not very useful.






Instead, we will develop a function to make a so-called corner plot. Here we will make a triangle of representations where the diagonal shows the distribution in a single dimension, while the off-diagonal plots show the the correlation between dimensions.








corner_plot


def corner_plot(*args,**kwargs):
    from numpy import tril_indices, triu_indices, ndarray, \
        histogram, diff, sqrt
    from matplotlib.pyplot import subplots,subplot2grid,\
        scatter,errorbar,sca
    from matplotlib.lines import Line2D
    
    if len(args) < 1:
        raise ValueError('No data given')
    
# Source code has been truncated














Let's draw 4 variables, all normal distributed










x = normal(size=(100,4))
corner_plot(x,names='alpha');
















Figure













A corner plot of 4 variables. The diagonal shows the distributions of the individual variables, while the lower triangle shows the correlation between variables.












We can customize how to draw the diagonal and the other elements.  Below we use matplotlib.pyplot.hist2d off-diagonal.










corner_plot(x,off=hist2d,names=lambda i: f'$v_{{{i+1}}}$',
            off_kw={'alpha':.5,'cmap':'cool'});
















Figure













A corner plot with 2D histograms.












And we can plot more than one data set which can be configured separately or together










y = normal(size=(100,4))
corner_plot(x,'X',{'off':hist2d,'off_kw':{'cmap':'Greys'},
                   'var_kw':[None,None,{'bins':3},None]},
            y,{'dia_kw':{'fmt':'o'},'label':'Y'},
            legend=True, names=lambda i: f'$v_{{{i+1}}}$',
            off_kw={'alpha':.5});
















Figure













A corner plot of two datasets.












Summary¶
In this section we looked at samples of more than one variable. We have looked at average, variance, and covariance - both in the unweighted and weighted case. For the weighted case we have distinguished between observation weights and component weights, and between frequency and non-frequency weights.










scatter_hist2d.__doc__=\
    """Draw a two-dimensional sample histogrammed as a 
    scatter plot 
    
    Parameters
    ----------
    x : array-like 
        First variable observations 
    y : array-like 
        Second variable observations
    kwargs : dict 
        Keyword arguments.  
        
        ax : matplotlib.axes.Axes
            Axes to draw in.  If not given use current axes 
        scale : float 
            Scalar of marker sizes 
        density : bool 
            Density argument for `numpy.histogram2d` 
        bins : int, array-like, str 
            Bins argument for `numpy.histogram2d` 
        kwargs : dict 
            Other keywords are passed to `matplotlib.pyplot.scatter`
    
    Returns
    ------- 
    h : array-like, 2-dimensional
        Density 
    x, y : array-like, 1-dimensional 
        Center of bins 
    wx, wy : array-like, 1-dimensional
        width of bins 
    e : array-like, 2-dimensional 
        Uncertainties
    artist : 
        Scatter plot artist 
    """

















corner_plot.__doc__=\
    """Draw a corner plot of several variables.  
    
    This will produce a trianguler plot of the passed data. On the 
    diagonal the distribution of each variable is represented.  The 
    off-diagonal elements are the correlation between pair-wise 
    variables.  
    
    Exactly how the representations are made can be customized by 
    the keywords `dia` and `off`, for the diagnoal and off-diagonal 
    elements.  What ever function passed to these keywords must plot 
    in the current axes. 
    
    The function can plot multiple data sets, each which can be given a 
    label by passing a string after the data set.  Optionally, each 
    data set can be further customized by passing a full dictionary 
    of keywords after the data set. 
    
    Parameters
    ----------
    args : misc 
        Data sets to plot. 
        Each data set may be followed by a string (which will be the 
        label of that data set), or a dict of keywords, or both 
        
        The keywords can be any of the below, except legend, names, 
        title, and fig_kw 
        
    kwargs : dict, optional 
        Keywords 
        
        names : array-like or str 
            Name of each variable or an option string 
            
            'auto' : If the number of variables is less than 3, 
                then set names to be 'x', 'y', 'z'. Otherwise 
                the same as 'alpha'
            'alpha' : Label the variables 'a', 'b', ... 
            'Alpha' : Label the variables 'A', 'B', ... 
            str : A  format specifier, which must 
                accept a single integer argument.  For example 
                'v_{{{}}}' would produce 'v_{1}','v_{2}',...
        
        legend : bool 
            If true, produce a legend of each data set 
            
        title : str 
            Title of figure 
            
        fig_kw : dict 
            Keywords to pass to figure creation 
            
        sub_kw : dict 
            keywords to pass to sub-plot creation 
            
        dia : callable 
            Function to draw representation of a single variable. 
            The function must accect an array of a single variable 
            and keyword arguments.  That is 
            
            
                dia(x,**kwargs)
                
            The default is to draw a histogram of the variable 
                
        dia_kw : dict 
            Keyword arguments to pass to `dia` 
            
        off : callable 
            Funtion to draw representation of two variables.  The 
            function must accept two arrays of variables and 
            keyword arguments.  That is 
            
                off(x,y,**kwargs)
                
            The default is to draw a scatter plot of the variable 
                
        off_kw : dict 
            Keywords to pass to `off` 
            
        var_kw : dict or list 
            A dictionary or list of keyword-value pairs for each variable. 
            If a list, then there must be as many elements as there are variables. 
            If a dictionary, then this is indexed by the variable names specified 
            in the `names` keyword argument. 
            
        grid : bool 
            If true, draw grid on axes 
            
        color : color-spec or 'auto'
            If 'auto', use data sample color 
            
    See also 
    --------
    scatter_hist2d, plot_hist
            
    """























Robust calculation of averages and (co)variances¶






Purpose¶

	Formulate algorithms that calculate
  - Average
  - Variance
  - Covarians
  
  for single and multi-dimensional samples with least possible rounding errors

	The algorithms are thus formulated that we can calculate these statistics with and without weights

	To be able to perform these calculations in a systematic and robust manner.








Samples without weights¶
We see to calculate the variance [image: s_x^2] reliably we need the residuals [image: x_i-\bar{x}]. Tha implies that we must first estimate [image: \bar{x}] before we can calculate [image: s_x^2]. This on the other hand implies that we must have two passes over data - one to calculate [image: \bar{x}] and one to calculate the sum of the residuals [image: x_i-\bar{x}]. That, in turn, forces us to store all data [image: x_i]. If we could use the [image: \overline{x^2}-\bar{x}^2] method, we would only needed one pass over data and we could throw [image: x_i] away as soon as we have used it.






Fortunately, we can save our one-pass calculation. The algorithm is called Welford's online algorithm, and allow us to calculate current averages and variance. For a given observation [image: x] we can calculate the current average [image: \overline{x}_n] and variance [image: s^2_{x,n}] from the previous [image: \overline{x}_{n-1}] and [image: s^2_{x,n-1}] as






[image: \begin{align*}   \overline{x}_n &= \overline{x}_{n-1} + \frac{1}{n}(x-\overline{x}_{n-1}) \\   s^2_{x,n}      &= \frac{n-1-\delta}{n}s^2_{x,n-1} + \frac{1}{n-\delta}(x-\overline{x}_{n-1}) (x - \overline{x}_n)\\   \delta         &= n - \begin{cases} 0 & \text{biased}\\ 1 \end{cases}\quad. \end{align*}]






This can be generalized to apply in several dimensions as well, and we find






[image: \begin{align*}   \overline{x}_n &= \overline{x}_{n-1} + \frac{1}n (x_n - \overline{x}_{n-1})\\   c_n            &= \frac{n-1-\delta}{n}c_{n-1} + \frac{1}{n-\delta}(x_n - \overline{x}_{n-1}) (x - \overline{x}_n)^T\\   \delta         &= \begin{cases} 0 & \text{biased}\\ 1 \end{cases}\quad. \end{align*}]






We can see from the formulas above that we need to save


	[image: \overline{x}_n] - the current average

	[image: s_{x,n}^2] or [image: c_n] - the current variance or covariance

	[image: n] number of steps



We make a function that can initialize these for us given a number of variables [image: N]








welford_init


def welford_init(ndim=1,covar=None):
    from numpy import zeros, float
    if ndim < 1:
        raise ValueError("Number of dimension must be 1 or larger")
        
    mean = zeros(ndim,dtype=float)
    var  = zeros((ndim,ndim),dtype=float) if covar else zeros(ndim,dtype=float)
    n    = 0
    return mean, var, n    














Note that we always return NumPy fields (English arrays).

Before proceeding with the implementation of our updates, we note that for two sets






[image: \begin{align*}   A &= \{\overline{x}^A,c^{A}_{x},n^A\}\\   B &= \{\overline{x}^B,c^{B}_{x},n^B\}\quad, \end{align*}]






we find that the combined statistics are given by






[image: \begin{align*}   n              &= n^A + n^B\\   \overline{x}_n &= \overline{x}^A + \frac{n_B}{n}(\overline{x}^B-\overline{x}^A)\\    c_n            &= \frac{n_A-\delta}{n-\delta}c^A + \frac{n_B}{n-\delta}\left(c^B+(\overline{x}^B-\overline{x}^A) (\overline{x}^B-\overline{x}_n)^T\right)\\   \delta         &= \begin{cases} 0 & \text{biased}\\ 1 \end{cases}\quad. \end{align*}]






where we recognize the equations from above with if






[image: \begin{align*}   x &\rightarrow \overline{x}^B\\   0 &\rightarrow c^B\\   1 &\rightarrow n^B\quad, \end{align*}]






which means that with one tap we can both implement an algorithm for a single update and for updating with statistics from another sample. Let's code it up in Python. First, we implement a function that encodes the algorithm above proper.










def _welford_merge(ma,cva,na,mb,cvb,nb,ddof=0):
    from numpy import multiply, outer
    
    if na == 0:
        return mb,cvb,nb
    if nb == 0:
        return ma,cva,na 

    x  = outer if cva.ndim == 2 else multiply 
    n  = na + nb
    dx = mb - ma 
    m  = ma + nb / n * dx 
    dy = mb - m 
    cv = (na - ddof) / (n - ddof) * cva + nb / (n - ddof) * (cvb + x(dx,dy))
    return m, cv, n














We wrap this in another function that will ensure the arguments are appropriate for the algorithm. This function can be called to merge two sample statistics.








welford_merge


def welford_merge(ma,cva,na,mb,cvb,nb,ddof=0):
    from numpy import atleast_1d
    
    ma  = atleast_1d(ma)
    mb  = atleast_1d(mb)
    cva = atleast_1d(cva)
    cvb = atleast_1d(cvb)
    assert ma .shape == mb .shape 
    assert cva.shape == cvb.shape
    
    return _welford_merge(ma,cva,na,mb,cvb,nb,ddof)














Finally, we implement function for a single observation update. This simply calls welford _merge with appropriate arguments. Note the argument z. If this is set then we assume that it contains zeros, and we also assume that we do not need to check the arguments so we call _ welford_merge directly. It can save us some time later on.








welford_update


def welford_update(x,mean,covar,n,ddof=0,z=None):
    if z is not None:
        return _welford_merge(mean,covar,n,x,z,1,ddof)
    
    from numpy import zeros
    cv = zeros(covar.shape)
    return welford_merge(mean,covar,n, x,cv,1,ddof)














Example: Welford's algorithm¶
Let's test this on data from earlier










from numpy import array, float64

x3 = array([4,7,13,16],dtype=float64)+1e9
mean, var, n = welford_init(1)
ddof = 0
for xx in x3:
    mean, var, n = welford_update(xx, mean, var, n, ddof=ddof)

print(f"Variance by Welford: {var[0]:.1f}")















Variance by Welford: 22.5













Example: Continuous calculation of covariance¶
Let's take the same example as above










from numpy.random import normal
from numpy import printoptions, cov as npcov

x3d  = normal(size=(100,3))
stat = welford_init(len(x3d[0]),covar=True)
ddof = 0
for xx in x3d:
    stat = welford_update(xx,*stat,ddof=ddof)
    
with printoptions(precision=3,suppress=True):
    print(f"Covariance:\n{stat[1]} vs\n{npcov(x3d.T,ddof=ddof)}")















Covariance:
[[ 0.971 -0.088 -0.018]
 [-0.088  0.918 -0.036]
 [-0.018 -0.036  1.002]] vs
[[ 0.971 -0.088 -0.018]
 [-0.088  0.918 -0.036]
 [-0.018 -0.036  1.002]]













Weighted samples¶
West has formulated the following algorithm to calculate the weighted average and variance of a observation [image: x] with the weights [image: w]






[image: \begin{align*}   W_{1,n}        &= W_{1,n-1} + w\\   W_{2,n}        &= W_{2,n-1} + w^2\\    \overline{x}_n &= \overline{x}_{n-1} + \frac{w}{W_{1,n}} (x - \overline{x}_{n-1})\\   s^2_{x,n}      &= \frac{\Delta_{n-1}}{\Delta_{n}} s^2_{x,n-1}  + \frac{w}{\Delta_{n}} (x - \overline{x}_{n-1}) (x - \overline{x}_n)\\   \Delta_n       &= W_{1,n} -  \begin{cases}                       0 & \text{biased, frequency weights}\\                       1 & \text{frequency weights}\\                       \frac{W_{2,n}}{W_{1,n}}\\                     \end{cases}\quad, \end{align*}]






Here, [image: w_n\in\mathbb{R}] for observation weights, while for component weights we have [image: w_n\in\mathbb{R}^d]. For component weights, [image: W_{1,n}] and [image: W_{2,n}] are matrices, while [image: W_n] is a vector.






As for Welford's algorithm, this can be generalized to the average [image: \overline{x}_n] and the covariance [image: c_{n}]






[image: \begin{align*}   \omega  &= \begin{cases} w & \text{observation weights}\\ ww^T & \text{component weights}\end{cases}\\   W_{1,n}        &= W_{1,n-1} + \omega\\   W_{2,n}        &= W_{2,n-1} + \omega^2\\   W_n            &= W_{1,n-1} + w\\   \overline{x}_n &= \overline{x}_{n-1} + \frac{w}{W_n}(x - \overline{x}_{n-1}) \\   c_{n}          &= \frac{\Delta_{n-1}}{\Delta_{n}}c_{n-1} + \frac{\omega}{\Delta_n}(x - \overline{x}_{n-1})(x - \overline x_n)^T\\   \Delta_n       &= W_{1,n} -                      \begin{cases}                       0 & \text{biased frequency weights}\\                       1 & \text{frequency weights}\\                       \frac{W_{2,n}}{W_{1,n}}                     \end{cases}\quad. \end{align*}]






As we saw above, [image: w] is a vector for component weights, and therefore [image: W_{1,n}] and [image: W_{2,n}] are matrices, while [image: W_n] is a vector.

Again, like for Welford's algorithm, we find for the sample the statistics






[image: \begin{align*}   A &= \{\overline{x}^A,c^A,W^A,W_1^A,W_2^A\}\\   B &= \{\overline{x}^B,c^B,W^B,W_1^B,W_2^B\}\quad, \end{align*}]






that we can write






[image: \begin{align*}   W_{1}          &= W_1^A + W_1^B\\   W_{2}          &= W_2^A + W_2^B\\   W              &= W^A + W^B\\   \overline{x}   &= \overline{x}^A + \frac{W^B}{W}(\overline{x}^B - \overline{x}^A) \\   c              &= \frac{\Delta^A}{\Delta}c^A + \frac{W_1^B}{\Delta}(c^B + (\overline{x}^B - \overline{x}^A) (\overline{x}^B - \overline{x})^T)\\   \Delta^A       &= W_1^A - \begin{cases}                       0 & \text{biased frequency weights}\\                       1 & \text{frequency weights}\\                       \frac{W_2^A}{W_1^B}                     \end{cases}\\   \Delta         &= W_1 - \begin{cases}                       0 & \text{biased frequency weights}\\                       1 & \text{frequency weights}\\                       \frac{W_2}{W_1}                     \end{cases}\quad. \end{align*}]






So if we replace






[image: \begin{align*}   \overline{x}^B &\rightarrow x\\   c^B            &\rightarrow 0\\   W^B            &\rightarrow w\\   W_1^B          &\rightarrow \begin{cases}                      w    & \text{observation weights}\\                     ww^T                     \end{cases}\\   W_2^B          &\rightarrow \left(W_1^B\right)^2\quad, \end{align*}]






corresponding to a single observation [image: x,w], then we find the expression from above. Therefore, as before, we can write a single function that makes both an update from a single observation ([image: x,w]) and which can compare the [image: B] statistics to another.






First, however, we will write a function to initialize our data structure.








west_init


def west_init(ndim=1,covar=False,frequency=True,component=False):
    from numpy import zeros, zeros_like, float
    if ndim < 1:
        raise ValueError("Size must be at least 1")
       
    mean  = zeros(ndim,dtype=float)
    cv    = zeros((ndim,ndim),dtype=float) if covar else zeros(ndim)
    sumw  = zeros_like(cv) if component else zeros(1)
    sumw2 = None if frequency else (zeros_like(cv) if component else zeros(1))
    summw = None
    
    if covar:
        summw = zeros_like(mean) if component else None
    return mean, cv, sumw, sumw2, summw    














And now for our updates.  Like we did above, we first implement the algorithm proper.










def _west_merge(meana,cova,sumwa,sumw2a,summwa,
                meanb,covb,sumwb,sumw2b,summwb,ddof):
    from numpy import less_equal, abs, ones_like, zeros, ndim, outer, \
        multiply, argmax, true_divide

    def iszero(x): # Fastest possible 
        for t in abs(x.ravel()):
            if t > 1e-8:
                return False
        return True
    
    if iszero(sumwb):
        return meana,cova,sumwa,sumw2a,summwa 
    if iszero(sumwa):
        return meanb,covb,sumwb,sumw2b,summwb 
    
    def Delta(sumw,sumw2,delta):
        if iszero(sumw):
            return zeros(sumw.shape)
        
        if sumw2 is None:
            return sumw - delta 
        
        return sumw - delta * true_divide(sumw2,sumw,
                                          out=zeros(sumw.shape),
                                          where=sumw>0)
    
    def upd(num,den,base=0):
        if ndim(den) == 0 or len(den) == 1:
            return num / den if den != 0 else base * ones_like(num)
        
        msk    = den != 0
        a      = base * ones_like(num)
        a[msk] = num[msk] / den[msk]
        return a
    
    component = sumwa.shape == cova.shape
    covar     = ndim(cova) == 2 
    x         = outer if covar else multiply 
    
    sumw      = sumwa + sumwb
    sumw2     = None
    summw     = sumw
    wbb       = sumwb 
    if sumw2a is not None:
        sumw2 = sumw2a + sumw2b 
    if summwa is not None:
        summw = summwa + summwb 
        wbb   = summwb 
    
    deltaa    = Delta(sumwa,sumw2a,ddof)
    delta     = Delta(sumw,sumw2,ddof)
    dx        = (meanb - meana)
    mean      = meana + upd(wbb * dx, summw)
    dy        = (meanb - mean)
    cov       = upd(deltaa,delta,1) * cova + upd(sumwb,delta,1) * (covb + x(dx,dy))
    
    return mean,cov,sumw,sumw2,(summw if summwa is not None else None)














Next, we do a function that checks arguments and then calls the algorithm.








west_merge


def west_merge(meana,cova,sumwa,sumw2a,summwa,
               meanb,covb,sumwb,sumw2b,summwb,ddof):
    from numpy import atleast_1d
    
    ma   = atleast_1d(meana)
    mb   = atleast_1d(meanb)
    cva  = atleast_1d(cova)
    cvb  = atleast_1d(covb)
    w1a  = atleast_1d(sumwa)
    w1b  = atleast_1d(sumwb)
    w2a  = None if sumw2a is None else atleast_1d(sumw2a)
    w2b  = None if sumw2b is None else atleast_1d(sumw2b)
    wa   = None if summwa is None else atleast_1d(summwa)
    wb   = None if summwb is None else atleast_1d(summwb)
    
    assert ma.shape  == mb.shape 
    assert cva.shape == cvb.shape 
    assert w1a.shape == w1b.shape 
    assert (w2a is None) == (w2b is None) 
    assert (wa  is None) == (wb is None)
    
    return _west_merge(ma,cva,w1a,w2a,wa,mb,cvb,w1b,w2b,wb,ddof)














Finally, we make the function for a single observation. Note the argument z. If this is set then we assume that it contains zeros, and we also assume that we do not need to check the arguments so we call _west_ merge directly. It can save us some time later on.









west_update


def west_update(x,w,mean,cv,sumw,sumw2=None,summw=None,ddof=0,z=None):
    from numpy import zeros, outer, ndim
    
    ww  = outer(w,w) if ndim(sumw) == 2 else w
    ww2 = ww**2 if sumw2 is not None else None 
    wm  = w if summw is not None else None
    if z is not None:
        return _west_merge(mean,cv,sumw,sumw2,summw,
                           x,z,ww,ww2,wm,ddof)

    cvb = zeros(cv.shape)
    return west_merge(mean,cv,sumw, sumw2, summw,
                      x,cvb,ww,ww2,wm,ddof=ddof)














Example: West's algorithm¶
Let's calculate the weighted average and the variance of our previous sample where we set all weights to 1. That implies that our weights are of the frequency type, meaning our data structure has no [image: W_{2,n}].










stat  = west_init(1)
for xx in x3:
    stat = west_update(xx, 1, *stat,ddof=0)

print("Variance by West: {}".format(stat[1][0]))















Variance by West: 22.5













as we expected. Now let's do another example where we take the numbers between [image: [0,100)] and choose a random frequency weights from a Poisson distribution










from numpy import arange
from numpy.random import poisson

stat = west_init(1)
x4   = arange(100)
w1   = poisson(10,size=x4.shape)
ddof = 0

for xx,ww in zip(x4,w1):
    stat = west_update(xx, ww, *stat, ddof=ddof)

print(f"Variance by West: {stat[1][0]} vs {npcov(x4,fweights=w1,ddof=ddof)}")















Variance by West: 830.469751376492 vs 830.4697513764919













in good agreement with the previous similar example. Now let's take random numbers from a normal distribution and random weights from [image: [0,1)] and use West's update. This time, we assume that the weights are not are frequency weights, meaning our data structure will contain [image: W_{2,n}].










from numpy.random import random

stat = west_init(1,frequency=False)
x4   = normal(size=1000)
w4   = random(size=x4.shape)
ddof = 0
for xx, ww in zip(x4,w4):
    stat = west_update(xx,ww,*stat,ddof=ddof)

print(f"Variance by West: {stat[1][0]} vs {npcov(x4,aweights=w4,ddof=ddof)}")















Variance by West: 1.0239136265013578 vs 1.023913626501362













Again in good accordance to what we found in a previous example.






Example: Online weighted covariance¶
Let's repeat the calculations from above. First for observation and frequency weights










from numpy import average 

stat = west_init(len(x3d[0]),covar=True)
w1   = poisson(10,size=x3d.shape[0])
ddof = 0
for ww, xx in zip(w1,x3d):
    stat = west_update(xx,ww,*stat,ddof=ddof)

with printoptions(precision=3,suppress=True):
    print(f"Mean:\n{stat[0]} versus\n{average(x3d,weights=w1,axis=0)}")
    print(f"Covariance:\n{stat[1]} versus \n{npcov(x3d,fweights=w1,rowvar=False,ddof=ddof)}")















Mean:
[0.103 0.109 0.066] versus
[0.103 0.109 0.066]
Covariance:
[[ 0.959 -0.092 -0.001]
 [-0.092  0.976 -0.086]
 [-0.001 -0.086  1.054]] versus 
[[ 0.959 -0.092 -0.001]
 [-0.092  0.976 -0.086]
 [-0.001 -0.086  1.054]]













Next, with observation and non-frequency weights










stat  = west_init(len(x3d[0]),covar=True,frequency=False)
w2    = w1/w1.sum()

for ww,xx in zip(w2,x3d):
    stat = west_update(xx,ww,*stat)

with printoptions(precision=3,suppress=True):
    print(f"Mean:\n{stat[0]} versus\n{average(x3d,weights=w2,axis=0)}")
    print(f"Covariance:\n{stat[1]} versus \n{npcov(x3d,aweights=w1,rowvar=False,ddof=ddof)}")















Mean:
[0.103 0.109 0.066] versus
[0.103 0.109 0.066]
Covariance:
[[ 0.959 -0.092 -0.001]
 [-0.092  0.976 -0.086]
 [-0.001 -0.086  1.054]] versus 
[[ 0.959 -0.092 -0.001]
 [-0.092  0.976 -0.086]
 [-0.001 -0.086  1.054]]













Now with component and frequency weights










from numpy import sqrt, vstack

stat = west_init(len(x3d[0]),covar=True,component=True)
sw   = sqrt(w1)
w3   = vstack((sw,sw,sw)).T

for ww,xx in zip(w3,x3d):
    stat = west_update(xx,ww,*stat)

with printoptions(precision=3,suppress=True):
    print(f"Mean:\n{stat[0]} versus\n{average(x3d,weights=w3,axis=0)}")
    print(f"Covariance:\n{stat[1]} versus \n{cov(x3d,w3,frequency=True,component=True)}")















Mean:
[0.099 0.088 0.065] versus
[0.099 0.088 0.065]
Covariance:
[[ 0.944 -0.09  -0.007]
 [-0.09   0.98  -0.086]
 [-0.007 -0.086  1.05 ]] versus 
[[ 0.959 -0.092 -0.001]
 [-0.092  0.977 -0.086]
 [-0.001 -0.086  1.054]]













And finally with component and non-frequency weights










stat = west_init(len(x3d[0]),covar=True,component=True,frequency=False)
so = sqrt(w2)
w4 = vstack((so,so,so)).T

for ww,xx in zip(w4,x3d):
    stat = west_update(xx,ww,*stat)

with printoptions(precision=3,suppress=True):
    print(f"Mean:\n{stat[0]} versus\n{average(x3d,weights=w3,axis=0)}")
    print(f"Covariance:\n{stat[1]} versus \n{cov(x3d,w4,frequency=False,component=True)}")















Mean:
[0.099 0.088 0.065] versus
[0.099 0.088 0.065]
Covariance:
[[ 0.944 -0.09  -0.007]
 [-0.09   0.98  -0.086]
 [-0.007 -0.086  1.05 ]] versus 
[[ 0.959 -0.092 -0.001]
 [-0.092  0.977 -0.086]
 [-0.001 -0.086  1.054]]













A Stat class¶






We will now define a class that gives us a uniform interface to the above functions.








Stat


from abc import ABC, abstractmethod

class Stat(ABC):
    def __init__(self,covar=None,ddof=0):
        self._ddof  = ddof 
        self._state = None
    
    @abstractmethod
    def update(self,x,w=None): pass 
    
    @property
    def mean(self):
        if self._state is None:
            raise ValueError('No state defined')
        return self._state[0]
    
    @property
    def var(self):
        if self._state is None:
            raise ValueError('No state defined')
        if self._state[1].ndim == 2:    
            return self._state[1].diagonal()
        return self._state[1]
    
    @property 
    def cov(self):
        if self._state is None:
            raise ValueError('No state defined')
        if self._state[1].ndim == 2:
            return self._state[1]
        return None
    
    @property
    def rho(self):
        from numpy import newaxis, true_divide, zeros_like
        if self.cov is None:
            return None 
        
        sd  = self.std
        den = sd[:,newaxis] @ sd[newaxis,:]
        return true_divide(self.cov,den,
                           out=zeros_like(self.cov),
                           where=den > 0)
    
    @property
    def std(self):
        from numpy import sqrt,maximum
        return sqrt(maximum(self.var,0))
    
    @property
    @abstractmethod
    def sem(self): pass
    
    def __len__(self): return len(self.mean)
    
    def __radd__(self,o):
        if o is None or not isinstance(o,self.__class__):
            return self 
        return self.__add__(o)
    
    def _array(self):
        from numpy import vstack
        return vstack((self.mean,self.sem,self._state[1])).T
        
    def __str__(self): return str(self._array())
    
    def _repr_mimebundle_(self,include,exclude):
        from numpy import atleast_1d
        a = [[[m,s],*atleast_1d(o)] for m,s,o in zip(self.mean,self.sem,self._state[1])]
        r = [f'v_{i+1}' for i in range(len(self))]
        c = ['Mean']
        if self.cov is None:
            c += ['Var']
        else:
            c += r
        
        return {f'text/{t}': format_data_table(a,rows=r,columns=c,mode=t)
                for t in ['markdown','html','latex']}














The Stat class defines an abstract interface. This means that we cannot directly create objects of that class, but must use a subclass. Below we will define two subclasses Welford andWest. An abstract class defines what the subclass should be able to do and possibly. shared functionality.






Welford's algorithm¶
Let us tackle Welford.  Note, we use the bare algorithm _welford_merge as this will speed up the execution quite a bit.  We can do that, since the class manages the data and we do not need to perform as many checks.









Welford


class Welford(Stat):
    def __init__(self,ndim,covar=None,ddof=0):
        from numpy import zeros_like
        super(Welford,self).__init__(covar,ddof)
        self._state = welford_init(ndim,covar)
        self._zeros = zeros_like(self._state[1])
      
    def fill(self,x,w=None):
        self._state = welford_update(x,*self._state,self._ddof,z=self._zeros)
        
    def update(self,x,w=None):
        from numpy import atleast_2d
        for xx in atleast_2d(x):
            self.fill(xx)
            
    @property
    def sem(self):
        from numpy import sqrt, true_divide, full_like, inf
        return sqrt(true_divide(self.var,self.n,
                                out=full_like(self.var,inf),where=self.n>0))
    
    @property
    def n(self):
        return self._state[2]
    
    def __iadd__(self,o):
        if isinstance(o,Welford):
            assert len(o) == len(self)
        
            self._state = welford_merge(*self._state,*o._state,self._ddof)
        else:
            self.update(o)
            
        return self 
    
    def __add__(self,o):
        r = Welford(len(self),self._state[1].ndim == 2, self._ddof)
        r += self
        r += o
        return r 














The Welford class defines a Stat subclass which will calculate the mean and (co)variance on an unweighted sample. Let us test it with earlier data.










w = Welford(1,ddof=1)
for xx in x3:
    w.update(xx)
    
print(w.mean,w.sem,w.var)















[1.00000001e+09] [2.73861279] [30.]













And with covariance. Note that we can print the object directly due to the Stat._repr_mimebundle_ method. This will choose the appropriate formatting for the current environment. Each row corresponds to one variable while the columns are


	Mean (mean)

	Standard uncertainty on average (sem)

	If only one column follows then it is the variance (var), otherwise it is the column corresponding to the variable in the covariance matrix (cov).












w = Welford(3,covar=True)
for xx in x3d:
    w.update(xx)
    
w
















	 	Mea	v_1	v_2	v_3

	v_1	0.1	0.9	-0.	-0.

	v_2	0.0	-0.	0.9	-0.

	v_3	0.0	-0.	-0.	1.0













West's algorithm¶
For weighted samples, we define the class West.








West


class West(Stat):
    def __init__(self,ndim,covar=None,frequency=True,component=False,ddof=0):
        from numpy import zeros_like
        
        super(West,self).__init__(covar,ddof)
        self._state = west_init(ndim,covar=covar,
                                frequency=frequency,
                                component=component)
        self._var   = None 
        self._zeros = zeros_like(self._state[1])
        if component:
            self._var = Welford(ndim,False,ddof=ddof)
        
    def fill(self,x,w):
        if self._var is not None:
            self._var.fill(x)
        self._state = west_update(x,w,*self._state,self._ddof,z=self._zeros)
        
    def update(self,x,w=None):
        from numpy import atleast_2d, ones 
        xx = atleast_2d(x)
        if w is None:
            ww = ones(xx.shape)
        else:
            ww = atleast_2d(w)
        
        for xxx,www in zip(xx,ww):
            self.fill(xxx,www)
            
    @property
    def sumw(self):
        return self._state[2]
    
    @property 
    def sumw2(self):
        return self._state[3]
    
    @property
    def sem(self):
        from numpy import sqrt,true_divide,full_like,inf
        if self.is_frequency():
            n, d, v = self.var, self.sumw, 1
        elif not self.is_component():
            n, d, v = full_like(self.sumw2,1.), self.sumw2, 1
        else:
            n, d, v = self.sumw2, self.sumw**2, self._var.std 
            
        f = true_divide(n,d,out=full_like(n,inf),where=d>0)
        if f.ndim == 2:
            f = f.diagonal()
            
        return sqrt(f) * v 
    
    @property
    def sem_uncertainties(self):
        from numpy import sqrt 
        return 1/sqrt(self.sumw)
    
    def is_component(self): 
        return self.sumw.shape == self._state[1].shape and self._var is not None
    def is_frequency(self): return self.sumw2 is None 
    
    def __iadd__(self,o):
        if isinstance(o,West):
            assert len(o) == len(self)
            self._state = west_merge(*self._state,*o._state,self._ddof)
        else:
            self.update(*o)
            
        return self 
    
    def __add__(self,o):
        r = West(len(self),self._state[1].ndim == 2, 
                 frequency=self.is_frequency(),
                 component=self.is_component(),
                 ddof=self._ddof)
        r += self
        r += o
        return r














Below we run some examples










w = West(1,ddof=1)
for xx in x3:
    w.update(xx,1)
w
















	 	Mea	Var

	v_1	100	30 
















x4   = normal(size=1000)
w4   = random(size=x4.shape)
w = West(1,frequency=False)
for xx, ww in zip(x4,w4):
    w.update(xx,ww)
w
















	 	Mea	Var

	v_1	-0.	0.9
















w = West(len(x3d[0]),covar=True)
for ww, xx in zip(w1,x3d):
    w.update(xx,ww)
w
















	 	Mea	v_1	v_2	v_3

	v_1	0.1	0.9	-0.	-0.

	v_2	0.1	-0.	0.9	-0.

	v_3	0.0	-0.	-0.	1.1













Since we have defined the methods Welford.__add__ and West.__add__ to combine sample statistics, we can use + (and +=, sum and numpy.add.reduce) to combine objects of these classes










w1 = Welford(2,covar=True)
w2 = Welford(2,covar=True)
for xx in normal(size=(100,4)):
    w1.update(xx[:2])
    w2.update(xx[2:])
w3 = w1 + w2 
print(w3,'\n',w3.n)

w4 = sum([w1,w2,w3])
w4 += w4 
print(w4.n)















[[-0.01675404  0.06342423  0.80452647  0.0386448 ]
 [-0.02959063  0.06977765  0.0386448   0.97378421]] 
 200
800













About complexity¶






The functions welford_update and west_update (and the classes Welford and West) have a time complexity of [image: O(nm)] where [image: n] is the number of observations and [image: m] is the number of components of each observation. By time complexity we mean how the time we spend change with [image: n] or [image: m]. NumPy's functions average and cov have similar time complexity, albeit with a somewhat smaller pre-factor.

The space complexity - that is, how much memory we need to changes with [image: n] and [image: m] - is for both welford_update and west_update [image: O(m)] without covariance, and [image: O(m^2)] with covariance. That is, we never need more memory than what we start out with. It is the opposite of what we find for NumPy's average and cov: Here the space complexity is [image: O(nm)] - that is, if we have many observations, the amount of memory we need increases.

We can summarize this


	The algorithms welford_update andwest_updateuses longer time than NumPys average and cov, but have the same time complexity [image: O(nm)].

	The welford_update and west_update algorithms use less space than NumPys average andcov.



The conclusion is that we should use NumPy's functions average and cov if we have few observations, while we should use welford_update and west_update in that case we have many observations that we can "throw away" when we are done with our calculations.






Summary¶
In this section, we have looked at algorithms that can calculate averages, variance and covariance with least possible rounding errors. We have formulated general functions and classes to help us with these calculations in a robust and systematic way.










welford_update.__doc__=\
    """Calculates running average and (co)variance by Welfords algorithm
    
    Note, this function will _always_ return arrays, _even_ if the input state 
    variables are scalar.  This simplifies the algorithm a lot, and we can 
    defer the overhead of coercing to scalar to the user and the last 
    possible point of evaluation 
    
    Parameters
    ----------
    x: float
        Current observation 
    n: int
        Current number of previously registered observations 
        (i.e., must be one on first call)
    mean: array-like, float
        Current average 
    cv: array-like, float
        Current (co)variance 
    ddof: int 
        Delta degrees of freedom.  
        Pass 1 for unbiased estimator, 0 for biased estimator
        
    Returns
    -------
    mean: float
        Updated mean
    cv: float 
        Update (co)variance 
    n: int 
        Updated count
          
    Examples
    -------- 
    
        >>> state = (0, 0 0)
        >>> for _ in range(100):
        ...     state = nbi_stat.welford_update(np.random.normal(),*state)
        
    
    See also
    --------
    Welford, Stat, welford_init, welford_update, welford_merge
    """

















welford_init.__doc__=\
    """Initialize a structure for use with welford_update 
    
    >>> stat = welford_init(1)
    >>> for _ in range(1000):
    ...     stat = welford_update(np.random.normal(),*stat)
    >>> print("Mean: {}, Variance: {}".format(stat[0],stat[1]))
    
    Parameters
    ----------
         ndim : int 
             Dimension of sample
         covar : optional, bool
             If true and ndim > 1, allocate space for covariance 
         
    Returns
    -------
         (mean,variance,count) : tuple (float,float,int)
            This tuple we will pass to welford_update 
    
    See also
    --------
    Welford, Stat, welford_init, welford_update, welford_merge
"""

















west_update.__doc__=\
    """Do a West online update of mean and (co)variance of the weighted sample.
    
    Note, this function will _always_ return arrays, _even_ if the input state 
    variables are scalar.  This simplifies the algorithm a lot, and we can 
    defer the overhead of coercing to scalar to the user and the last 
    possible point of evaluation 
    
    Parameters
    ----------
    x : scalar or array-like, float 
        The observation 
    w : scalar or array-like, float 
        The weight associated with the observation x
    mean : array-like, float 
        Current mean 
    cv : array-like, float   
        Current (co)variance 
    sumw : array-like, float 
        Current sum of weights 
    sumw2 : array-like, float, or None
        Current sum of square weights or None.  If None, 
        we assume the weights are frequency weights and we calculate 
        the (co)variance accordingly 
    summw : array-like, float or None
        Current sum of weights.  If None, we assume non-component weights.
    ddof : int 
        Delta degrees of freedom.  Use 1 for the unbiased estimator
        of the variance, otherwise 0.  Note, this is only used if 
        sumw2 is None
        
    Returns
    -------
    mean : array-like, float 
        Updated mean 
    cv : array-like, float 
        Updated (co)variance
    sumw : scalar or array-like, float 
        Updated sum of weights 
    sumw2 : None or array-like, float 
        Updated sum of square weights
    summw : None or array-like, float 
        Updated sum of weights 
        
    Examples
    -------- 
    
        >>> state = (0,0,0,0)
        >>> for _ in range(100):
        ...     state = west_update(np.random.normal(),
        ...                        np.random.random(), *state)
        
    
    See also
    --------
    West, Stat, west_init, west_update, west_merge
    """

















west_init.__doc__=\
    """Initialize a data-structure for use with west_update
    
    Parameters
    ----------
    ndim : int, positive 
        Number of dimensions (size of each observation)
    covar: bool, optional 
        If true, allocate room for a covariance matrix 
    frequency: bool, optional 
        If true, assume we have frequency weights 
    component: bool, optional 
        If ndim > 1, and if true, allocate for extra structure for 
        component weights 

    Returns
    -------
    mean : float, array-like 
        To hold the calculated means.  
        Has size ndim (1: scalar, else array)
    cv : float, array-like 
        To hold the calculated variances or covariance (if covar=True).  
        If for variances then an array of size (ndim,).
        If for covariances an array of size (ndim,ndim)
    sumw : float, array-like 
        To hold sum of weights. Of same size as cv 
    sumw2 : float, array-like 
        If frequency=False, an array to hold sum of square weights of same 
        size as sumw 
    summw : float, array-like 
        If component=True, then an extra array of size (ndim,) 
        to hold direct sum of weights
    
    See also
    --------
    West, Stat, west_init, west_update, west_merge
    """

















welford_merge.__doc__ = \
    """Merge two statistics into one 
    
    Note, this function will _always_ return arrays, _even_ if the input state 
    variables are scalar.  This simplifies the algorithm a lot, and we can 
    defer the overhead of coercing to scalar to the user and the last 
    possible point of evaluation 
        
    Parameters
    ----------
    ma : array, float 
        Means of sample A 
    cva : array, float 
        (co)variance of sample A
    na : int 
        count in sample A
    mb : array, float 
        Means of sample A 
    cvb : array, float 
        (co)variance of sample A
    nb : int 
        count in sample A
    ddof : int 
        Delta degrees of freedom 
        
    Returns
    -------
    m : array 
        Combined means 
    cv : array 
        Combined (co)variance
    n : int 
        Combined count 
    
    See also
    --------
    Welford, Stat, welford_init, welford_update, welford_merge
    """

















west_merge.__doc__ = \
    """Merge two statistics into one 
    
    Note, this function will _always_ return arrays, _even_ if the input state 
    variables are scalar.  This simplifies the algorithm a lot, and we can 
    defer the overhead of coercing to scalar to the user and the last 
    possible point of evaluation 
        
    Parameters
    ----------
    ma : array-like, float 
        Mean of sample A
    cva : array-like, float   
        (Co)variance of sample A
    w1a : array-like, float 
        Sum of weights of sample A
    w2a : array-like, float, or None
        Sum of square weights of sample A or None.  If None, 
        we assume the weights are frequency weights and we calculate 
        the (co)variance accordingly 
    wa : array-like, float or None
        Sum of weights of sample A.  If None, we assume non-component weights.
    mb : array-like, float 
        Mean of sample B
    cvb : array-like, float   
        (Co)variance of sample B
    w1b : array-like, float 
        Sum of weights of sample B
    w2b : array-like, float, or None
        Sum of square weights of sample B or None.  If None, 
        we assume the weights are frequency weights and we calculate 
        the (co)variance accordingly 
    wb : array-like, float or None
        Sum of weights of sample B.  If None, we assume non-component weights.
    ddof : int 
        Delta degrees of freedom.  Use 1 for the unbiased estimator
        of the variance, otherwise 0.  Note, this is only used if 
        sumw2 is None
    
   See also
   --------
   West, Stat, west_init, west_update, west_merge
   """

















Stat.__doc__ = \
"""Base class for statistics classes

Parameters
----------
ddof : int (>=0)
    Delta degrees of freedom (1 for unbiased sample estimators)
    
See also
--------
West, Welford
"""

Stat.update.__doc__ = \
"""Update statistics with observation x (and possible weight)

Parameters
----------
x : array 
    Observation.  If this is a two dimensional array, then 
    we interpret each row as a single observation 
w : array (optional)
    Weights
"""

Stat.mean.__doc__ = """Return the mean(s)"""
Stat.var.__doc__  = """Return the variance(s)"""
Stat.cov.__doc__  = """Possible get covariance"""
Stat.rho.__doc__  = """Possibly get correlation"""
Stat.std.__doc__  = """Get the standard deviation"""
Stat.sem.__doc__  = """Return the standard error on the mean(s)"""

Stat.__len__.doc  = """Get number of dimensions"""
Stat.__radd__.__doc__ = """Add this to another statistics"""
Stat.__str__.doc__ = \
"""Format statistics 

- Each row is a variable 
- First column is the means 
- Second is the standard error on the mean 
- Subsequent columns are the (co)variance 
"""

















Welford.__doc__ = \
"""An unweighted sample statistics

Parameters
----------
ndim : int 
    Number of variables (dimension of sample)
covar : bool 
    If true, calculate covariance 
ddof : int 
    Delta degrees of freedom (1 for unbiased sample estimators)

See also
--------
West, Stat, welford_init, welford_update, welford_merge
"""

Welford.fill.__doc__ = \
"""Update statistics with single observation x (and possible weight)

Parameters
----------
x : array 
    Observation.  Must be scalar or 1D array 
w : array (ignored)
    Weights
"""

Welford.update.__doc__ = \
"""Update statistics with observation x (and possible weight)

Parameters
----------
x : array 
    Observation.  If a 2D-array interpret 
    each row as an observation.   The last dimension must 
    equal the number of dimensions of this object. 
w : array (ignored)
    Weights
"""

Welford.n.__doc__ = """Number of observations"""
Welford.sem.__doc__ = "Standard error on the mean(s)"
Welford.__iadd__.doc = """
Add either observation(s) or another Welford object 
to this object. 

Parameters
----------
o : array or Welford 
    Either an observation (1D-array)
    or observations (2D-array)
    or another statistics object (Welford) to merge 
    into this 
    
Returns
-------
self 
"""    
Welford.__add__.doc = """Add two Welford objects"""

















West.__doc__ = \
    """An weighted sample statistics
    
    Parameters
    ----------
    ndim : int 
        Number of variables (dimension of sample)
    covar : bool 
        If true, calculate covariance 
    frequency : bool 
        If true, consider weights to be frequency weights
    component : bool 
        If true, consider weights to be per component 
    ddof : int 
        Delta degrees of freedom (1 for unbiased sample estimators)

    See also
    --------
    Welford, Stat, west_init, west_update, west_merge
    """

West.fill.__doc__ = \
"""Update statistics with single observation x (and possible weight)

Parameters
----------
x : array 
    Observation.  Must be scalar or 1D array 
w : array
    Weights. If not specified assume 1
"""

West.update.__doc__ = \
"""Update statistics with observation x (and possible weight)

Parameters
----------
x : array 
    Observation.  If a 2D-array interpret 
    each row as an observation.   The last dimension must 
    equal the number of dimensions of this object. 
w : array.
    Weights.  If not given, assume 1. 
    If a 2D-array, interpret each rows as an observation 
    weight.  The last dimension must be 1 or equal to the number of
    dimensions of this object if declared to contain component weights. 
"""

West.is_component.__doc__ = "True if component-specific weights"
West.is_frequency.__doc__ = "True if frequency weights"
West.sumw.__doc__ = """Sum of weights of observations"""
West.sumw2.__doc__ ="Sum of square weights of observations (non-frequency only)"
West.sem.__doc__ = "Standard error on the mean(s)"
West.sem_uncertainties.__doc__= \
    r"""Standard error on the mean(s) if weights 
    are the square inverse uncertainties of the 
    the observations 
    
    .. math:
    
        w_i = \frac{1}{\delta_{i}^2}
        
    Returns
    ------- 
    delta : array 
        
        The uncertainty on the mean 
        
        .. math:
        
            \delta = \sqrt{\frac{1}{\sum w_i}}
    """
West.__iadd__.doc = """
Add either observation(s) or another West object 
to this object. 

Parameters
----------
o : array or West
    Either an observation (1D-array)
    or observations (2D-array)
    or another statistics object (West) to merge 
    into this 
    
Returns
-------
self 
"""    
West.__add__.doc = """Add two Welford objects"""

















class WestIO:
    def __init__(self):
        """Input/Output of West statistics"""
        pass

    @classmethod
    def dump(cls,out,west):
        """Writes West state to output stream 
        
        Parameters
        ----------
        out : stream 
            Stream to write to 
        west : West
            West object to stream
        """
        n    = len(west)
        c    = west.cov is not None
        f    = west.is_frequency()
        k    = west.is_component()
        
        print('\t'.join([str(int(f)) for f in [n,c,f,k]]),  file=out)
        state = west._state
        for s in state:
            if s is None: continue
            print('\t'.join([str(se) for se in s.ravel()]),file=out)
            
        
    @classmethod
    def _one(cls,inp,expect):
        """Read in an array of expected shape"""
        from numpy import array

        if expect == 0: return None

        return array([float(f) for f in inp.readline().split()]).reshape(expect)
            
    @classmethod
    def load(cls,inp):
        """Load West state from input stream 
        
        Parameters
        ----------
        inp : stream 
            Stream to read from 
            
        Returns
        -------
        west : West 
            Read West object 
        """
        h = inp.readline().split()
        n,c,f,k = int(h[0]),*[bool(int(f)) for f in h[1:]]
        
        m   = cls._one(inp, n)
        cv  = cls._one(inp, (n,n)    if c           else n)
        sw  = cls._one(inp, cv.shape if k           else 1)
        sw2 = cls._one(inp, 0        if f           else (cv.shape if k else 1))
        smw = cls._one(inp, n        if c and k     else 0)
        
        w        = West(n,c,f,k)
        w._state = (m,cv,sw,sw2,smw)

        return w
    
class StatDict:
    """A utility class for converting stat objects to 
    and from dictionaries.  
    
    Used together with f.ex. the json package, this provides
    I/O of the statistics objects. 
    """
    @classmethod 
    def _arr2list(a):
        if a is None: return None
        
        return a.ravel().tolist()
    
    @classmethod 
    def _list2arr(l,shape):
        from numpy import array 
        if l is None: return None
        
        return array(l).reshape(shape)
    
    @classmethod 
    def west2dict(west):
        """Turn a west object into a dictionary
        
        The dictionary has the keys 
        
        class : str 
            Module and class name 
        n     : int 
            Number of variables
        cov   : bool
            If we have a covariance matrix 
        frg   : bool 
            If we have used frequency weights
        cmp   : bool 
            If we have used component weights 
        mean  : list 
            Current means 
        cv    : list 
            Current covariance or variance 
        sumw  : list or None
            Sum of weights
        sumw2 : list or None 
            Sum of square weights 
        summw : list or None
            Sum of mean weights
        
        Parameters
        ----------
        west : nbi_stat.West 
            West object to convert
            
        Returns
        -------
        out : dict 
            Dictonary representation of the West object. 
        """
        out = { 'class': West.__module__+'.'+West.__qualname__,
                'n': len(west),
                'cov': west.cov is not None,
                'frq': west.is_frequency(),
                'cmp': west.is_component() }

        out.update({nme : _arr2list(arr)
                    for nme, arr in zip(['mean','cv','sumw','sumw2','summw'],
                                        west._state) })
        if west.is_component():
            out['var'] = welford2dict(west._var)

        return out

    @classmethod 
    def dict2west(d):
        """Turn a dictionary into a West object
        
        The format of the dict is expected to be as described in 
        the documentation for west2dic 
        
        Parameters
        -----------
        d : dict 
            Dictionary 
            
        Returns
        -------
        w : nbi_stat.West 
            The statistics object
        """
        assert d.get('class') == West.__module__+'.'+West.__qualname__

        n,c,f,k  = d['n'],d['cov'],d['frq'],d['cmp']
        w        = West(n,c,f,k)
        m        = _list2arr(d['mean'],  n)
        cv       = _list2arr(d['cv'],    (n,n)    if c else n)
        sumw     = _list2arr(d['sumw'],  cv.shape if k else 1)
        sumw2    = _list2arr(d['sumw2'], cv.shape if k and not f else
                             (1 if not f else 0))
        summw    = _list2arr(d['summw'], n        if c and k else 0)
        w._state = (m,cv,sumw,sumw2,summw)

        if w.is_component:
            w._var._state = dict2welford(d['var'])._state

        return w

    @classmethod 
    def welford2dict(welford):
        """Turn a west object into a dictionary
        
        The dictionary has the keys 
        
        class : str 
            Module and class name 
        n     : int 
            Number of variables
        cov   : bool
            If we have a covariance matrix 
        frg   : bool 
            If we have used frequency weights
        cmp   : bool 
            If we have used component weights 
        mean  : list 
            Current means 
        cv    : list 
            Current covariance or variance 
        count  : int 
            Number of files
        
        Parameters
        ----------
        west : nbi_stat.Welfword
            Welford object to convert
            
        Returns
        -------
        out : dict 
            Dictonary representation of the Welford object. 
        """
        return {'class':  Welford.__module__+'.'+Welford.__name__,
                'n':      len(welford),
                'cov':    welford.cov is not None,
                'mean' :  _arr2list(welford._state[0]),
                'cv':     _arr2list(welford._state[1]),
                'count':  welford._state[2] }

    @classmethod 
    def dict2welford(d):
        """Turn a dictionary into a Welford object
        
        The format of the dict is expected to be as described in 
        the documentation for west2dic 
        
        Parameters
        -----------
        d : dict 
            Dictionary 
            
        Returns
        -------
        w : nbi_stat.Welford 
            The statistics object
        """

        assert d['class'] == Welford.__module__+'.'+Welford.__name__

        n, cov   = d['n'], d['cov']
        w        = Welford(n,cov)
        m        = _list2arr(d['mean'], n)
        cv       = _list2arr(d['cv'], (n,n) if cov else n)
        cnt      = d['count']
        w._state = (m,cv,cnt)

        return w    























Propagation of uncertainties¶






Purpose¶

	To be able to calculate uncertainties on dependent variables

	To get an intuitive sense of the uncertainty of dependent variables

	To be able to calculate estimates of uncertainties on dependent variables in a systematic manner








Dependent and independent variables¶
We often determine values derived from other measured values. As we have seen above, any measurement is subject to uncertainties and it is therefore intuitive to see that our derived values also have associated uncertainties. Clearly the uncertainty of our derived value must somehow depends on the uncertainties of the measured values.






Here we will look at a method for propagation of uncertainties. In general, estimation of uncertainties is an art form in itself, so will only treat the subject superficially here.






Let [image: y] be our derived value. We will call this the dependent variable. The variable [image: y] depends on the values [image: \{x_1,\ldots,x_n\}]. We will call these values the independent variables. Each [image: x_i] can represent a measurement or itself be a dependent variable of other variables. The point here is that in relation to [image: y], the [image: x_i]'s are independent.






Let our dependent variable [image: y] be given at the mapping






[image: y: \prod_{i=1}^{n} X_i \rightarrow Y\quad.]






That is, [image: y] maps the independent variable [image: x_i\in X_i] into [image: y\in Y]. Put another way - [image: y] is a function of [image: x_1,\ldots,x_n].






Examples of such mappings are


	[image: y=x_1+x_2], or [image: y=\sum_{i=1}^n x_i]

	[image: y=x_1 x_2], or [image: y=\prod_{i=1}^n x_i]

	[image: y=x_1/x_2]

	[image: y=\cos(x_1)]








Example: The sum of two variables¶
Let's take as an example the sum of two variable [image: y^+=x_1+x_2], with the uncertainties [image: \delta_{x_1}] and [image: \delta_{x_2}]. The question is now what the uncertainty of [image: y^+] is. The uncertainties [image: \delta_{x_1}] and [image: \delta_{x_2}] express with what precision we know [image: x_1] and [image: x_2], respectively, or which variation we can expect in the variables. These variations will, of course, result in variations in [image: y^+].

We remember that the uncertainty of a variable is given by the square root of the variance of the variable, so let's calculate the variance of [image: y^+]






[image: \begin{align*}   \delta_{y^+}^2 = \operatorname{Var}(y) &= \operatorname{Var}(x_1+x_2)\\   &= \operatorname{Var}(x_1)+\operatorname{Var}(x_2) + 2\operatorname{Cov}(x_1,x_2)\quad, \end{align*}]






where [image: \operatorname{Cov}(x_1,x_2)] is the covariance between [image: x_1] and [image: x_2]. If [image: x_1] and [image: x_2] are not correlated, then [image: \operatorname{Cov}(x_1,x_2)=0] is and we find






[image:  \delta_{y^+} = \sqrt{\delta_{x_1}^2 + \delta_{x_2}^2}\quad,]






since [image: \delta_{x_1}^2=\operatorname{Var}(x_1)] and correspondingly for [image: x_2]. This is the known rule of summing uncertainties in quadrature. It is relatively easy to see for [image: y^{-}=x_1-x_2] that we get






[image:  \delta_{y^-}^2 = \operatorname{Var}(x_1)+\operatorname{Var}(x_2) - 2\operatorname{Cov}(x_1,x_2)\quad. ]






We can write the variance of a linear combination of independent variables [image: x_i]






[image:  y(x) = \sum_{i=1}^n a_i x_i\quad,]






a little more generally as






[image: \begin{align*}    \operatorname{Var}(y) &= \operatorname{Var}\left(\sum_{i=1}^n a_i x_i\right)\\   &= \sum_{i,j=1}^n \operatorname{Cov}(x_i,x_j)\\   &= \sum_{i=1}^n a_i^2\operatorname{Var}(x_i) + 2\sum_{i=1,j\lt i}^{n}\operatorname{Cov}(x_i,x_j)\quad, \end{align*}]






where the last line results from [image: \operatorname{Cov}(x_i,x_j)=\operatorname{Cov}(x_j,x_i)].






Generally for [image: y] given by a function of [image: x_i] we have that






[image: \begin{align*}   \operatorname{Var}(y) &\approx \sum_{i,j=1}^n \frac{\partial y}{\partial x_i}\frac{\partial y}{\partial x_j}\operatorname{Cov}(x_i,x_j)\\   &= \sum_{i=1}^n \left(\frac{\partial y}{\partial x_i}\right)^2\operatorname{Var}(x_i) +     2\sum_{i=1,j\lt i}^{n}\frac{\partial y}{\partial x_i}\frac{\partial y}{\partial x_j}\operatorname{Cov}(x_i,x_j)\quad, \end{align*}]






based on a Taylor expansion of [image: y]. This relationship is not exact, but for functions [image: y(x_1,\ldots,x_n)] for which Taylor expansion is sound, this relationship is reasonable. We can write the relationship in terms of uncertainties






[image: \begin{align*}   \delta_y &\approx \sqrt{ \sum_{i,j=1}^n \frac{\partial y}{\partial x_i}\frac{\partial y}{\partial x_j}\delta_{x_i}\delta_{x_j}\rho_{x_i,x_j}}\\   &= \sqrt{\sum_{i=1}^n \left(\frac{\partial y}{\partial x_i}\right)^2\delta^2_{x_i} +      2\sum_{i=1,j\lt i}^{n}\frac{\partial y}{\partial x_i}\frac{\partial y}{\partial x_j}\delta_{x_i}\delta_{x_j}\rho_{x_i,x_j}}\quad, \end{align*}]






where






[image:  \rho_{x_i,x_j}=\frac{\operatorname{Cov}(x_i,x_j)}{\sqrt{\operatorname{Var}(x_i)\operatorname{Var}(x_j)}} = \frac{\operatorname{Cov}(x_i,x_j)}{\delta_{x_i}\delta_{x_j}}\quad i\neq j\quad, ]






is the correlation between [image: x_i] and [image: x_j].

Note that if the [image: x_i] variables are uncorrelated then [image: \rho_{x_i,x_j}=0] and the last term disappears






[image:  \delta_y \approx \sqrt{\sum_{i=1}^n \left(\frac{\partial y}{\partial x_i}\right)^2\delta^2_{x_i}}\quad. ]






We can understand this relationship intuitively. The uncertainty of [image: \delta_{x_i}] expresses the expected variation in [image: x_i]. If [image: x_i] changes slightly [image: \Delta x_i], then [image: y] changes with [image: (\partial y/\partial x_i)\Delta x_i], so we say that the expected variation of [image: y] given [image: \delta_{x_i}] must be [image: (\partial y/\partial x_i)\delta_{x_i}]. It is the chain rule for uncertainties.






Example: Propagating uncertainties for common formulas¶
Let [image: x,y] be independent variables with the uncertainties [image: \delta_x,\delta_y] and correlation [image: \rho_{xy}], and let [image: a,b] be constants. For the dependent variable [image: z] we find






[image: \begin{align*}   z &= ax & \delta_z &= |a|\delta_x\\   z &= ax + by &    \delta_z &= \sqrt{a^2\delta^2_a+b^2\delta_b^2+2ab\delta_x\delta_y\rho_{xy}}\\   z &= xy &    \frac{\delta_z}{z} &\approx \sqrt{\frac{\delta_x^2}{x^2}+\frac{\delta_y^2}{y^2}+2\frac{\delta_x\delta_y\rho_{xy}}{xy}}\\   z &= \frac{x}{y} &    \frac{\delta_z}{z} &\approx \sqrt{\frac{\delta_x^2}{x^2}+\frac{\delta_y^2}{y^2}-2\frac{\delta_x\delta_y\rho_{xy}}{xy}}\\   z &= a x^b & \frac{\delta_z}{z} &\approx |b\delta_x|\\   z &= a\log(bx) & \delta_z &\approx a\frac{\delta_x}{x}\\   z &= ae^{bx} & \frac{\delta_z}{z} &\approx |b\delta_x|\quad.\\ \end{align*}]






Note that in some places we have given the relative uncertainty [image: \delta_z/z] when the formulas are more easily remembered.






Example: The uncertainty of two variables¶
Let's make a two-variable sample, both drawn from a normal distribution, and let's calculate the average of them separately and covariance between them.










from numpy.random import normal 

x = normal(2,1,size=100)
y = normal(3,1,size=100)
stat = Welford(2,covar=True)

for xi,yi in zip(x,y):
    stat.update([xi,yi])

stat















		Mean	v_1	v_2

	v_1	2.1 +/- 0.1	1	-0.2

	v_2	3.1 +/- 0.1	-0.2	1














Let's use this to calculate different propagated uncertainties










from numpy import sqrt,abs

xm = stat.mean[0]
ym = stat.mean[1]
xe = sqrt(stat.cov[0,0])
ye = sqrt(stat.cov[1,1])
ee = stat.cov[0,1]

def showUncertainty(formula,res,uncer):
    print(format_result(res,uncer,2,latex=False,name=f'{formula:3s}'))

showUncertainty("x",xm,xe)
showUncertainty("y",ym,ye)
showUncertainty("x+y",xm+ym, sqrt(xe**2+ye**2+2*ee)) 
showUncertainty("x-y",xm-ym, sqrt(xe**2+ye**2-2*ee)) 
showUncertainty("x*y",xm*ym, abs(xm*ym)*sqrt((xe/xm)**2+(ye/ym)**2+2*ee/xm/ym)) 
showUncertainty("x/y",xm/ym, abs(xm/ym)*sqrt((xe/xm)**2+(ye/ym)**2-2*ee/xm/ym))















x  =2.1 +/- 1.1
y  =3.1 +/- 1.0
x+y=5.2 +/- 1.4
x-y=-0.9 +/- 1.6
x*y=6.6 +/- 3.7
x/y=0.70 +/- 0.45













General approximation to uncertainty¶
Given the general approximation to the uncertainty of [image: y(x_1,\ldots,x_n)] as given above, let's write a function that takes


	The function [image: y(x_1,\ldots,x_2)]

	The values [image: x_1,\ldots,x_n]

	Either
	the uncertainties [image: \delta_{x_i}], or

	the covariance [image: \operatorname{Cov}{x_i,y_i}]







and calculates the uncertainty on [image: y]. Note that we need to perform the partial differentiations






[image: \frac{\partial y}{\partial x_i}\quad,]






to do this. We will do the differentiation numerically by evaluating






[image:  d_i = \frac{y(x_1,\ldots,x_i+\Delta x_i,\ldots,x_n)-y(x_1,\ldots,x_i-\Delta x_i,\ldots,x_n)}{2\delta_{x_i}}\quad,]






where we can choose [image: \Delta x_i = \delta_{x_i}] or something else if the uncertainties are too big or small.








propagate_uncertainty


def propagate_uncertainty(f,x,delta,step=None):
    from numpy import ndim, diagonal, diag, \
        sqrt, zeros_like, sum, isscalar, ones, array, inner, atleast_1d
    if not callable(f):
        raise ValueError("f is not callable")
        
    xa = atleast_1d(x)
    da = atleast_1d(delta)
    sa = step
    if step is not None:
        sa = atleast_1d(step)
        
    n = len(xa)
    if len(da) not in (n,n**2):
        raise ValueError("Inconsistent sizes of X ({})and Delta ({})"
                         .format(xa.shape,da.shape))
        
    if sa is not None and len(sa) != n:
        raise ValueError("Inconsitent sizes of step and X")
        
    if ndim(da) == 1:        # Uncertaintes only given
        covar = diag(da**2)  # Make covariance 
    elif ndim(da) == 2:      # Covariance given 
        covar = da           
        da    = sqrt(diagonal(da))  # Uncertainties
    else:
        raise ValueError("Delta must be uncertainties or covariance")
         
    if sa is None:  # Set differnetation step sizes
        sa = da 
    
    # Calculate partial derivatives 
    dx = diag(sa)
    df = array([(f(x+d)-f(x-d))/(2*s) for d,s in zip(dx,sa) if s > 0])
    v = df.T @ covar @ df
    
    if v.ndim == 2:  # Function evaluated at many X
        v = diagonal(v)
    return v if isscalar(v) or len(v) > 1 else v.item()














Example: Calculating uncertainties¶
We now calculate the same uncertainties as above, plus a few more










from numpy import cos, sin, exp, log 

def showPropagation(f,text,v,delta,step=None):
    res = f(v)
    uncer = sqrt(propagate_uncertainty(f,v,delta,step))
    print(format_result(res,uncer,2,latex=False,name=f'{text:13s}'))
    
covar = stat.cov 
showPropagation(lambda x:x, "x", xm, xe)
showPropagation(lambda y:y, "y", ym, ye)
showPropagation(lambda v:v[0]+v[1],"x+y",[xm,ym],covar)
showPropagation(lambda v:v[0]-v[1],"x-y",[xm,ym],covar)
showPropagation(lambda v:v[0]*v[1],"x*y",[xm,ym],covar)
showPropagation(lambda v:v[0]/v[1],"x/y",[xm,ym],covar)
showPropagation(lambda v:sin(v[0])+cos(v[1]),"sin(x)+cos(y)",[xm,ym],covar,[1e-6,1e-6])
showPropagation(lambda v:exp(v[0])+log(v[1]),"exp(x)+log(y)",[xm,ym],covar,[1e-8,1e-8])















x            =2.1 +/- 1.1
y            =3.1 +/- 1.0
x+y          =5.2 +/- 1.4
x-y          =-0.9 +/- 1.6
x*y          =6.6 +/- 3.7
x/y          =0.70 +/- 0.47
sin(x)+cos(y)=-0.16 +/- 0.59
exp(x)+log(y)=9.7 +/- 9.3













With this function, we have a more or less general method of propagating uncertainties. However, one should always double check this kind of calculation, as they have enormous significance for one's results.






Effective variance¶






Suppose we have the sample

[image: \{(x_i\pm\delta_{x_i},y_{i}\pm\delta_{y_i}\,|\,i=1,\ldots,N\}\quad,]
and the function [image: f:X\rightarrow Y] . We want to find the uncertainty [image: \delta] on the difference

[image: d_i = y_i - f(x_i)\quad.]
If [image: x_i] and [image: y_i] are not correlated, then we find that

[image: \delta_{d_i}^2 = \delta_{y_i}^2 + \left(\frac{\mathrm{d}f(x_i)}{\mathrm{d}x}\right)^2\delta_{x_i}^2\quad,]
also called the effective variance (we will see later - here - why [image: \delta_{d_i}] has that name).






Example: Effective variance¶






Let's take an example where

[image: f(x) = a+bx\quad,]
and our data is randomly distributed around a straight line. We will calculate [image: d_i=y_i-f(x_i)] and its uncertainty.










from numpy import linspace, abs
from matplotlib.pyplot import errorbar, plot, xlabel, ylabel

a  = 1 
b  = 2 
n  = 11
x  =        linspace(0,10,n) + normal(0,.3,size=n)
y  = a + b*(linspace(0,10,n) + normal(0,.3,size=n))
dx =     abs(normal(.2,.1,size=n))
dy = b * abs(normal(.2,.1,size=n))
f  = lambda x,a,b : a + x * b
errorbar(x,y,dy,dx,'o')
plot(x,f(x,a,b))
xlabel('$x$')
ylabel('$y$');
















Figure













Our data is distributed around a line.












We make a function that can calculate the effective variance. We will allow that


	The [image: f] function has the [image: p] parameters

	That [image: \mathrm{d}f/\mathrm{d}x] is given, but if not

	To calculate [image: \mathrm{d}f/\mathrm{d}x] numerically with an optional stride length










effective_variance


def effective_variance(x,ex,f,p,ey,df=None,df_step=None):
    from scipy.misc import derivative as diff
    
    if ex is None:
        return ey**2
    
    if callable(df):
        dfx = df(x,*p)
    else:
        ds  = 1 if df_step is None else df_step
        dfx = diff(f,x,dx=ds,n=1,args=p)[:len(x)]
        
    eff = dfx**2*ex**2+ey**2
    return eff














We now draw the difference [image: d_i=y_i-f(x_i)] with the uncertainty [image: \delta_{d_i}]










from matplotlib.pyplot import subplots 

fig, ax = subplots(nrows=2,sharex=True,gridspec_kw={'hspace':0})

ax[0].errorbar(x,y,dy,dx,'o')
ax[0].plot(x,f(x,a,b));
ax[0].set_ylabel('$y_i,f(x_i)$')

d = y - f(x,a,b)
dd = effective_variance(x,dx,f,(a,b),dy)

ax[1].errorbar(x,d,dd)
ax[1].set_ylabel('$d_i$')
ax[1].set_xlabel('$x$');
















Figure













Our data (top) and the difference to the line (bottom).












Summary¶
We have briefly talked about the propagation of uncertainties, and shown some common examples. We have made the function propagate_uncertainty which can propagate uncertainties through a mapping of the independent variables.

Note that there are some libraries which, in other ways, can create uncertainty propagation, for example uncertainties. These libraries are often large and work best if you use the library consistently througout. The solution we have made here is flexible enough to solve most of the challenges we will face.










propagate_uncertainty.__doc__=\
    """Propegate uncertainties on x to y
    
    The function is differentiated with respect to each input as 
    
        df = (f(x+dx) - (fx-dx))/(2*dx)
        
    where dx is by default the uncertainties.  However, one can
    specify a different step size (dx) if so needed.  The 
    uncertainty is then calculated as 
    
    
        u = df.T @ covar @ df 
        
    where covar is the covariance matrix.  Note, if the given 
    delta is 1-dimensional of the same size as x - i.e., we 
    are passing the parameter uncertainties, then the 
    covariance matrix is set to the diagonal matrix 
    
        covar = [[delta[0]**2, 0,           ...]
                 [0,           delta[1]**2, ...] 
                 [...                          ]]
    
    Parameters
    ----------
        f : callable 
            Mapping from x to y 
        x : scalar or array-like 
            Value or values of x 
        delta : scalar or array-like 
            Either: Uncertainty or uncertainties of x (_not_ squared)
            Or: Covariance matrix of x
        step : scalar or array-like (optional)
            Step size or sizes for numerical differentation of f.
            If none given then use standard deviation or standard 
            deviations of x
    Returns
    -------
        delta_f : float 
            Square-uncertainty on y=f(x)
            
    Examples
    -------- 
    
        >>> x = np.random.normal(2,1,size=100)
        >>> y = np.random.normal(3,1,size=100)
        >>> stat = nbi_stat.Welford(2,covar=True)
        >>> for xi,yi in zip(x,y):
        ...     stat.update([xi,yi])
        >>> def f(x,y):
        ...     return x * y
        >>> vf = f(stat.mean)
        >>> df = nbi_stat.propagate_uncertainty(f,stat.cov)
        >>> nbi_stat.print_result(vf,[df])
        
        >>> g = 980
        >>> m, M, dm, dM = 10.23, 154.34, 0.02, 0.02
        >>> 
        >>> def f(m,M,g):
        ...     return g*m/(m+M)
        >>> 
        >>> p  = np.array([m,M])
        >>> dp = np.array([dm,dM])
        >>> l  = lambda p:f(p[0],p[1],g)
        >>> v  = f(m,M,g)
        >>> dv = np.sqrt(nbi.propagate_uncertainty(l,p,dp))
        >>> 
        >>> nbi_stat.print_result(v,[dv])
        
    See also
    --------
    effective_variance

        
    """

















effective_variance.__doc__ = \
    """Calculates the effective variance
    
    That is, the function calculates the square uncertainty on 
    
    d = y - f(x) 
    
    as 
    
    ed**2 = ey**2 + diff(f(x,p),x)**2 * ex**2 
    
    where `diff` is the derivative of f wrt to x.  The derivate can 
    be given as a callable, or be calculated numerically 
    
    Parameters
    ----------
    x : array 
        Independent variable 
    ex : array 
        Uncertainty on x 
    f : callable 
        A callable representing f, with the signature 
        
            f(x,*p)
            
    ey : array 
        Uncertainty on y 
    df : callable 
        The differential of f wrt x.  A function of the form 
        
            df(x,*p)
            
    df_step : None, float, array 
        The step size to use when evaluating the differential numerically 
        
    Returns
    -------
    ed2 : array 
        The squared effective variance 
        
    See also
    --------
    propagate_uncertainty
    """























Histograms and distributions¶






Purpose¶

	To be able to use histograms as an analysis tool.

	To have an understanding of the relationship between histograms and probability distributions.

	Be able to make histograms with and without weights.

	To be able to distinguish between frequency and non-frequency weights.

	To be able to distinguish between observation and component weights.

	To be able to calculate uncertainties on histograms.

	To make histograms in a robust way



In statistical data analysis we often use histograms and distributions. It is therefore worth putting a little throught into what these two concepts are.






Frequency tables and bar charts¶
From the elementary school we know of the concept of frequency tables. Let us build upon that a little further.






Example: Frequency table¶
Let us consider a discrete random variable. Here we will use the sum of two 6-sided dice as an example. That means we have the discrete possible outcomes

[image:  \{2,3,4,5,6,7,8,9,10,11,12\}\quad,]
and where we also know that the most frequent outcome is [image: 7]. Let's make a frequency table in Python










from numpy.random import randint 
twoD6 = randint(1,7,100)+randint(1,7,100)
print("Sum | Count Frequency")
sum = 0
for s in range(2,13):
    count = len(twoD6[twoD6==s])
    freq  = count / len(twoD6)
    print(f"{s:3d} | {count:5d}  {freq:.2f}")
    sum += count
assert(sum == len(twoD6))















Sum | Count Frequency
  2 |     1  0.01
  3 |     2  0.02
  4 |     5  0.05
  5 |    13  0.13
  6 |     9  0.09
  7 |    22  0.22
  8 |    21  0.21
  9 |    10  0.10
 10 |     7  0.07
 11 |     6  0.06
 12 |     4  0.04













The frequency table above tells us how many times we have obtained a sum value with the dice and the relative frequency. We can graphically illustrate this frequency table with e.g. a bar chart










from matplotlib.pyplot import bar, xlabel, ylabel

bar(range(2,13),[len(twoD6[twoD6==s]) for s in range(2,13)])
xlabel("Sum of dice")
ylabel("Frequency");
















Figure













A bar chart of frequency of measurements.












The graphical representation above is in many ways more illustrative than our frequency table. For example, we see clearly that [image: 7] must be the most common outcome and that 2 and 12 are much more rare.






Bar charts as the above are quite useful in case we have a discrete variable - e.g. the sum of two 6-sided dice. In a bar chart, the height is typically proportional to the frequency of one outcom. Outcomes need not have a numerical value, but will always have discrete values.






Example: Bar chart of country data¶
Here we plot the rate of stillborn children in different countries










data = {'Afghanistan': 26.7, 'Albania': 4.0, 'Algeria': 19.3, 'Andorra': 1.6,
        'Angola': 27.3, 'Antigua and Barbuda': 6.4, 'Argentina': 4.6,
        'Armenia': 13.8, 'Australia': 2.7, 'Austria': 3.6, 'Azerbaijan': 16.5,
        'Bahamas': 10.3, 'Bahrain': 5.5, 'Bangladesh': 25.4, 'Barbados': 8.5,
        'Belarus': 3.0, 'Belgium': 3.0, 'Belize': 9.8, 'Benin': 30.3,
        'Bhutan': 16.0, 'Bolivia (Plurinational State of)': 12.9, 
        'Bosnia and Herzegovina': 5.4, 'Botswana': 15.2, 'Brazil': 8.6, 
        'Brunei Darussalam': 6.5, 'Bulgaria': 5.7, 'Burkina Faso': 21.2, 
        'Burundi': 26.6, 'Cabo Verde': 14.3, 'Cambodia': 11.9, 'Cameroon': 19.6,
        'Canada': 3.1, 'Central African Republic': 34.4, 'Chad': 39.9,
# Source code has been truncated

















from matplotlib.pyplot import xticks 

sdata = sorted(data.items(),key=lambda i: i[1],reverse=True)
countries, rates = zip(*sdata)
bar(countries[-30:],rates[-30:])
bar(countries[-3],rates[-3],color="tab:red")
ylabel("stillbirth/1000 births")
xticks(rotation=90);
















Figure













The rate of stillborn children in a some countries.












Histograms¶
On the other hand, if our variable is continuous over a given range, we will typically divide the possible outcomes into bins, and we will represent our data with a histogram.

If our data falls over the domain [image: D], our [image: b_i] bins will divide this range into [image: N]
exclusive parts






[image:  D = \bigcup_{i=1}^N b_i\quad,]






and we have that [image: b_i \subseteq D]. That is






[image: \forall x\in D\ \exists!\,i\in[1,\ldots,N] : x\in b_i\quad,]







or that [image: x] only "falls" into one (and only one) bin.






The bins [image: b_i] need not all be of equal size - often the bin sizes will depend on many factors, such as.


	Precision of the measuring apparatus

	The number of observations

	Uncertainties in the observations



However, for a histogram, the area of a bin is proportional to the frequency of the outcomes covered by the bin. In a bar chart, we had that height was proportional to frequency.

If [image: P_i] is the frequency of outcomes in the bin [image: b_i] with the size [image: l_i] we have that






[image:  P_i \propto h_i l_i\quad,]







where [image: h_i] is the height or value of the bin for [image: x\in b_i].






Example: Histogram of decay rate¶
Here we will simulate measurements of the number of radioactive decays as a function of time. We model this with random numbers [image: x_i] drawn from an exponential distribution [image: e^{-x}]. Here we let NumPy select the number of bins (the default is 10 bins) in the [image: [\min(x),\max(x)]] interval.










from numpy.random import exponential 
from matplotlib.pyplot import hist, yscale 

t = exponential(size=1000)
hist(t,density=True)
yscale("log")
ylabel("Probability per time bin")
xlabel("Time");
















Figure













Normalized histogram. The histogram shows the observed probability of a decay as a function of time.












Above, we have used matplotlib.pyplot.hist to make our histogram and draw it. We also gave the option density=True to ensure that the area of representation is proportional to frequency. The density=True option also divides the contents of each bin by the total content, so that the height [image: h_i] is given by






[image:  h_i = \frac{c_i}{\sum_{i=1}^N c_i}\frac1{l_i} \quad,]







where [image: c_i] is the number of counts in [image: b_i], and hence






[image:  \sum_{i=1}^N l_i h_i = \sum_{i=1}^N P_i = 1\quad.]






Such a normalized histogram expresses an observed probability distribution. We can read off the probability of [image: x\in b_i] from the histogram by [image: l_i h_i].






Example: Histogram as probability table¶
Let's take our data from above and save the contents in h and the bin limits inb










from numpy import histogram

h, b = histogram(t,density=True)














Let us write out the probabilities in each bin










print("Low    High | Probability")
sum = 0
for y, l, u in zip(h,b[:-1],b[1:]):
    p   =  y * (u-l)
    sum += p
    print(f"{l:.2f} - {u:.2f} | {p:.3f}")
print(" Sum        | {}".format(sum))















Low    High | Probability
0.00 - 0.74 | 0.514
0.74 - 1.47 | 0.257
1.47 - 2.21 | 0.117
2.21 - 2.95 | 0.060
2.95 - 3.68 | 0.027
3.68 - 4.42 | 0.011
4.42 - 5.15 | 0.007
5.15 - 5.89 | 0.004
5.89 - 6.63 | 0.000
6.63 - 7.36 | 0.003
 Sum        | 1.0













We see that we have very few counts in the high end. Let us define our bins differently so we have more counts in the higher bins. We choose to divide the interval [image: [0,9]] into the bins (ranges)






[image:  [0,1),[1,2),[2,3),[3,4),[4,5),[5,7),[7,9]\quad.]






Note that all the intervals are half-open except the last one which is closed.

We plot the data binned as above together with the previous binning.










from matplotlib.pyplot import legend 

hist(t,                  density=True,alpha=.5,label="Default binning")
hist(t,[0,1,2,3,4,5,7,9],density=True,alpha=.5,label="Custom binning")
xlabel("Time")
ylabel("Probability per time bin")
yscale("log")
legend();
















Figure













Non-equidistant bins.












Here it is worth to note that if we did not have give the option density=True then [image: h_i=c_i] and we would not have a histogram in the true sense. However, the density=True option has the side effect that the integral is normalized to 1, which is not always desirable. If we want that






[image: h_i = \frac{c_i}{l_i}\quad = \frac{p_i}{l_i}\sum_{i=1}^N c_i,]






corresponding to the area of each bin [image: b_i] is [image: c_i], then we have to do a little work ourselves










nt = len(t)
nd, bd = histogram(t,density=True)
nc, bc = histogram(t,[0,1,2,3,4,5,7,9],density=True)
nd *= nt 
nc *= nt
bar((bd[:-1]+bd[1:])/2,nd,(bd[1:]-bd[:-1]),alpha=0.5,label="Default binning")
bar((bc[:-1]+bc[1:])/2,nc,(bc[1:]-bc[:-1]),alpha=0.5,label="Custom binning")
yscale("log")
xlabel("Time")
ylabel("Counts per time bin")
legend();
















Figure













Count density of decay as a function of time.












Note that we have changed the title of the ordinate ("[image: y]" axis) from "Probability per hour bin" to "Counts per time bin".






Uncertainties¶
As mentioned earlier, a result is meaningless without any uncertainties. Of course, the same applies to results presented in a histogram. So let's think a little bit about counts - which is what we have in a histogram - and their uncertainties.






The Poisson distribution






[image:  f_P(n;\lambda) = \frac{\lambda^n}{n!}e^{-\lambda}\quad, ]






describes the probability of [image: n] events over an interval where each event is independent of other events and the events occur at a fairly constant rate. This distribution is therefore often a good description of number of counts.

The Poisson distribution is a discrete distribution. That is, [image: n] can assume the discrete values [image: n\in\mathbb{N}_0]. The mean value - or the expected value of [image: n] - is given by






[image: \mu_P = \lambda\quad,]






and the variance by






[image: \sigma_{P}^2 = \lambda\quad.]






Note that we have used [image: \mu,\sigma^2] rather than [image: \bar{n},s_n^2] as we are talking about the distribution mean value and variance as opposed to sample mean and variance.

Since our estimate of the probability of [image: x\in b_i] is given by the number [image: c_n], we find that the uncertainty of this estimate is given by






[image: \delta_{b_i} = \sqrt{\frac{s_n^2}{N}} = \sqrt{\frac{s_n^2}{1}} = \sqrt{\sigma^2_p} = \sqrt{\lambda} = \sqrt{c_i}\quad,]






where we have that [image: N=1] since we only have one observation, and where we have assumed that the count [image: c_i] is Poisson distributed and an estimate of the mean [image: \lambda].






Example: Normal distribution¶
To make it a little easier for us, we will define a function that not only makes the histogram of data, but also gives us the bin midpoints and widths, the non-normalized content, and the uncertainty in each point.










def histogram(x,bins=None,normalize=False):
    from numpy import histogram as nphist
    from numpy import sqrt
    
    if bins is None: 
        bins = 10
    
    total =  len(x)
    c, b  =  nphist(x,bins,density=True)
    c     *= total
    w     =  b[1:]-b[:-1]
    e     =  sqrt(c) / sqrt(w)
    
    if normalize:
        c /= total
        e /= total
    
    return c, 0.5*(b[1:]+b[:-1]), w, e














We also do a helper function to draw these histograms.








plot_hist


def plot_hist(n,x,wx,en,b=None,*,ax=None,as_bar=False,**kwargs):
    from matplotlib.pyplot import gca 
    
    ax = gca() if ax is None else ax 
    
    if as_bar:
        return ax.bar(x,n,wx,b,xerr=wx/2,yerr=en,**kwargs)
    
    return ax.errorbar(x,n,en,xerr=wx/2,**kwargs)














Let us make a histogram of random numbers from a normal distribution. We illustrate the uncertainty both with a line and with Poisson distributions in order to see the connection more clearly.








plot_hist_with_poisson


def plot_hist_with_poisson(n,x,wx,en,ax=None,poisson_kw={},**kwargs):
    from matplotlib.pyplot import plot, gca
    from scipy.stats import poisson 
    from numpy import linspace,newaxis
    
    ax = gca() if ax is None else ax 
    
    plot_hist(n,x,wx,en,as_bar=True,ax=ax,**kwargs)
    y = linspace(poisson.ppf(.02,n),poisson.ppf(.9999,n),20).astype(int)
    z = poisson.pmf(y, n)
    z *= wx / 2 / z.max(axis=0) 
    z =  x + wx/4 - z 
    
    kw = poisson_kw.copy()
    kw.setdefault('label','Poisson')
    for xx,yy in zip(z.T,y.T):
        plot(xx,yy,**kw)
        if 'label' in kw: del kw['label']


















from numpy.random import normal 

x = normal(size=1000)
c, bm, bw, e = histogram(x,normalize=False)
plot_hist_with_poisson(c,bm,bw,e,alpha=.5,
                       label='Data',ecolor='tab:red',
                       error_kw={'label':'Uncertainty'},
                       poisson_kw={'color':'k','ls':'--'})
xlabel('$x$')
ylabel(r'$\mathrm{d}N/\mathrm{d}x$  count density')
legend();
















Figure













Illustration of uncertainties in a histogram. The dashed lines show a Poisson distribution with mean value given by the bucket value. The red lines show the standard deviation of the Poisson distributions and the uncertainty of the value of the buckets.












The figure above illustrates how we understand the uncertainties of a histogram. If we repeat the measurement, we expect [image: c_i] with a margin of [image: \sqrt{c_i}]. The figure also illustrates that bins with a few counts have large relative uncertainties. A bin of [image: c_i=1] has [image: \delta_{b_i}=1] or 100% relative uncertainty. A bin with [image: c_i=10] has [image: \delta_{b_i}=\sqrt{10}\approx 3.2] or slightly more than 30% relative uncertainty. We will therefore often seek to ensure that our bins have at least 10 counts by adjusting our bin sizes.






Note that the axes titles. The abcissa (the "[image: x]" axis) is called [image: x], while the ordinate ("[image: y]" axis) has






[image: \frac{\mathrm{d}N}{\mathrm{d}x}\quad,]






which can be read "the change in number of [image: N] per change in [image: x]" - or "Counts per [image: x] bin". This is to illustrate that the histogram represents a distribution, meaning that the histogram shows the probability of [image: x]. The relationship between a histogram and a probability distribution will be discussed later.






We often draw histograms as above - as continuous columns. At other times, however, it makes more sense to draw the histogram as points with associated uncertainties in both directions










x = normal(size=1000)
c, bm, bw, e = histogram(x,normalize=True)
plot_hist(c,bm,bw,e,fmt='*',label='Data')
xlabel("$x$")
ylabel(r"$1/N\,\mathrm{d}N/\mathrm{d}x$");
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Normalized count density. The histogram is normalized to the integral.












Here we have chosen to normalize the histogram (normalize=True) such that the integral is 1. Therefore, we have also explicitly changed the title of the ordinate ("[image: y]" axis) to






[image:  \frac{1}{N}\frac{\mathrm{d}N}{\mathrm{d}x}\quad, ]






which can be read "Probability per [image: x] bin". The height of each point then






[image:  h_i = \frac{c_i}{\sum_{i=1}^N c_i} \frac1{l_i}\quad, ]






and the uncertainties






[image:  \delta_{h_i} = \frac{\sqrt{c_i}}{\sum_{i=1}^N c_i} \frac1{l_i}\quad, ]






so that






[image:  \delta_{P_i} = \frac{\sqrt{c_i}}{\sum_{i=1}^N c_i} = \delta_{h_i} l_i\quad. ]






Weighted histogram¶
In some cases, our observations are characterized not only by one number of [image: x_j], but also by a weight [image: w_j]. In that case, we can still use a histogram to illustrate our data. The number of counts in the bin [image: b_i] is then given by






[image: c_i = \sum_{x_j\in b_i} w_j\quad.]







Example: Weighted histogram¶
Let us again draw numbers from a normal distribution with weights drawn from a flat distribution between 0 and 1.










from numpy import histogram as nphistogram 
from numpy.random import random 

x    = normal(size=1000)
w    = random(len(x))
h, b = nphistogram(x,weights=w,density=True)

bar(0.5*(b[1:]+b[:-1]),h)
xlabel(r"$x$")
ylabel(r"$1/N\,\mathrm{d}N/\mathrm{d}x$");
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A histogram of frequency-weighted observations.












The uncertainty of each bin [image: b_i] depends on the type of weights we have used.

If our weights are frequency weights - i.e., the weight [image: w_i] says we have observed [image: x_i] [image: w_i\in\mathbb{N}_0] times, then the uncertainty is given by the total number of counts






[image: \delta_{c_i} = \sqrt{\sum_{x_j \in b_i} w_i} = \sqrt{c_i}\quad,]






just like before.

On the other hand, if the weights are not frequency weights, we have the uncertainty






[image:  \delta_{c_i} = \sqrt{\sum_{x_j\in b_i} w_j^2}\quad.]






To see this we again use the Poisson hypothesis and see that






[image: \begin{align*}   \operatorname{Var}(c_i) &= \operatorname{Var}\left(\sum_{x_j\in b_i} w_j\right)\\   &= \sum_{x_j\in b_i} \operatorname{Var}(w_j)\\   &= \sum_{x_j\in b_i} w_j^2 \operatorname{Var}\left((f_P(\lambda=1)\right)\\   &= \sum_{x_j\in b_i} w_j^2\quad, \end{align*}]






where [image: \operatorname{Var}\left(f_P(\lambda=1)\right)=1] since we have one measurement with constant [image: w_j], and [image: \operatorname{Var}(cx) = c^2\operatorname{Var}(x)] for a constant [image: c]. If all weights are 1 we find the formula [image: \delta_{c_i}=\sqrt{c_i}] as before.

Note that NymPy's function numpy.histogram does not calculate [image: \sum_{x_j\in b_i}w_j^2] so we cannot use that function in case of weights that are not frequency weights.






Let us write a function that can properly calculate our uncertainties if we do not have frequency weights. We would like to use this function in general, so we reuse numpy.histogram where it makes sense.








histogram


def histogram(a,bins="auto",rnge=None,weights=None,frequency=True,normalize=False):
    from numpy import histogram as nphist
    from numpy import sqrt, diff
    
# Source code has been truncated














With this we have a general method for defining a histogram whether or not we use weights (both frequency and non-frequency weights).






Example: Weighted histogram with non-frequency weights¶
Let's use our function from above to create a histogram where we use weights that do not represent frequency weights. Here we draw 1000 observations from a normal distribution with weights between 0 and 1 for each observation.










x = normal(size=1000)
w = random(len(x))
h, bm, bw, e = histogram(x,bins=[-4,-2,-1,0,1,2,4],weights=w,frequency=False)
plot_hist(h,bm,bw,e,alpha=.5,as_bar=True)
xlabel(r"$x$")
ylabel(r"$\mathrm{d}N/\mathrm{d}x$");
















Figure













A histogram of not frequency weighted observations.












Continuous update of histogram¶
We often need to fill a histogram continuously. Let's do some functions that help us with that.

The first function init_histogram makes the structure we need. It takes a list of bin limits, made for example by NumPy s linspace and returns the structure we want to use afterwards.








init_histogram


def init_histogram(bins,weighted=False):
    from numpy import zeros, zeros_like
    if len(bins) < 2:
        raise ValueError("Must have at least 1 bin")
    if not all([f<l for f, l in zip(bins[:-1],bins[1:])]):
        raise ValueError('bins must be increasing')
        
    sumw = zeros(len(bins)-1)
    sumw2 = None
    
    if weighted:
        sumw2 = zeros_like(sumw)
        
    return bins, sumw, sumw2














The fill_histogram function takes a valuex, the bin boundaries bins and the current content of the histogram. The function returns the new content of the histogram. We can give the structure made with init_histogram with a*in front as the second argument.








fill_histogram


def _fill_histogram(x,bins,sumw,sumw2,weight):
    from bisect import bisect_left, bisect_right
    
    if weight < 0: 
        raise ValueError("Weight is negative")
        
    if not (bins[0] <= x <= bins[-1]):
        return bins, sumw, sumw2
    
    idx = bisect_right(bins,x)-1
    if idx == len(bins)-1:
        idx -= 1
          
    sumw[idx] += weight
    if sumw2 is not None:
        sumw2[idx] += weight**2
        
    return bins, sumw, sumw2

def fill_histogram(x,bins,sumw,sumw2=None,weight=1):
    
    if len(bins) != len(sumw)+1:
        raise ValueError("Inconsistent size of bins and sum weights")
    
    if sumw2 is not None and len(sumw) != len(sumw2):
        raise ValueError("Size of sum of weigts and sum of square weights inconsistent")
    
    if sumw2 is None and not isinstance(weight, int):
        raise ValueError("Sum squared weights not given, but weight is not integer")
    
    return _fill_histogram(x,bins,sumw,sumw2,weight)














Finally, we have the function fini_histogram which calculates the final histogram - i.e., scales with the bni widths and, as an option, normalizes the histogram.








fini_histogram


def _fini_histogram(bins,sumw,sumw2,normalize):
    from numpy import diff, sum, sqrt, asarray
    
    b = asarray(bins)
    m = 0.5 * (b[1:]+b[:-1]) # Calculate bin centres ...
    w = diff(b)              # ... and widths 
    t = sum(sumw)            # Calculate integral 
    e = sqrt(sumw)           # Calculate uncertainty 
    if sumw2 is not None:   
        e = sqrt(sumw2)
        
    h = sumw / w             # Scale by bin widths 
    e /= w                   # Also errors 
    
    if normalize:            # Normalize to integral
        h /= t
        e /= t 
        
    return h, m, w, e

def fini_histogram(bins,sumw,sumw2=None,normalize=False):
    if len(bins) != len(sumw)+1:
        raise ValueError("Inconsistent sizes of bins and content")
        
    if sumw2 is not None and len(sumw) != len(sumw2):
        raise ValueError("Inconsistent sizes of sum weights and sum square weights")
        
        
    return _fini_histogram(bins,sumw,sumw2,normalize)














Example: On-line histogram updates¶
Let's make a histogram of a normally distributed variable










from numpy import linspace

hist = init_histogram(linspace(-3,3,31))

for x in normal(size=1000):
    hist = fill_histogram(x,*hist)

y, x, w, e = fini_histogram(*hist)
plot_hist(y,x,w,e,fmt='.',label='Data')
xlabel(r"$x$")
ylabel(r"$\mathrm{d}N/\mathrm{d}x$");
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A histogram that is constantly updated.












A histogram class¶
We can use the init_histogram,fill_histogram and fini_histogram functions to define a histogram class.








Histogram


class Histogram:
    def __init__(self,bins,weighted=False):
        self._state = init_histogram(bins,weighted)
        self._hist  = None
        self._uncer = None
        
    def fill(self,x,weight=1):
        if self._hist is not None:
            raise RuntimeError('Histogram already calculated')
        _fill_histogram(x,*self._state,weight)
        
    def finalize(self,normalize=False):
        if self._hist is not None:
            raise RuntimeError('Histogram already calculated')
        self._hist,_,_,self._uncer = fini_histogram(*self._state,
                                                   normalize=normalize)
        return self._hist,self.centers,self.widths,self.uncertainties
 
    @property
    def bins(self): return self._state[0]
    
    @property
    def centers(self):  return (self.bins[:-1]+self.bins[1:])/2
    
    @property
    def heights(self): return self._hist
    
    @property
    def widths(self):
        from numpy import diff
        return diff(self.bins)
    
    @property
    def uncertainties(self): return self._uncer
    
    @property
    def sums(self): return self._state[1]
    
    @property
    def sumWeightsSquare(self): return self._state[2]
    
    def plot(self,*args,**kwargs):
        if self._hist is None:
            return
        
        plot_hist(self._hist,self.centers,self.widths,self.uncertainties,
                  *args,**kwargs)
    
    def _repr_mimebundle_(self,include,exclude):
        if self._hist is None:
            return None 
        a = [[[c,w/2],[h,u]] for c,w,h,u in zip(self.centers,self.widths,
                                              self.heights,self.uncertainties)]
        c = ['x','dN/dx']
        return {f'text/{t}': format_data_table(a,columns=c,mode=t)
                for t in ['markdown','html','latex']}














Example: Continuous update of histogram object¶
Let's repeat the example above with an object of the Histogram class










hist = Histogram(linspace(-3,3,31))
for x in normal(size=1000):
    hist.fill(x)

hist.finalize()
hist.plot(fmt='.') 

xlabel(r"$x$")
ylabel(r"$\mathrm{d}N/\mathrm{d}x$");
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A histogram from our Histogram class.












Distributions¶
Histograms of observed data are to large extend what we understand by an empirical distribution. Slightly more formally, the histogram [image: H] expresses the observed probability distribution. Note that we have used two different conventions


	The integral of the entire histogram is normalized to 1. In this case, the area of each bin represents the observed probability


[image: P(x\in b_i) = l_i h_i = \operatorname{Area}(b_i)\quad,]

where [image: h_i] and [image: l_i] are the height and width, respectively, of the bin [image: b_i].



	The integral of the whole histogram is not normalized but instead equals the number of observations (or more generally - the sum of weights)


[image:  A = \sum_{i=1}^N l_i h_i\quad.]

Here, the area of each bin represents


[image:  A P(x\in b_i) = l_i h_i = \operatorname{Area}(b_i)\quad.]










We can write the bin width [image: l_i] as a change in our variable [image: w_i = \Delta x_i] while we can interpret the probability [image: P(x\in b_i)] as the change of the cumulative probability (more on that later), why we can write [image: \Delta P_i] for this, so we have, respectively






[image:  \Delta P_i = \Delta x_i h_i\qquad A \Delta P_i = \Delta x_i h_i\quad.]






If in both cases we divide by the bin width [image: \Delta x_i] and let this go to zero, we have






[image: \begin{align*} \frac{\Delta P_i}{\Delta x_i} &= \frac{1}{A}\frac{\Delta N_i}{\Delta x_i}h_i &\xrightarrow[\Delta x_i\rightarrow 0]{} && \frac{1}{A}\frac{\mathrm{d}N}{\mathrm{d}x}&= h\\ A\frac{\Delta P_i}{\Delta x_i} &= \frac{1}{A} A \frac{\Delta N_i}{\Delta x_i}h_i &\xrightarrow[\Delta x_i\rightarrow 0]{} && \frac{\mathrm{d}N}{\mathrm{d}x}&=h\quad,\\ \end{align*}]






where [image: \Delta P_i = N_i / A] is the observed probability in the bin [image: b_i]. This explains the notation we used earlier in the ordinate ("[image: y]" axis).






This also illustrates the relationship between a histogram and a probability distribution: The histogram is an empirical probability distribution of the stochastic (or random) variable [image: X] so [image: X\sim H].

Typically, this distribution [image: H] will be a concrete, random realization of another, underlying distribution [image: P]. Above, for example, we took random numbers from a normal distribution, so [image: X\sim N], and our histogram [image: H] was this concrete realization of [image: N].

Since the histogram is a random realization of the underlying distribution of [image: P], there are uncertainties associated with this concrete realization. We have previously seen that the uncertainty of the probability [image: P_i=l_i h_i] is given by






[image:  \delta_{P_i} = l_i \begin{cases}   \sqrt{h_i} & \text{uvægtet, frekvensvægte}\\   \sqrt{\sum_{x_i \in b_i} w_j^2} & \text{ikke frekvensvægte}\\   \end{cases}\quad. ]






Therefore, if we seek to find the underlying distribution [image: P] for a given histogram [image: H], it is important to take these uncertainties into account.






Example: Underlying normal distribution¶
We create a concrete realization of a normal distribution, and will then try to see how likely it is that this realization comes from a normal distribution. First, we define our normal distribution that we will fit to data






[image: f(x;A,\mu,\sigma) = \frac{A}{\sqrt{2\pi}}e^{-\frac12\frac{(x-\mu)^2}{\sigma^2}}\quad,]






where [image: \mu] is the mean, [image: \sigma^2] the variance, and [image: A] is a scaling parameter.










from numpy import sqrt, exp, pi    

def gaus(x,*pars):
    A, mu, sigma = pars
    return A / sqrt(2*pi) * exp(-0.5*((x-mu)/sigma)**2)

# Alternative: A*scipy.stats.norm.pdf(x,mu,sigma)














Next we make our sample. For the sake of reproducibility, we set the seed for our random numbers.










from numpy.random import seed 

seed(1111111)
h, x, l, e = histogram(normal(size=1000),normalize=True)














Now we can try to fit our function gaus to data. We do this by using scipy.optimize.curve_fit which returns us the best estimate of the parameters for gaus and the covariance matrix between the parameters. The uncertainty of the parameter [image: p_i] is given by the square root of the element [image: c_{i,i}] of the covariance matrix.






We also calculate [image: \chi^2] and the number of degrees of freedom [image: \nu] as






[image: \begin{align*}   \chi^2 &= \sum_{i=1}^N \frac{\left[y_i - f(x_i)\right]^2}{\delta_{y_i}^2}\\   \nu &= N - N_{f}\quad,\\ \end{align*}]






where [image: x_i,y_i,\delta_{y_i}] is histogram bin midpoints, values, and uncertainties, [image: f] is the function we are fitting, [image: N] is the number of bins, and [image: N_{f}=3] is the number of parameters for the [image: f] function.










from scipy.optimize import curve_fit

pval, pcov = curve_fit(gaus,x,h,(1,0,1),sigma=e)
chi2       = (((h-gaus(x,*pval))/e)**2).sum()
nu         = len(x)-len(pval)














Finally, we draw our data and the fitted function. We write some information about the fit into the figure. Note that we round off the found parameter values and uncertainties as previously described.










from matplotlib.pyplot import text, legend, plot
from numpy import diagonal

plot_hist(h,x,l,e,fmt="o",label="Data")

xlabel(r"$x$")
ylabel(r"$1/N\,\mathrm{d}N/\mathrm{d}x$")
plot(x,gaus(x,*pval),label="Fit")

xt = -3
yt = .4
text(xt,yt, r"$\chi^2/\nu={:.1f}/{}={:.2f}$"
     .format(chi2,nu,chi2/nu))
yt -= .05
names = ["A", r"\mu", r"\sigma"]
for p, pe, n in zip(pval,sqrt(diagonal(pcov)),names):
    t = format_result(p,pe,1,latex=True,name=n)
    text(xt,yt,fr"${t}$")
    yt -= .03

legend();
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Data and fitted underlying distribution.












Summary¶
Histograms are useful for making statistical analysis. We have seen that histograms represent a measured probability distribution for continuous variables. Our function histogram gives us a convenient way to make a histogram where we also get the uncertainties determined. Our three coherent functions


	init_histogram

	fill_histogram

	fini_histogram



gives us a method to fill histograms continuously without necessarily saving the entire sample. The class Histogram encodes this behaviour as in a single object which may be easier to handle.  Finally, the function plot_hist allows us to easily plot our histograms.










histogram.__doc__=\
    """Build a histogram of data in a
    
    Optionally, each observation in a can be weighted by giving 
    an array of equal size as the argument weights.  
    
    If weights are given and frequency is set to True, then we
    assume the weights are frequency weights (i.e., x_i was seen w_i 
    times), and we use the regular NumPy histogram funktion 
    
    If weights are given, but frequency is set to False, then we 
    need to calculate the sum of square weights in each bin, which
    - unfortunately - NumPy does not provide.  
    
    Parameters
    ----------
    a : array-like 
        Input data.  
    bins : int or sequence of scalars or str
        Defines the binning used by the histogram.  
        
        If a string, the corresponding binning method is used.
        Note, binning methods are not supported for weighted 
        observations 
        
        If an integer, specifies the number of bins between 
        rnge or minimum and maximum of a
        
        If a sequence of scalars, then that sequence defines 
        the bin edges 
    rnge : (float,float
        Least and largest values to consider.  If not set, 
        defaults to minimum and maximum of a, respectively 
    weights : array-like , optional
        An array of weights with the same shape as a
    frequency : bool, optional 
        If weights are given and this flag is set, assume that 
        the weights are integer frequency weights 
    normalize : bool, optional 
        If true, normalize this bins so that the total integral 
        (sum of heights times widhts) is 1. 
    
    Returns
    -------
    n : array-like 
        Bin height.  This times the width gives the (possibly normalized) 
        observed probability 
    mid : array-like 
        Mid-point of bins 
    widths : array-like 
        Widths of bins 
    uncer : array-like 
        Uncertainty of n in each bin
            
    Raises
    ------
    ValueError : 
        if weights are given and frequency=False and any 
        of the weights are negative 

    See also 
    --------
    init_histogram, fill_histogram, fini_histogram, plot_hist, Histogram
    """

















plot_hist.__doc__ = \
    """Plot a histogram 
    
    Parameters
    ----------
    n : array-like 
        Bin contents 
    x : array-like 
        Bin centers 
    wx : array-like 
        Bin widths 
    en : array-like 
        Uncertainty on bin content 
    b : array-like 
        For bar charts, set the bottom.  Note, the top of the bars
        will be at `b + n`
    ax : matplotlib.axes.Axes 
        Axes to plot in.  If None, plot in current axes 
    as_bar : bool 
        If true, plot as a bar chart, otherwise as errorbars 
    kwargs : dict 
        Additional keyword arguments for artist 
    
    Returns
    -------
    container : matplotlib.container.BarContainer, matplotlib.container.ErrorbarContainer
        Container of artists 
        
    See also 
    --------
    init_histogram, fill_histogram, fini_histogram, histogram, Histogram
    """

















plot_hist_with_poisson.__doc__ =\
    """Plot a histogram with Poisson distributions on top"""

















init_histogram.__doc__=\
    """Initialize a histogram structure 
    
    The returned structure can be passed to fill_histogram as the second argument 
    unraveled by a *
    
    Parameters
    ---------- 
    bins : array-like 
        Array of bin borders of length N+1 
    weighted : bool, optional 
        If true, then also include space for weighted filling
        
    Returns
    -------
    bins : array-like 
        The bin borders. Returned here so we can pass to fill_histogram 
    sumw : array-like 
        The N bin content holders 
    sumw2 : array-like or None 
        The N bin squared weights
        
    Examples
    -------- 
    
    >>> hist = init_histogram(np.linspace(-3,3,31))
        
    See also 
    --------
    Histogram, fill_histogram, fini_histogram
    """

















fill_histogram.__doc__=\
    """Fill a histogram 
    
    If the histogram structure was made with init_histogram, 
    we can do 
    
    >>> hist = init_histogram(bins)
    >>> for x in data: 
    ...     hist = fill_histogram(x,hist)
    
    Parameters
    ----------
    x : float 
        Observation to record 
    bins : array-like 
        Bin borders 
    sumw : array-like 
        Summed bin count (or weights) 
    sumw2 : array-like (optional)
        Summed squared bin count (or weights)
    weight : float (optional)
        Weight of observation x. The interpretation of 
        this depends on whether no sumw2 is given or not
        
        If sumw2 is None, then this weight is assumed to be 
        a frequency weight. 
        
        If sumw2 is given, then the weight is assumed to be 
        a non-frequency weight 
            
    Returns
    -------
    bins : array-like 
        The bin borders 
    sumw : array-like 
        The updated sum bin count 
    sumw2 : array-like or none 
        the updates sum squared bin count 

    See also 
    --------
    init_histogram, Histogram, fini_histogram
    """

















fini_histogram.__doc__=\
    """Finalize histogram
    
    If the histogram structure was made using init_histogram, then 
    we can pass that as the first argument 
    
    >>> hist = init_histogram(bins)
    >>> for x in data: 
    ....    hist = fill_histogram(x,*hist)
    >>> fini_histogram(hist)
    
    Parameters
    ----------
    bins : array-like 
        Bin borders 
    sumw : array-like 
        Sum of bin count (weights)
    sumw2 : array-like (optional)
        Sum of squared bin count (weights)
    
    Returns
    ------- 
    h : array-like 
        Histogram 
    m : array-like 
        Bin centers 
    w : array-like 
        Bin widths 
    e : array-like 
        Uncertainty on bins 
        
    See also 
    --------
    init_histogram, fill_histogram, Histogram
    """

















Histogram.__doc__=\
    """A 1 dimensional histogram class
    
    The internal state
    ------------------
    - bins : array-like 
      The bin borders. Returned here so we can pass to fill_histogram 
    - sumw : array-like 
      The N bin content holders 
    - sumw2 : array-like or None 
      The N bin squared weights
    - hist : array-like, or None 
      Only filled after finalize has been called
    - uncer : array-like, or None
      Only filled after finalize has been called
            
    Initializes the histogram object

    Parameters
    ---------- 
    bins : array-like 
        Array of bin borders of length N+1 
    weighted : bool, optional 
        If true, then also include space for weighted filling    
    
    See also 
    --------
    init_histogram, fill_histogram, fini_histogram
    """
    
Histogram.fill.__doc__=\
    """Fill a histogram 

    Parameters
    ----------
    x : float 
        Observation to record 
    weight : float (optional)
        Weight of observation x. The interpretation of 
        this depends on whether no sumw2 is initialized or not
    
        If sumw2 is None, then this weight is assumed to be 
        a frequency weight. 
    
        If sumw2 is given, then the weight is assumed to be 
        a non-frequency weight 
    """
        
Histogram.finalize.__doc__=\
    """Finalize histogram
    
    Returns
    ------- 
    h : array-like 
        Histogram 
    m : array-like 
        Bin centers 
    w : array-like 
        Bin widths 
    e : array-like 
        Uncertainty on bins
    """

Histogram.bins.__doc__=\
    """Return bin limits"""

Histogram.centers.__doc__=\
    """Return the bin centers"""

Histogram.heights.__doc__=\
    """Return bin heights, possibly None"""

Histogram.widths.__doc__=\
    """Return bin widths"""

Histogram.uncertainties.__doc__=\
    """Uncertainties on bin heights, possibly None"""

Histogram.sums.__doc__=\
    """Returns sum of (weighted) observations"""

Histogram.sumWeightsSquare.__doc__=\
    """Return sum of square weighted observations or None"""

Histogram.plot.__doc__=\
    """Plot histogram 
    
    This method simply calls `plot_hist` with the 
    
    - bin content 
    - bin centres 
    - bin widths 
    - bin content uncertainties
    
    Parameters
    ----------
    *args : tuple 
        Additional arguments for `plot_hist`
    **kwargs : dict 
        Additional keyword arguments for `plot_hist`
    """























Profiles¶






Purpose¶

	To be able to use profiles in a statistical analysis

	To be able to distinguish between profiles and histograms



Often we are interested in measurements of the average [image: y] as a function of [image: x]. That is, we are ultimately interested in showing how [image: y] on average changes as a function of [image: x], which we can think of as the graph [image: \bar{y}] on the ordinate ("[image: y]" axis) against [image: x] on abscissa ("[image: x]" axis).






Examples of such measurements in particle collisions are of the invariant transverse momentum spectrum






[image: \frac{1}{p_{\mathrm{T}}} \frac{\mathrm{d}N}{\mathrm{d}p_{\mathrm{T}}}\quad\text{versus}\quad p_{\mathrm{T}}\quad,]






or the pseudorapidity distribution of charged particles






[image: \frac{\mathrm{d}N_{\mathrm{ch}}}{\mathrm{d}\eta}\quad\text{versus}\quad\eta\quad.]






Both of these measurements are made over many events where each event has a specific distribution of transverse momentum or pseudorapidity.

That is, for every event we have a specific realization of a distribution, and we want to find the average distribution. This means that histograms are not good for representing our result in the end. We may use histograms to find the distribution for an event, but in the end we will have an average over these.






These kinds of distributions are often called profile histograms or just profiles. Neither NumPy nor SciPy directly support profiles, but fortunately we have tools available so that we can make such objects.






Example: Charged particle pseudoradity density.¶
In this example, we will determine the charged-particle pseudorapidity density






[image:  \frac{\mathrm{d}N_{\mathrm{ch}}}{\mathrm{d}\eta}\quad.]







In relativistic collisions between particles, such as protons or heavy ions, this depends on several parameters and the details of the production of particles. Here we will make a simple but relatively good model.

First of all, we define what we understand by pseudorapidity. We define our coordinate system so that the colliding particles travel in opposite directions along the [image: z] axis. The pseudorapidity [image: \eta] of a given particle is then






[image: \eta = -\log\left[\tan\left(\frac{\vartheta}{2}\right)\right]\quad,]






where [image: \vartheta] is the polar angle - or the angle to the positive [image: z] axis. For a particle with the momentum vector [image: \vec{p}] and transverse momentum [image: p_{\mathrm{T}}=\sqrt{p_x^2+p_y^2}]






[image: \vec{p} = \begin{bmatrix} p_x\\p_y\\p_z\end{bmatrix}\quad p_{\mathrm{T}}=\sqrt{p_x^2+p_y^2}\quad,]







we then have






[image:  \vartheta = \tan^{-1}\left(\frac{p_{\mathrm{T}}}{p_z}\right)\quad.]






We call [image: \eta] for pseudo-rapidity as it is an approximation to the relativistic rapidity (speed)






[image:  y = \log\left[\frac{E+p_z}{E-p_z}\right]\quad E=\sqrt{m^2+p^2}\quad, ]






where [image: E] and [image: m] are the energy and the mass of the particle, respectively. For [image: p\gg m] we see that [image: y\approx \eta]. Furthermore, we find that






[image:  \frac{\mathrm{d}y}{\mathrm{d}\eta} = \frac{p}{E} = \frac{1}{\sqrt{1+\frac{m^2}{p_{\mathrm{T}}^2\cosh^2\eta}}} = \frac1{\sqrt{1+a^2/\cosh^2\eta}}\quad,]






where we have put [image: a=m/p_{\mathrm{T}}].






Further, one can show that






[image: \begin{align*} E &= \frac{m\sqrt{a^2\sin^2\vartheta+1}}{\sin\vartheta}\\ p_z &= \frac{m}{a\tan\vartheta}\\ y &= \tanh^{-1}\left(\frac{p_z}{E}\right)\\ \tanh(y) &=  \frac{   \frac{m}{a\tan\vartheta}   }{     m       \frac{\sqrt{a^2\sin^2\vartheta +1}}{\sin\vartheta}    }\\    &= \frac{\cos\vartheta}{\sqrt{a^2\sin^2+1}}\quad, \end{align*}]






which has 4 solutions






[image: \vartheta = \pm 2\tan^{-1}\left(\sqrt{-\frac{2a^2t^2 + t^2 \pm 2t\sqrt{a^2+1}\sqrt{a^2t^2+1}+1}{t^2-1}}\right)\quad,]






where [image: t=\tanh(y)]. However, it turns out that only the solutions with [image: +] and [image: -] respectively are relevant.






We can therefore calculate [image: \eta] from [image: y] for a given [image: a] by






[image: \begin{align*}  \eta &= -\log\left(\tan\frac{\theta}{2}\right)\\  &= -\log\left(\tan\left[2\tan^{-1}\left(\sqrt{-\frac{2a^2t^2 + t^2 - 2t\sqrt{a^2+1}\sqrt{a^2t^2+1}+1}{t^2-1}}\right)\frac12\right]\right)\\  &= -\log\left(\tan\tan^{-1}\left[\sqrt{-\frac{2a^2t^2 + t^2 - 2t\sqrt{a^2+1}\sqrt{a^2t^2+1}+1}{t^2-1}}\right]\right)\\  &= -\log\left(\sqrt{-\frac{2a^2t^2 + t^2 - 2t\sqrt{a^2+1}\sqrt{a^2t^2+1}+1}{t^2-1}}\right)\\  &= -\frac12\log\left(-\frac{2a^2t^2 + t^2 - 2t\sqrt{a^2+1}\sqrt{a^2t^2+1}+1}{t^2-1}\right)  \end{align*}]






We choose to model the particle production in relativistic collisions so that the number of particles per rapidity [image: y] is normally distributed






[image:  y \sim N(0,\sigma)\quad, ]






where we choose [image: \sigma=4]. We  then have






[image:  \frac{\mathrm{d}N_{\mathrm{ch}}}{\mathrm{d}\eta} = \frac{\mathrm{d}y}{\mathrm{d}\eta}\frac{\mathrm{d}N_{\mathrm{ch}}}{\mathrm{d}y}\quad.]






We choose in our model to keep the ratio of [image: a=m/p_{\mathrm{T}}=\tfrac12] constant for all particles.






With these in place we can build our model for relativistic particle collisions:


	Select a random number of particles: [image: n]

	Pick [image: n] random [image: y~N(0,\sigma)] with [image: \sigma=4].

	Calculate [image: \eta_j] from [image: \tanh(y)=\cos\vartheta/\sqrt{a^2\sin^2\vartheta + 1}] with [image: a=\tfrac12].

	Histogram all [image: \eta_j] and multiply each bins content by [image: 1/\sqrt{1+a^2/\cosh^2\eta_i}] where [image: \eta_i] is the center value of the bin

	Repeat the steps above [image: N] times and then calculate the average distribution.








Let us start by defining a function that creates one event given by a series of rapidities [image: y_j]. The function takes the argument rnge which is a lower and upper limit on how many particles we will make and sigma which defines the width of the normal distribution that we will distribute [image: y_j] after. We start by choosing a random number of particles between the lower and upper limits and then we generate that many rapidity values.










def genRapidities(rnge=(60,70),sigma=4):
    from numpy.random import randint, normal
    
    return normal(0,sigma,randint(rnge[0],rnge[1]))














This feature performs the first two steps of our model. Now let's do the next two steps as a function. The function takes as arguments


	the list of [image: y_i] values

	our parameter [image: a=m/p_{\mathrm{T}}]

	bin boundaries












from numpy import linspace

def dyTodeta(y,a=1/2,bins=linspace(-5,5,26)):
    from numpy import tanh, sqrt, log
    t   = tanh(y)
    tmp = -((1+2*a**2)*t**2 - 2*t*sqrt(a**2+1)*sqrt(a**2*t**2+1) + 1)/(t**2-1)
    return histogram(-0.5 * log(tmp[tmp>0]),bins=bins,normalize=False)














Here we could have introduced weights to simulate various conditions. In that case, we would give these weights to our histogram function. The weights could depend on [image: \eta] or [image: y].

Let's make one event and draw the distributions of [image: \eta] and [image: y] with count uncertainty.










from matplotlib.pyplot import xlabel, ylabel, legend

bins = linspace(-5,5,26)
y    = genRapidities((1000,1001))
heta = dyTodeta(y,bins=bins)
hy   = histogram(y,bins=bins,normalize=False)
plot_hist(*heta,fmt='*',label=r'$\eta$')
plot_hist(*hy,  fmt='o',label=r'$y$')

xlabel(r"$\eta$, $y$")
ylabel(r"$\mathrm{d}N_{\mathrm{ch}}/\mathrm{d}\eta,y$")
legend();
















Figure













Count density of a single event for both pseudorapidity [image: \eta] and rapidity [image: y].












So far so good. Now we just lack the fifth and final step. In this step we will create [image: N] events and find the distributions [image: \mathrm{d}N_{\mathrm{ch}}/\mathrm{d}\eta,y] for each event. Next, for each [image: \eta] and [image: y] bin, we want to calculate the average and its uncertainty.

We make a function to perform this simulation. The function takes as arguments


	[image: N] - the number of events we want to make

	A minimum and maximum number of particles per event.

	Bin boundaries

	our parameters [image: a] and [image: \sigma]



The function will return


	the average [image: \mathrm{d}N_{\mathrm{ch}}/\mathrm{d}\eta,y] and their uncertainties,

	bin midpoints and wide.












def simulate(nevents,nrange=(60,70),bins=linspace(-5,5,26),a=1/2,sigma=4):
    from numpy import diff
    
    weta = Welford(len(bins)-1)
    wy   = Welford(len(bins)-1)
    x    = (bins[1:]+bins[:-1])/2 
    dx   = diff(bins)
    
    for i in range(nevents):
        y        = genRapidities(nrange,sigma=sigma)
        yeta, *_ = dyTodeta(y, bins=bins,a=a)
        yy,   *_ = histogram(y,bins=bins,normalize=False)
        weta.update(yeta)
        wy  .update(yy)
        
        
    return weta.mean, weta.sem, wy.mean, wy.sem, x, dx 














Note that we do not propagate the error in each event to our average. If we did, we would make the mistake that our final uncertainty would not represent the uncertainty of our averages.

Here we have used our class Welford to calculate the average. If our events had different weights or that each [image: \eta] or [image: y] bin had different weights, we could have used our West class. If we were further interested in the covariance over [image: \eta] and [image: y] bins we could have initialized including the covariance.

For this kind of analysis, where we can discard the event data as soon as we are done with it, it makes sense to use on-line calculations such as Welford or West.






Let's generate  [image: 100\,000] events with


	number of particles [image: n\in[60,70]]

	[image: a=1/2]

	[image: \sigma=4]

	in 25 bins over [image: \eta,y\in[-5,5]]



(These parameters fit roughly with proton-proton collisions at [image: \sqrt{s}=7\,\text{TeV}])

We also graph the result.










meanEta,uncEta,meanY,uncY,xEtaY,dEtaY = simulate(10000)

plot_hist(meanEta,xEtaY,dEtaY,uncEta, fmt="*",label=r"$\eta$")
plot_hist(meanY,  xEtaY,dEtaY,uncY,   fmt="o",label=r"$y$")
xlabel(r"$\eta$, $y$")
ylabel(r"$\mathrm{d}N_{\mathrm{ch}}/\mathrm{d}\eta,y$")
legend();
















Figure








/usr/lib/python3/dist-packages/ipykernel_launcher.py:6: RuntimeWarning: divide by zero encountered in true_divide
  













Estimated (average) count density for both pseudorapidity [image: \eta] and rapidity [image: y].












Summary¶
We have seen an example of the use of profiles. This is meant as inspiration for other analyzes. We have not formulated actual procedures for profiles, but we have made use of different functionality we have developed above.















Curve fitting¶






Purpose¶

	To be able to use curve fitting in a statistical analysis.

	To be able to formulate models used in curve fitting.

	To be able to determine the number of degrees of freedom [image: \nu].

	To be able to calculate the [image: \chi^2] statistic for a curve fit.

	To be able to distinguish between linear and non-linear models.

	To be able to use curve fitting to test a hypothesis of a given probability distribution based on a sample.

	Have an intuition about how curve fitting is done.

	To be able to use an exact solution for linear models.








Curve fitting in general¶
By curve fitting we understand a procedure where we try to fit a curve (or function) to a sample. We can have two purposes for curve fitting


	Finding a function that best describes our sample. We will _parameterize _our sample with a function.

	We will test if a _hypothesis _is consistent with our sample.



In the first case, we are not interested in that the parameterization [image: P]'s form from a particular hypothesis, and we cannot as such interpret our parameterization as a statement about the underlying causes of our sample.

In the second case, we have a hypothesis [image: H] which we challenge with our sample. If the hypothesis does not fit h the sample, we can exclude the hypothesis with some probability. In this sense, curve fitting can be seen as an expression of the scientific method : Given a hypothesis [image: H] of [image: E], design an experiment that examines [image: E] with the estimate [image: \hat{E}], and determines whether [image: H] is consistent with [image: \hat{E}].

In both cases, we often call [image: f] for our model of the data (sample).

There are many different methods for making curve fitting. The two most common are least squares and maximum likelyhood. Here we will only deal with the least square method.






[image: \chi^2] - quality of fit¶
Suppose we have the sample






[image: \{(x_1,y_1,\delta_1),\ldots,(x_N,y_N,\delta_N)\}\quad,]







where each [image: (x_i,y_i,\delta_i)] represents the observation [image: y_i\in Y], its uncertainty [image: \delta_i], at the value [image: x_i\in X]. Suppose furthermore that the curve we seek to fit is [image: f:X\rightarrow Y] - that is, a mapping from the set [image: X] into the set [image: Y]. The [image: f] curve typically depends on one or more parameters [image: \theta], and we will often write [image: f(x;\theta)] to underline this dependence.

If we seek to test a hypothesis [image: H], then the [image: f] is the probability distribution of [image: X] given this hypostesis and [image: Y] are the possible probabilities.






We can calculate the residual at each point with






[image:  r_i = \frac{y_i - f(x_i;\theta)}{\delta_i}\quad,]







or _the distance from the observed value [image: y_i] to the expected value [image: f(x)]_ appropriately scaled by the uncertainty [image: \delta_i], at the [image: x_i] point. The least squares method seeks to determine (estimate) the values of the parameters [image: \theta=\hat\theta] such that the sum of the square residuals






[image: \chi^2 = \sum_{i=1}^N r_i^2 = \sum_{i=1}^{N} \frac{\left(y_i - f(x_i;\hat\theta)\right)^2}{\delta_i^2}\quad,]






is the least possible. That is, we seek to find the parameters [image: \hat\theta] such that the normalized square distance from the sample ([image: y_i]) to the function ([image: f(x_i)]) is at its smallest - hence the name smallest square.

Note that in curve fitting our free parameters are [image: \hat\theta] - not [image: (x_i,y_i,\delta_i)]. That means that we think of [image: f] - and hence [image: \chi^2] - as a function of the parameters [image: \hat\theta]. The sample [image: (x_i,y_i,\delta_i)] are thought of as given and constant and is not varied in curve fitting.






The variable [image: \chi^2] is called the chi-square and is thus a measure of how well our function [image: f] describes the sample. If we have [image: N] elements in our sample and the function [image: f] has [image: N_f] parameters, then we define 
the number of degrees of freedom)






[image:  \nu = N-N_f\quad.]







One can show that if the residual [image: r_i] are normal distributed, or that [image: y_i] are statistically scattered around [image: f(x_i)], then we expect [image: \chi^2=\nu] (see later). This leads to the requirement for a suitable curve fitting of






[image: \frac{\chi^2}{\nu}\approx 1\quad.]







The variable [image: \chi^2/\nu] is called the reduced [image: \chi^2].

This requirement corresponds to, if we repeat the measurement and these samples are taken from the [image: f] distribution function, then it is equally likely to get a smaller or larger [image: \chi^2].






A good parameterisation [image: f] of the sample must therefore give [image: \chi^2\approx\nu], and we worry less about the functional form of [image: f]. If we force our [image: f] to give [image: \chi^2/\approx\nu], however, we cannot interpret [image: f] as a underlying probability distribution, and parameters [image: p] have no phyiscal meaning.






If, on the other hand, we test whether the hypothesis [image: H] - expressed via [image: f] - is consistent with the sample, we will reject the hypothesis if [image: \chi^2/\nu\not\approx 1]. Exactly how far from unit [image: \chi^2/\nu] should be in order to reject the hypothesis depends on our [image: \nu] and the model, as well as the statistical significance we are looking for.






Example: Calculating [image: \chi^2]¶
Neither NumPy nor SciPy has a function to calculate [image: \chi^2] given a sample, a model, and parameters, so we will define one here. Our function will take as parameters


	[image: x] our independent variable

	[image: y] our dependent variable

	[image: \delta] uncertainty of [image: y]. If none is given, we assume that all uncertainties are 1

	[image: f] our model. This must be a function defined like

def f (x, *theta):



which thus takes our independent variable as the first argument and calculates the dependent value given the parameters [image: p].



	[image: p] our model's parameters



	Optionally [image: \delta_x] - the uncertainty on the independent variable [image: x].  If this is given, then we will use the  effektive variance (see here).

	Optionally, a function to calculate [image: \mathrm{d}/\mathrm{d}x] as used in the effektive variance. 

	Optionally, a step length if [image: \mathrm{d}/\mathrm{d}x]  is calculated numerically 



The function returns our [image: \chi^2] and [image: \nu]








chi2nu


def chi2nu(x,y,f,theta,delta=None,deltax=None,df=None,df_step=None):
    from numpy import ones_like, sum, array, gradient, asarray,ndim
    if delta is None:
        delta = ones_like(y)
        
    if len(x) != len(y):
        raise ValueError("Inconsistent sizes of X and Y")
    
    if len(delta) != len(y):
        raise ValueError("Inconsistent sizes of Y and Delta")
    
    d2 = asarray(delta)**2
    if deltax is not None:
        d2 = effective_variance(x,deltax,f,theta,delta,df,df_step)
        
    xnz = asarray(x)[d2>0]
    ynz = asarray(y)[d2>0]
    dnz = d2[d2>0]
    
    try:
        ret = sum((ynz-f(xnz,*theta))**2/dnz,axis=0)
    except:
        ret = sum([(yy - f(xx,*theta))**2/dd for xx,yy,dd in zip(xnz,ynz,dnz)],axis=0)
        
    return ret, len(ynz)-len(theta)














Let's make a sample with [image: x\in[0,1]] and [image: y=a+bx+cx^2] where we add some noise, which will also be our uncertainties. We adopt the model






[image:  f(x;a',b',c') = a'+b'x+c'x^2\quad,]







where we do not necessarily choose [image: a'=a], [image: b'=b], or [image: c'=c]










from numpy import linspace
from numpy.random import normal 
from matplotlib.pyplot import xlabel, ylabel, legend, plot, errorbar

x = linspace(0,1,10)
a = 1
b = 2
c = 3
y = a + b * x + c * x**2
e = [normal(0,yi/10) for yi in y]
y += e

def f(x,a,b,c):
    return a+b*x+c*x**2

errorbar(x,y,e,fmt="o",label="Data")

for p in [(1,2,3),(1,2,2),(1,3,3),(0,2,3)]:
    chi2,nu = chi2nu(x,y,f,p,e)
    
    plot(x,f(x,*p),label=fr"$a={p[0]},b={p[1]},c={p[2]},\chi^2={chi2:.2f}$")
    
xlabel(r"$x$")
ylabel(r"$y$")
legend();
















Figure













Difference in [image: \chi^2] for data and different curves.












Linear models¶
If our function [image: f] is linear in the parameters [image: \hat\theta] we say we have a linear model. Examples of functions that are linear in the parameters are






[image: \begin{align*}      &a x + b              & \text{hvor} && \hat\theta&=\{a,b\}\\     &a x^2 + b x + c      & \text{hvor} && \hat\theta&=\{a,b,c\}\\     &a e^{-x} + b \log(x) & \text{hvor} && \hat\theta&=\{a,b\}\quad. \end{align*}]






In general, we have that a linear model can be written as






[image:  f(x;\hat\theta) = \sum_{i=1}^{N_f} \hat\theta_i f_i(x)\quad,]






where each function [image: f_i] is independent of [image: \hat\theta], or






[image:  \forall \hat\theta_j\in\hat\theta : \frac{\partial f_i}{\partial \hat\theta_j} = 0\quad.]







If our model of this type we can write the solution to our minimization problem in the form of a matrix equation






[image:  b^T = \hat\theta^T A\quad, ]






where the vector [image: b] has [image: N_f] components given by






[image:  b_j = \sum_{i=1}^N \frac{y_i f_j(x_i)}{\delta_i^2}\quad,]






the vector [image: \hat\theta] is our parameters, and the symmetric matrix [image: A] is given by






[image:  A_{kj} = \sum_{i=1}^N \frac{f_k(x_i)f_k(x_i)}{\delta_i^2}\quad.]







The solution is then given by






[image:  \hat\theta^T = b^T A^{-1}\quad,]






or






[image:  \hat\theta_k = \sum_{j=1}^{N_f} (A_{kj})^{-1} \sum_{i=1}^{N} \frac{y_i f_j(x_i)}{\delta_i^2}\quad.]






In order to find [image: \hat\theta] we "only" need to invert the matrix [image: A]. Furthermore, we have that [image: A^{-1}] is the covariance between the parameters so that the uncertainty of [image: \hat\theta_k] is given by






[image: \delta_{p_k} = \sqrt{(A_{kk})^{-1}}\quad.]






Example: Linear model¶
Here we will fit the function






[image:  f(x;\theta) = \theta_1 + \theta_2 x + \theta_3 x^2\quad,]







to measurements of temperature [image: T] as a function of the voltage from a thermocouple, data from Bevington). We have that






[image: \begin{align*}   f_1(x) &= 1\\   f_2(x) &= x\\   f_3(x) &= x^2\quad. \end{align*}]






We will use the function numpy.linalg.lstsq to find [image: \hat\theta]. This function expects the measurements [image: y_i] (here our voltage) scaled with the uncertainty, and the matrix






[image:  \begin{bmatrix}   f_1(x_1)/\delta_1 & f_2(x_1)/\delta_1 & f_3(x_1)/\delta_1\\   \vdots & \vdots & \vdots\\   f_1(x_N)/\delta_N & f_2(x_N)/\delta_N & f_3(x_N)/\delta_N \end{bmatrix}\quad, ]






which we must calculate. We estimate the uncertainty of each measurement of [image: V] for [image: \delta_V=0.05].










from numpy import arange, ones_like, array
from numpy.linalg import lstsq

T = arange(0,105,5)
V = [-.849, -.738, -.537, -.354, -.196, -.019, 0.262, 
     0.413, 0.734, 0.882, 1.258, 1.305, 1.541, 1.768, 
     1.935, 2.147, 2.456, 2.676, 2.994, 3.200, 3.318]
eV = ones_like(V)*0.05

fT = array([[1, x, x**2]/eV[i] for i, x in enumerate(T)])
p, *_ = lstsq(fT,V/eV,rcond=-1)














Let's calculate [image: \chi^2], [image: \nu], and the covariance for this curve fit










from numpy import matrix, sqrt, diagonal, dot
from numpy.linalg import inv 

chi2, nu = chi2nu(T,V,lambda x,a,b,c : a+b*x+c*x**2, p, eV)
covar    = matrix(dot(fT.T,fT)).I
covar    = inv(fT.T @ fT)

print(f"chi^2/nu: {chi2:.1f} / {nu:d} = {chi2/nu:.2f}")
for pv, pe, in zip(p,sqrt(diagonal(covar))):
    print_result(pv, pe)















chi^2/nu: 26.6 / 18 = 1.48
   -0.92 +/-     0.03
   0.038 +/-    0.001
 0.00005 +/-  0.00001













In the code above, will need to by rather meticolous, so let's write a function that does it for us. Our function will take as input


	[image: x] our independent variable

	[image: y] our dependent variable

	[image: \delta] uncertainty in [image: y]. If we give none, we assume the uncertainties are all 1.

	[image: \{f_j | j\in[1,\ldots,N_f]\}], that is, a list of each term in the linear function



The function will return


	[image: \hat\theta] The estimate of the parameters

	[image: C] The covariance matrix










lin_fit


def lin_fit(f,x,y,delta=None):
    from numpy import ones_like, matrix, array, dot
    from numpy.linalg import lstsq, inv
    
    if delta is None:
        delta = ones_like(y)
        
    if len(x) != len(y):
        raise ValueError("X and Y must have equal length")
        
    fx = array([[fj(xi)/ey for fj in f] 
                for xi,ey in zip(x,delta)])
    
    p, *_ = lstsq(fx, y/delta,rcond=-1)
    
    # pcov = matrix(dot(fx.T, fx)).I
    pcov = inv(fx.T @ fx)
    
    return p, pcov

linfit = lin_fit














Let's repeat our curve fitting with this feature.










f = [lambda x: ones_like(x), lambda x: x, lambda x: x**2]
p, covar = lin_fit(f,T,V,eV)














Let's plot the result. Since we are going to do many of these kinds of plots - i.e., plot of  data and a fitted curve, we will define a function that does it for us.






We will define this function plot_fit via a number of other functions. Some of these are a bit complex, so you can skip them in the reading. The functions can be called independently of plot_fit. The first function draws a table of parameter values, and optionally [image: \chi^2/\nu], and the [image: p] value of [image: \chi^2_{\nu}]. The uncertainty parameters are rounded to a number of significant digits and the values are rounded to the same precision. We can also scale and possibly give units.








plot_fit_table


def plot_fit_table(p,ep,nsig=1,
                   chi2nu=None,pvalue=None,
                   parameters=None,**kwargs):
    from matplotlib.pyplot import gca
    from numpy import floor, log10, abs, ndim, sqrt, diagonal, atleast_1d
    from scipy.stats import chi2 
# Source code has been truncated














The next function draws the function we have fitted with the found parameters values and possibly with an uncertainty band around.








plot_fit_func


def plot_fit_func(x,f,p,cov,**kwargs):
    from matplotlib.pyplot import gca 
    from numpy import ndim, sqrt, diagonal
    
    ax      = kwargs.pop('ax',     gca())
    band    = kwargs.pop('band',   kwargs.pop('band_kw',True))
    
    fy = f(x,*p)
    if band and cov is not None:
        band_kw = {}
        if isinstance(band,dict):
            band_kw = band 
            
        bs = band_kw.pop('step_factor',1)
        ef = band_kw.pop('factor',     1)
        if 'alpha' not in band_kw: band_kw['alpha'] = 0.5
        if 'color' not in band_kw: band_kw['color'] = 'y'
        
        ee = cov 
        if ndim(cov) == 2:
            ee = sqrt(diagonal(cov))
            
        # f is a function of the parameters for the purpose 
        # of propagating uncertainties from the parameters
        fe = sqrt(propagate_uncertainty(lambda p:f(x,*p),p,ef*cov,bs*ee))
        ax.fill_between(x,fy-fe,fy+fe,**band_kw)
    
    
    return ax.plot(x,fy,**kwargs) # Plot fit














Finally, we can put our plot_fit function together. This function draws data, the fitted function, and a table of parameters. We can customize the graph with a lot of options.








plot_fit


def plot_fit(x,y,delta,f,p,ep,xdelta=None,df=None,**kwargs):
    
    from numpy import sqrt, isscalar, diag, ndim, shape, array, \
        atleast_1d, asarray, concatenate, diagonal
    from matplotlib.pyplot import gca, sca, errorbar 
# Source code has been truncated














The code above is long, but since we want to use the functionality over and over again, it will quickly prove worthwhile.

After all that code, we can finally draw our fit.










def ff(x,*p):
    from numpy import sum 
    return sum(array([pj*fj(x) for pj,fj in zip(p,f)]),axis=0)

plot_fit(T,V,eV,ff,p,covar,
         parameters=[{'label':'a','scale':'auto','unit':'a.u.'},
                      'b', {'label':'c','scale':-4}],
         data={"label":"Data",'xerr':2.5,'fmt':'o'},
         fit={"label":"Model",'ls':'--'},
         band={'label':'Uncertainty'},
         table={'title':{'label':'Fit','color':'C1'},'loc':'upper left'},
         legend={"loc":'lower right'});
















Figure













Linear least-squares curve fitting to data. The band about the curve shows the uncertainty in the parameters.












Residuals¶






The residuals [image: r_i] between a function [image: f] and the data points [image: \{(x_i,y_i,\delta_i)\,|\,i=1,\ldots,N\}] where [image: \delta_i] is the uncertainty of [image: y_i] is given by

[image: r_i = \frac{y_i - f(x_i)}{\delta_i}\quad.]
Assuming that [image: f(x_i)] gives us the "true" value of [image: y] and that [image: y_i] is normal distributed with

[image: y_i\sim\mathcal{N}[f(x_i),\sigma_i]\quad,]
and furthermore that [image: \delta_i] is an estimate of the standard deviation [image: \sigma_i], then we expect that

[image: P(|r_i|<z) = \int_{-z}^{z}\mathrm{d}z'\,\frac{1}{\sqrt{2\pi}}e^{-\frac12z'^2}\quad.]
Or maybe more recognizable that there is about [image: 65\%] chance to [image: |r_i|<1] and [image: 95\%] to [image: |r_i|<2]. We therefore calculate how much of the residuals are within these boundaries and we can expect that they fit roughly with these numbers. However, it is an expectation - that is, it is only met in the [image: N\rightarrow\infty] limit. If [image: N] is small then it is reasonable to assume that the fraction of residuals does not quite match expectations.






Let's calculate the residuals of our data against our curve fit from above. First, however, we will define a function residuals that computes residuals in general









residuals


def residuals(x,y,f,p,ey=None):
    from numpy import atleast_1d, ones_like
    ee = ones_like(x) if ey is None else atleast_1d(ey)
    mm = ee != 0
    ee = ee[mm]
    xx = atleast_1d(x)[mm]
    yy = atleast_1d(y)[mm]
    rr = (y - f(x,*p)) / ee 
    return xx, rr 














Note that we explicitly filter all points where the uncertainty is zero. We do this not only because we would otherwise have infinities, but also because a vanishing uncertainty is a sign that the point is not at all determined.

We draw our residuals from the previous curve adjustment










from matplotlib.pyplot import axhline 

xr, r = residuals(T,V,ff,p,eV)

plot(xr,r,'o',label='Residuals')
for n, ls in zip([1,2],['--','-.']):
    axhline(+n,ls=ls,color='gray',label=fr'${n}$')
    axhline(-n,ls=ls,color='gray')

xlabel(r'$T$')
ylabel(r'$(V-f(T))/\delta$')
legend(loc='upper left');
















Figure













Residuals for curve fitting data. The lines show [image: \pm1] and [image: \pm2] uncertainties away from the curve.












As we can see from the figure, there are few residuals outside [image: [-1,1]] and even fewer outside [image: [-2,2]]. We can calculate the fraction of points within the two intervals










from numpy import abs

for n in [1,2]:
    m = len(r)
    s = (abs(r) < n).sum()
    print(f'{s:<2d} out of {m:2d} residuals within [-{n},{n}]: {s/m*100:5.1f}%')















11 out of 21 residuals within [-1,1]:  52.4%
20 out of 21 residuals within [-2,2]:  95.2%













Given that we have 21 points, the proportions of points we find quite reasonable - 21 are not very many points.

Finally, we create a function that can visualize the residuals along with the uncertainty of [image: f(x_i)] scaled with the uncertainty of [image: y_i]








plot_residual


def plot_residual(x,y,f,p,cov=None,ey=None,**kwargs):
    from matplotlib.pyplot import plot, fill_between, gca
    from numpy import atleast_1d, ones_like, sqrt
    
    res = kwargs.pop('residuals',True)
    fun = kwargs.pop('function', True)
    ax  = kwargs.pop('ax',kwargs.pop('axes', gca()))
    
    def v2kw(v,strkey='label'):
        if isinstance(v,dict):
            return v
        if isinstance(v,str):
            return {strkey:v}
        return dict()
    
    ra = None
    if res:
        res_kw = v2kw(res)
        rx, r = residuals(x,y,f,p,ey)
        ra = plot(rx, r, **res_kw)
        
    fa = None
    if fun and cov is not None:
        fun_kw = v2kw(fun)
        if 'color' not in fun_kw: fun_kw['color'] = 'y'
        if 'alpha' not in fun_kw: fun_kw['alpha'] = 0.5
            
        ee = ones_like(x) if ey is None else atleast_1d(ey)
        mm = ee != 0
        ee = ee[mm]
        xx = atleast_1d(x)[mm]
        yy = atleast_1d(y)[mm]
        ff = sqrt(propagate_uncertainty(lambda p : f(xx,*p), p, cov)) / ee
        
        fa = fill_between(xx,-ff,ff,**fun_kw)
        
    return ra, fa














We plot our previous curve fit with plot_fit and the residuals with plot_residual in the same figure with subplots.










from matplotlib.pyplot import subplots

fig, ax = subplots(nrows=2,sharex=True,
                   gridspec_kw=dict(hspace=0,height_ratios=(3,1)))
plot_fit(T,V,eV,ff,p,covar,ax=ax[0],
         parameters=['a','b','c'],
         data={"label":"Data",'fmt':'none','xerr':2.5},
         table={'loc':'upper left'},
         fit="Model",
         legend={'loc':'lower right'})
plot_residual(T,V,ff,p,covar,eV,ax=ax[1],
              residuals={'label':'Residuals','marker':'.','ls':'none'},
              function={'label':'Model'})
ax[1].set_xlabel(r'$T$')
ax[1].set_ylabel(r'$(y-f(x))/\delta$')
ax[0].set_ylabel(r'$V$');
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Data and curve fitting (top) and residuals (bottom).












Nonlinear models¶
For non-linear models, that is, models for which we cannot write the function as a sum of terms as above, we do not have an analytical solution to minimize [image: \chi^2]. Instead, we must resort to numerical and iterative methods. We will not go into detail with the various methods here. Most methods search the domain of the parameter values, often using the gradient of [image: \chi^2] with respect to the parameters






[image:  \nabla \chi^2(p) = \begin{bmatrix}      \frac{\partial \chi^2}{\partial \hat\theta_1}\\     \vdots\\      \frac{\partial \chi^2}{\partial \hat\theta_N}     \end{bmatrix}\quad. ]






In general, we find, with






[image:  r(p;x,y,\delta) = \frac{y - f(x,\hat\theta)}{\delta} ]






that






[image: \begin{align*} \frac{\partial\chi^2(\hat\theta)}{\partial \hat\theta_j} &= \sum_{i=1}^{N}\frac{\partial r^2(p;x_i,y_i,\delta_i)}{\partial \hat\theta_j}\\ &= \sum_{i=1}^{N}2r(\hat\theta;x_i,y_i,\delta_i)\frac{\partial r(\hat\theta;x_i,y_i,\delta_i)}{\partial \hat\theta_j}\\ &= \sum_{i=1}^{N}-2r(\hat\theta;x_i,y_i,\delta_i)\frac1{\delta_i}\frac{\partial f(x;\hat\theta)}{\partial \hat\theta_j}\quad, \end{align*}]






where the last line follows from [image: y_i] and [image: \delta_i] are independent of the [image: \hat\theta] parameters, so that






[image: \frac{\partial r(\hat\theta;x,y,\delta)}{\partial \hat\theta_j} = -\frac1{\delta}\frac{\partial f(x;\hat\theta)}{\partial \hat\theta_j}\quad.]






If we can determine the gradient analytically, it can often improve the curve fitting a great deal.






Example: Curve fit with gradient descent¶
In this example, we will implement our own curve fitting algorithm for a non-linear model. The method we want to use is called gradient descent and uses the [image: \chi^2] gradient to minimize [image: \chi^2].

The code here is not meant to be the actual code for use, but illustrates well how curve-fitting algorithms work.






We will take random numbers from a normal distribution and try to fit






[image: f(x;A,\mu,\sigma) = A\frac{1}{\sqrt{2\pi}\sigma}e^{-\frac12\frac{(x-\mu)^2}{\sigma^2}}\quad,]






to the sample. The function [image: f] is clearly not linear in the [image: \mu] and [image: \sigma] parameters. We want to minimize






[image:  \chi^2 = \sum_{i=1}^{N}\frac{\left(y_i - f(x_i;A,\mu,\sigma)\right)^2}{\delta_i^2}\quad, ]






We find gradient of [image: f] to be






[image:  \nabla f(x;A,\mu,\sigma) = f(x;A,\mu,\sigma) \begin{bmatrix}  \frac{1}{A}\\  \frac{x-\mu}{\sigma^2}\\  \frac{(x-\mu)^2-\sigma^2}{\sigma^3}  \end{bmatrix}\quad. ]






Let's write a function chi2gradNorm which calculates both [image: \chi^2] and [image: \nabla\chi^2] for a given set of parameters [image: \hat\theta]










def gaus(x,A,mu,sigma):
    from numpy import sqrt, pi, exp
    return A/(sqrt(2*pi)*sigma) * exp(-0.5*(x-mu)**2/sigma**2)

def chi2gradNorm(x,y,delta,par):
    from numpy import sqrt, pi, exp, zeros_like, sum
    A, mu, sigma = par
    fx           = gaus(x,*par)
    r            = zeros_like(y)
    mask         = delta > 0
    r[mask]      = (y[mask]-fx[mask])/delta[mask]
    chi2         = sum(r**2)
    rr           = zeros_like(y)
    rr[mask]     = -2*r[mask]*fx[mask]/delta[mask]
    g            = sum([rr/A, 
                        rr*(x-mu)/sigma**2,
                        rr*((x-mu)**2-sigma**2)/sigma**3],
                       axis=1)
    return chi2, g














We now have the function we want to minimize, plus we get the gradient of the that function. Our algorithm is as follows


	Check for [image: g_i = |\nabla\chi^2(\hat\theta_i)|<\varepsilon].
	If this is the case, we have found our minimum [image: \hat\theta_i] and we have finished





	Otherwise we change the parameters in the opposite direction of the gradient


[image:  \hat\theta_{i+1} = \hat\theta_i - \gamma_i g_i\quad,]

where [image: \gamma_i] is a step length.



	Calculate the gradient


[image:  g_{i+1} = \nabla\chi^2(\hat\theta_{i+1})\quad,]

with the new parameter values [image: \hat\theta_{i+1}].



	Calculate


[image: \gamma = \frac{(\hat\theta_{i+1}-\hat\theta_i)^T(g_{i+1}-g_i)}{|g_{i+1}-g_i|^2}\quad.]

Note we interpret [image: \hat\theta] as a vector and the numerator above is the inner (dot) product between the vectors [image: \hat\theta_{i+1}-\hat\theta_i] and [image: g_{i+1}-g_i].



	Let [image: i=i+1] and go back to 1.





We will implement this algorithm as a function










def gradientDescent(f,p,gamma=1e-6,maxiter=1000,epsilon=1e-3,history=False):
    # Illustrational code only
    # Warning: Not for production.  
    # A production version of this code would use scipy.optimizer 
    from numpy import dot, array
    from numpy.linalg import norm
    p0        = None
    p1        = array(p)
    grad0     = None
    v0        = None
    v1, grad1 = f(p1)
    step      = 0
    
    phist = None
    vhist = None
    if history:
        phist = [p1]
        vhist = [v1]
        
    while norm(grad1) > epsilon and step < maxiter:
        p1, ptmp        = p1 - gamma * grad1, p1
        (v1, grad1),gradt,v0 = f(p1),grad1,v1
        if v1 > v0:
            gamma     /= 2
            p1        =  p0 - gamma * grad0
            v1, grad1 =  f(p1)
            continue
        p0 = ptmp
        grad0 = gradt
        
        dp = p1-p0
        dg = grad1-grad0    
        if norm(dg) > 1e-9:
            gamma         =  dot(p1-p0,grad1-grad0)/norm(grad1-grad0)**2
        step              += 1
        
        if phist is not None:
            phist.append(p1)
            vhist.append(v1)
    
    if step >= maxiter:
        raise RuntimeError("Did not converge in {} iterations".format(maxiter))
    
    if norm(grad1) > epsilon:
        raise RuntimeError("Failed to converge to {}".format(epsilon))
        
    if phist is None:
        return p1, grad1, None
    return p1, grad1, (array(phist), array(vhist))














Note that this algorithm considers the function f as only depending on the parameters p. In the function above, the arguments have the following meaning


	f is the function we want to minimize. The algorithm expects this function to return
	[image: f(\hat\theta)] for the parameters [image: \hat\theta]

	[image: \nabla f(\hat\theta)] for the parameters [image: \hat\theta]





	p is our initial guess at the parameters [image: \hat\theta_0]

	gamma is our starting step length [image: \gamma]

	maxiter is the maximum number of iterations (passes) we allow

	epsilon is our limit [image: \varepsilon] for when we have found the minimum

	history is an option. If this is true, the function will also return the history of values and parameters as a third return value.



The function returns


	p the parameter values found at the minimum [image: \hat\theta]

	degree gradient at minimum

	None or(phist, vhist) if history is true. phist andvhist each contain parameter and value history.








We now draw some random numbers from a normal distribution with [image: \mu=3,\sigma=1], and histograms these.










from numpy.random import seed, normal
seed(1234)

y, x, dx, ey = histogram(normal(3,1,size=1000),30,(0,6))














Next, we define our start guess of the parameter values [image: A,\mu,\sigma] (set to the integral of the histogram, 2.5, and 0.5, respectively), and a function that folds our histogram data into our chi2gradNorm function.










p0 = [(y*dx).sum(), 2, .5]
def toMin(p,x=x,y=y,ey=ey,dx=dx):
    return chi2gradNorm(x,y,ey,p)














We can now perform our curve fitting. We keep the history so we can visualize it later. We also calculate [image: \chi^2] and [image: \nu] using our function chi2nu.










p, grad, hist = gradientDescent(toMin, p0, history=True, epsilon=1e-3)














To visualize our results, we make a figure with two sub-panels. In the first panel we draw data, our custom function, as well as the parameters found and their uncertainties and the reduced [image: \chi^2]. Note that the uncertainty of the [image: \hat\theta_j] parameter is given by






[image: \delta_{p_j} = \frac{\partial^2\chi^2}{\partial p_j^2}\quad,]






which we will approximate by






[image: \delta_{p_j} \approx \frac{\nabla \chi^2_j}{|\nabla \chi^2|}\quad.]






In the second panel, we plot the history of the [image: \mu,\sigma] parameters - i.e., how they approach the minimum.










from numpy.linalg import norm 
from numpy import meshgrid 
from matplotlib.colors import LogNorm
from matplotlib.pyplot import colorbar, tight_layout

fig, ax = subplots(ncols=2,figsize=(8,4))
ep      = abs(grad)/norm(grad)
plot_fit(x,y,ey,gaus,p,ep,axes=ax[0],
        parameters=['A',r'\mu',r'\sigma'],
        data={"label":"Data",'fmt':'o'},
        fit={"label":"Model"},
        table={"loc":"upper left",'edges':''})
ax[0].set_ylim(None,710)

mmu, msigma = meshgrid(linspace(1.5,3.5,101),
                       linspace(.3,1.2,101))
chis, _ = chi2nu(x,y,gaus,[p[0],mmu,msigma],ey)


cc = ax[1].pcolormesh(mmu,msigma,chis,norm=LogNorm(),shading='auto')
plot(hist[0][:,1],hist[0][:,2],"-ok")
colorbar(cc).ax.set_title(r"$\chi^2$")
ax[1].set_xlabel(r"$\mu$")
ax[1].set_ylabel(r"$\sigma$");
ax[1].set_title("History")
tight_layout()
















Figure













Curve fitting of a nonlinear function to data using gradient descent. To the left, data and the curve fit are shown, while the plot to the right shows [image: \chi^2] as a function of the two free parameters [image: \mu] and [image: \sigma]. The bar to the right shows the path of the algorithm to the found minimum.












General curve fitting for non-linear models¶
Above, we used gradient descent as a solution to a specific problem, namely fitting a normal distribution to data. Although the normal distribution is not linear in the parameters it is still a function that is reasonably well-behaved.






At other times, we are not so "lucky" to have a function as the normal distribution, and gradient descent may not be a relevant method for curve fitting. Fortunately, SciPy has a function that can perform curve fitting to general non-linear models. This function is scipy.optimize.curve_fit. This function takes


	a sample [image: \{(x_i,y_i,\delta_i)|i\in[1,\ldots,N],\ x_i\in X,\ y_i,\delta_i\in Y\}]

	a model in the form of a [image: f:X,\Theta\rightarrow Y] function

	a start guess of the parameter values [image: \hat\theta_0\in \Theta]



The function returns


	Parameter values [image: \hat\theta\in\Theta] where [image: \chi^2] is the minimum

	The covariance matrix [image: C\in \Theta^2] for the [image: \hat\theta] parameters



The uncertainty of the parameters is given by the square root of the diagonal of the covariance matrix [image: C]. The function does not calculate [image: \chi^2] for us, so for that purpose we will use our function chi2nu.  Also note, that scipy.optimize.curve_fit does not work if one or more of the uncertainties are 0.  In that case, one can mask out data points that have a 0 uncertainty.






Example: Curve fit to top over background¶
We have 4000 events from a particle physics experiment.










y = array([  7,   2,   6,  12,  15,  18,  31,  29,  27,  27,  41,  35,
            37,  37,  63,  71, 102,  95, 115, 202, 190, 113,  86,  68,
            74,  79,  75,  79,  68,  62,  69,  81,  79,  85,  87,  68,
            70,  89,  77,  70,  71,  62,  85,  62,  73,  70,  59,  61,
            77,  61,  62,  73,  67,  71,  75,  66,  73,  71,  71,  49])
ey = sqrt(y)
x  = linspace(0,3,len(y),endpoint=False)
ex = (x[1]-x[0])*ones_like(y)/2
errorbar(x,y,ey,ex,"o")
xlabel("$E$ (GeV)")
ylabel("Number of events");
















Figure













Peak over background. Typically invariant mass spectrum.












These data show a typical resonance peak on top of a combinatorial background. The top is typically modeled with a Breit-Wigner (or Lorentz) distribution, and the background is model by a second degree polynomial






[image: f(E;a_1,a_2,a_3,A_0,\Gamma,E_0) = a_1 + a_2 E + a_3 E^2 + A_0 \frac{\Gamma/(2\pi)}{(E-E_0)^2+(\Gamma/2)^2}\quad.]






Here, the first three terms represent our background, while the fourth term models our peak. The parameters [image: E_0] and [image: \Gamma] are the peak midpoint and 
full width at half maximum (FWHM), respectively.

Let's try to fit this funtion to our data.










def peakBackground(x,a1,a2,a3,a0,gamma,e0):
    from numpy import pi 
    return a1+a2*x+a3*x**2+a0*(gamma/(2*pi))/((x-e0)**2+(gamma/2)**2)

from numpy import array 
from scipy.optimize import curve_fit

p0 = array([0,0,0,1,.1,1])
par = ["a_1","a_2","a_3","A_0",
       {'label':r"\Gamma",'unit':'GeV'},
       {'label':"E_0",    'unit':'GeV'}]

p, pcov = curve_fit(peakBackground,x,y,p0,ey)
plot_fit(x,y,ey,peakBackground,p,pcov,nsig=1,
         parameters=par,
         xeval=linspace(0,3,100),
         data={"label":"Data","fmt":"."},
         fit={"label":"Fit"})
xlabel("$E$ (GeV)")
ylabel("Events")
legend(loc='upper left');
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Fitting Briet-Wigner peak and polynomial background to data. The band around the curve shows the uncertainty in the parameters.












Note that in the plot above we have given the covariance matrix to plot function, so that the uncertainty band on the plot contains the correlation between our parameters.






Fit contours¶
We are interested in illustrating the covariance between the fitted parameters. For example, we could be interested in the parameters [image: A_0] and [image: \Gamma] from the previous example. We have










A0,eA0       = p[3],sqrt(pcov[3,3])
Gamma,eGamma = p[4],sqrt(pcov[4,4])
cA0Gamma     = pcov[3,4]
print(f'A_0      = {A0:.0f} +/- {eA0:.0f}')
print(f'Γ        = {Gamma:.2f} +/- {eGamma:.2f}')
print(f'C(A_0,Γ) = {cA0Gamma:g}')















A_0      = 34 +/- 3
Γ        = 0.14 +/- 0.02
C(A_0,Γ) = 0.0360088













We could illustrate these as a box in the [image: A_0,\Gamma] plane










plot(A0,Gamma,'o',label='Best fit values')

rect = array([(A0+a*eA0,Gamma+b*eGamma) for 
               a, b in [[-1,-1],[1,-1],[1,1],[-1,1],[-1,-1]]])
aline = array([(A0,Gamma),(A0+eA0,Gamma)])
bline = array([(A0,Gamma),(A0,Gamma+eGamma)])

plot(rect[:,0],rect[:,1],'--',label='Uncertainty bounds')
plot(aline[:,0],aline[:,1],':',label=r'$\delta_{A_0}$')
plot(bline[:,0],bline[:,1],':',label=r'$\delta_{\Gamma}$')
xlabel(r'$A_0$')
ylabel(r'$\Gamma$')
legend();
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Uncertainties in found parameters as a rectangle in the [image: A_0,\Gamma] plane.












However, this box is not very informative as it does not represent any specific change in [image: \chi^2] and hence in the [image: p] value. A better alternative is a so-called confidence contours, which are determined by a change in [image: \chi^2/\nu], corresponding to changes in the by some number of uncertainty of each parameter. This contour is generally an ellipse in the planet.






If we know the correlation

[image: \rho_{ab} = \frac{C_{ab}}{\sqrt{C_{a}C_{b}}}\quad,]


where [image: C_{ab}] is the covariance of [image: a,b] (variance of [image: a] if [image: b=a]), then the ellipsis is described by the equation

[image: \begin{align*} \frac{a^{2}}{\delta_{a}^{2}}+\frac{b^{2}}{\delta_b^{2}}-\frac{2ab}{\delta_a\delta_a}\rho&=1-\rho^{2}\quad. \end{align*}]
We can rewrite the above a little simpler.  First of all the major and minor axes radii [image: r,s] are given by

[image: r = \sqrt{1+\rho}\quad s=\sqrt{1-\rho}\quad,]
and we must rotate the ellipsis by [image: 45^{\circ}], scale by [image: n\delta_a,n\delta_b], and translate to the found values.  Thus, our parametric curve for the [image: n\sigma] contour becomes

[image: \begin{align*} \begin{bmatrix} x\\ y\end{bmatrix} &= \begin{bmatrix}  n\delta_a\left(\sqrt{1+\rho}\cos t\cos 45^{\circ}-\sqrt{1-\rho}\sin t\sin 45^{\circ}\right)\\ n\delta_b \left(\sqrt{1+\rho}\cos t\sin 45^{\circ}+\sqrt{1-\rho}\sin t\cos 45^{\circ}\right)\\ \end{bmatrix} +\begin{bmatrix}\hat a\\\hat b\end{bmatrix}\\ &=  \frac{n}{\sqrt{2}} \begin{bmatrix}  \delta_a\left(\sqrt{1+\rho}\cos t-\sqrt{1-\rho}\sin t\right)\\ \delta_b\left(\sqrt{1+\rho}\cos t+\sqrt{1-\rho}\sin t\right)\\ \end{bmatrix} +\begin{bmatrix}\hat a\\\hat b\end{bmatrix}\\ \end{align*}]






We write a function that can perform this calculation for us. The function takes the parameter values [image: a,b], their uncertainties [image: \delta_x,\delta_b], and the correlation [image: \rho_{ab}] and calculates the contour for [image: n\sigma].  We can get several contours corresponding to several [image: n]s by passing a list of [image: n] values.









nsigma_contour2


def nsigma_contour2(a,b,ea,eb,rho,n=1,nstep=100):
    from numpy import array, sqrt, linspace, \
        pi, cos, sin, newaxis, atleast_1d
    va  = sqrt(1+rho)*array([ 1,  1])
    vb  = sqrt(1-rho)*array([-1,  1])
    cc  = array([a,b])
    t   = linspace(0,2*pi,nstep)[:,newaxis]
    ns  = atleast_1d(n)
    ret = []
    for nn in ns:
        cnt = nn/sqrt(2)*(cos(t)*va - sin(t)*vb)
        cnt[:,0] *= ea
        cnt[:,1] *= eb 
        cnt      += cc
        ret.append(cnt)
        
    if len(ret) == 1:
        return ret[0]
    
    return ret














Let's draw the contour for [image: A_0] versus [image: \Gamma]










plot(A0,Gamma,'o',label='Best fit values')
plot(rect[:,0],rect[:,1],'--',label='Uncertainty bounds')
plot(aline[:,0],aline[:,1],':',label=r'$\delta_{A_0}$')
plot(bline[:,0],bline[:,1],':',label=r'$\delta_{\Gamma}$')

cont = nsigma_contour2(A0,Gamma,eA0,eGamma,cA0Gamma/eA0/eGamma)
plot(cont[:,0],cont[:,1],'-',label=fr'$\sigma$ contour')

xlabel(r'$A_0$')
ylabel(r'$\Gamma$')
legend();
















Figure













Curve fitting contour for [image: A_0,\Gamma]. The ellipse corresponds to a change of [image: \Delta\chi^2=1]. The ratio between the major and minor axes and the rotation of the ellipse expresses the correlation between the parameters.












We can generalize this to calculate the all contours for all parameter pairs for a given [image: n] and give us back the [image: n\sigma] contours in a triangle list








nsigma_contour


def nsigma_contour(p,cov,n=1,nstep=100):
    from numpy import tril_indices_from, newaxis, sqrt, diagonal
    var = diagonal(cov)
    rho = cov/sqrt(var[:,newaxis].dot(var[newaxis,:]))
    ret = [list() for _ in range(len(cov)-1)]
    for i,j in zip(*tril_indices_from(cov,-1)):
        a,  b  = p[j], p[i]
        ea, eb = sqrt(var[j]), sqrt(var[i])
        rhoab  = rho[j,i] # cov[j,i]/ea/eb
        ret[i-1].append(nsigma_contour2(a,b,ea,eb,rhoab,n,nstep))
        
    return ret














We can use this function to draw all our outlines. We make a function that enable us to easily draw all correlations.








plot_nsigma_contour


def plot_nsigma_contour(p,cov,ns=1,nstep=100,fig_kw={},**kwargs):
    from matplotlib.pyplot import clabel, subplot2grid, plot, gca, gcf
    from matplotlib.contour import ContourSet
    from numpy import triu_indices, atleast_1d, min, max, ptp
    from numpy.ma import asarray 
# Source code has been truncated














We now draw all correlations for [image: n\sigma] with [image: n=1,2].










plot_nsigma_contour(p,pcov,[1,2],colors='auto',
                    title=r'$n\sigma$ contours',
                    legend=True,
                    clabel=True,
                    parameters=par)
















Figure













Fitting contours for all parameters for [image: n=1,2] times [image: \sigma].












From the figure above, we clearly see which parameters are (anti-)correlated and which are not - the more skewed the ellipse is for a given pair of parameters, the more (anti-)correlated the two are. For example, [image: a_2,a_3] is highly anti-correlated, while [image: A_0] and [image: \Gamma] are somewhat correlated. Conversely, we see that [image: E_0] is not particularly correlated with some of the other parameters.






Now, finally, let's make a slightly complicated figure


	plot_fit

	plot_residual

	plot _nsigma_contour












from matplotlib.pyplot import figure

fig = figure(figsize=(10,6))

ax = fig.subplots(nrows=2,sharex=True,
                  squeeze=False,
                  subplot_kw=dict(label='Unique'),
                  gridspec_kw=dict(wspace=0,
                                   hspace=0,
                                   right=.5, # adjust
                                   height_ratios=(3,1)))
plot_fit(x,y,ey,peakBackground,p,pcov,ax=ax[0,0],
         parameters=par,
         xeval=linspace(0,3,100),
         data={"label":"Data","fmt":"."},
         fit={"label":"Fit"},
         legend={"loc":"upper left"})
ax[0,0].set_ylabel("Events")

plot_residual(x,y,peakBackground,p,pcov,ey,ax=ax[1,0],
              residuals={'marker':'.','ls':'none'})
ax[1,0].set_xlabel("$E$ (GeV)")
ax[1,0].set_ylabel('Residuals')

plot_nsigma_contour(p,pcov,[1,2],colors='auto',
                    gridspec_kw=dict(left=.6,top=.7), # adjust
                    legend=True,
                    clabel=True,
                    parameters=par)

fig.suptitle('A very complete plot of a fit');
















Figure













Curve fit of Briet-Wigner and polynomial background to data. Data and graphs are shown at the top left, residuals on the bottom left. Contours are shown on the right.












To simplify this kind of plot a bit, we make a function that can help us.








plot_nsigma_contour


def plot_fit_detailed(x,y,ey,f,p,cov,ax=None,rax=None,
                      right=.5,
                      contours=[1,2],
                      contour_legend=True,
                      contour_labels=True,
                      contour_top=.7,
                      contour_left=.6,
                      **kwargs):
    from matplotlib.pyplot import gca 
    ax = ax if not ax is None else gca()
    
    res_kw  = kwargs.pop('residuals',{})
    par_kw  = kwargs.get('parameters',{})
    
    l,b,w,h = ax.get_position().bounds
    ax.set_position((l,b,right-l,h))
    plot_fit(x,y,ey,f,p,cov,ax=ax,**kwargs)
    
    if rax is not None:
        l,b,w,h = rax.get_position().bounds
        rax.set_position((l,b,right-l,h))
        plot_residual(x,y,f,p,cov,ax=rax,
                      residuals=res_kw)
        
    if right < 1:
        plot_nsigma_contour(p,cov,
                            contours,
                            colors='auto',
                            gridspec_kw=dict(left=contour_left,
                                             top=contour_top),
                            legend=contour_legend,
                            clabel=contour_labels,
                            parameters=par_kw) 
    














We use this function to repeat the plot from above.










fig, ax = subplots(nrows=2,sharex=True,figsize=(10,6),
                   gridspec_kw={'hspace':0,'wspace':0,
                                'height_ratios':(3,1)})
plot_fit_detailed(x,y,ey,peakBackground,p,pcov,ax=ax[0],rax=ax[1],
                  parameters=par,
                  right=.5,
                  contour_left=.6,
                  xeval=linspace(0,3,100),
                  data={"label":"Data","fmt":"."},
                  fit={"label":"Fit"},
                  legend={"loc":"lower right"},
                  residuals={'marker':'.','ls':'none'})
ax[0].set_ylabel('Events')
ax[1].set_ylabel('Residuals')
ax[1].set_xlabel('$E$ (GeV)');
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Curve fit of Briet-Wigner and polynomial background to data. Data and graphs are shown at the top left, residuals on the bottom left. Contours are shown on the right.












A final tool we will make this time around is a function that writes the result of a curve fit as a table. We can give parameters names, [image: \chi^2,\nu], and show with Jupyter notebooks display function.








format_fit_result


def format_fit_result(p,ep,
                      parameters=None,
                      chi2nu=None,
                      pvalue=None,
                      **kwargs):
    from numpy import floor, log10, abs, ndim, sqrt, diagonal, atleast_1d
    
    rows    = None
    columns = None 
    cells   = []
    cov     = None
    np      = len(p)
    dl      = '$' if kwargs.get('mode','') != 'latex' else ''
    
    if ep is None:
        ep = [None]*len(p)
    elif ndim(ep) == 2:
        cov = ep
        ep = sqrt(diagonal(ep))
    else:
        ep = atleast_1d(ep)
    
    # Calculate chi^2 and nu, and add to lines
    if chi2nu is not None:
        rows = [fr'{dl}\chi^2{dl}',fr'{dl}\nu{dl}']
        chisq, nu = chi2nu
        cells += [[chisq] + ([] if not cov is not None else [None]*np)] 
        cells += [[nu]    + ([] if not cov is not None else [None]*np)]

        if pvalue is not None and pvalue:
            from scipy.stats import chi2
            prob  =  chi2.sf(*chi2nu)
            rows  += [fr'{dl}P(\chi^2,\nu){dl}']
            cells += [[prob] + ([] if not cov is not None else [None]*np)]


    # Add parameter values to lines 
    if parameters is None and rows is not None:
        parameters = {'label':'auto'}
    if parameters is not None:
        if rows is None:
            rows = []
        if cov is not None:
            columns = ['Value' if dl == '$' else r'\mathrm{Value}']
            
        if isinstance(parameters,dict):
            pars = [parameters.copy() for _ in range(len(p))]
        elif len(parameters) < len(p):
            pars = parameters.copy() + \
               [{'label':'auto'} for _ in range(len(p)-len(parameters))]
        else:
            pars = parameters.copy()
        
        for pi in range(len(pars)):
            if isinstance(pars[pi],str):
                pars[pi] = dict(label=pars[pi])
            if not isinstance(pars[pi],dict):
                print('Warning, parameter options not dict')
            if 'label' not in pars[pi] or pars[pi]['label'] == 'auto':
                pars[pi]['label'] = f'p_{{{pi+1}}}'
                
            rows += [f'{dl}{pars[pi]["label"]}{dl}']
            if columns is not None:
                columns += [f'{dl}{pars[pi]["label"]}{dl}']
        
    for pi, (pv, pe) in enumerate(zip(p, ep)):
        row = [[pv,pe]]
        if cov is not None:
            row += [None]*pi
            for qi, cv in enumerate(cov[pi,pi:]):
                row += [cv/(pe*ep[qi+pi])]
                
        cells += [row]

    ret = format_data_table(cells,columns=columns,rows=rows,**kwargs)
    return ret 














Here we use this function on the result above. Note, if we give the full covariance matrix, then we also get the correlation coefficients in the table. That way we can easily identify which parameters depend on each other.










from IPython.display import Markdown, Latex, HTML
display(Markdown(format_fit_result(p,pcov,parameters=par,chi2nu=(72.9,54),pvalue=True,mode='markdown')))
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Nonlinear models as linear models¶
A function like






[image:  f(x;a,b) = a x^b\quad,]






is not obviously linear in [image: b], but we can manipulate it a little. For example, we can take the logarithm on both sides to get






[image:  \log f(x;a,b) = \log(a) + b\log(x)\quad,]







which is linear in [image: \log(a)] and [image: b]. So we can transform our problem so that






[image: \begin{align*}   x & \rightarrow x'=\log(x)\\   y & \rightarrow y'=\log(y)\\   a & \rightarrow a'=\log(a)\\   f(x;a,b) & \rightarrow g(x';a',b)=a'+b'x'\quad, \end{align*}]






which is thus a linear problem we can solve exactly. It is important to keep this in mind when making curve fitting, as this can simplify the problem quite a lot.






Summary¶
Above, we have gone through some significant features in curve fitting. We have defined the number of degrees of freedom [image: \nu], and determined the [image: \chi^2] statistic - in a systematic way - for how good a given curve fit is. We have seen for linear models that there is an exact solution for minimizing [image: \chi^2], while for non-linear models we have to resort to numerical methods. We have developed the function lin_fit to solve the linear problem, just as we have made a generalized function to visualize a curve fit in the form of plot_fit.






In addition, we have introduced curve fitting conjectures and defined the functions nsigma_contour andplot_nsigma_contour. We also looked at residuals and developed the functions residuals and plot_residual.










chi2nu.__doc__=\
"""Calculate the chi-square over the sample (x,y)
   for the model f with parameters p. 

Note, points where delta<=0 are explicitly ignored

Parameters
----------
x : array-like 
    Independent variable, N long 
y : array-like 
    Dependent variable, N long 
delta : array-like (optional)
    Uncertainty on y or None
f : callable
    Our model function with signature f(x,a...)
p : array-like 
    Model parameters 
deltax : array-like 
    Uncertainty in X.  If this is specified then the 
    effective variance is calculated and used instead of the 
    y variance (given in delta)
df : callable 
    The derivative of f with respect to x (only relevant if deltax is not
    None)
df_step : float 
    The step size for numerical differentation of f with respect to x
-    (only relevant if deltax is not None)


Returns
-------
chi2 : float 
    Calculated schi-square 
nu : int
    Number degrees of freedom
    
See also
--------
lsq_fit 
"""

















lin_fit.__doc__=\
"""Fit a linear model f to data

Parameters
----------
x : array-like, float 
    Independent variable of length N
y : array-like, float 
    Dependent variable of length N 
delta : array-like, float (optional)
    Uncertainties on y 
f : array-like, callable 
    Array of length Nf, of callables that 
    evaluate each term in the linear model

Returns
-------
p : array-like 
    Estiamte of the Nf parameters 
pcov : array-like 
    Covarience matrix of p's
    
See also
--------
lsq_fit, fit, mle_fit, plot_fit
"""

















plot_fit_table.__doc__ =\
"""Plot a fit table in the current (or passed) axes

Parameters
----------
p : array-like 
    Best-fit parameter values 
ep : array-like 
    Best-fit parameter uncertainties 
nsig : int (optional, default: 1)
    Number of significant digits to show each uncertainty with. 
    Values are rounded to the same precision 
chi2nu : (float,int) (optional, default None)
    If a tuple, then it must contain the value of 
    the chi^2 and number of degrees of freedom.
pvalue : bool (optional, default: True)  
    If true, add chi^2 probability to table 
parameters : sequence (optional, default: None)
    List of names of parameters, or dictionary of options.  
    If an entry is a dict, then it can have the keys 
    - label: name of the parameter. If auto then a default name is chosen
    - scale: Power of 10, or auto to scale by orders of magnitude 
    - unit:  Unit of the parameter. 
    - nsig:  Number of significant digits to round to 
    Generic names are used if none is given 
ax : Axes (optional, default: None)
    Axes to draw table in.  If none, draw in current axes. 
tit_kw : dict (optional)
    Dictionary of title font options 
    
See also
-------- 
plot_fit, plot_fit_func, fit, lsq_fit
"""

















plot_fit_func.__doc__ = \
"""Plot fit function with found parameters and (optional uncertainty band)

Parameters
----------
x : array-like 
    Where to evaluate the function 
f : callable 
    Function to call 
p : array-like 
    Found best-fit parameter values 
cov : array-like 
    Parameter errors or covariance matrix 
band : bool or dict 
    IF false, do not draw uncertainty band, otherwise 
    keyword arguments passed to band drawing procedure 
    
    Some special keywords 
    
    - step_factor: Stepping factor for numerial differentiation
    - factor: Scale factor on uncertainties (e.g., 2 means draw 2-sigma
      uncertainty band)
ax : Axes 
    Axes to draw in. If none, current axes 
kwargs : dict
    passed on to drawing procedure 

Returns
-------
fit : Artist 
    Artist of fit function drawn 
    
    
See also
-------- 
plot_fit, plot_fit_table, fit, lsq_fit
"""

















plot_fit.__doc__=\
"""Plot data and a fitted funtion

Parameters
----------
x : array-like 
    Independent variable of length N
y : array-like 
    Dependent variable of length N
delta : array-like 
    Uncertainty in y of length N
f : callable 
    Fitted function with signature f(x,a,...) 
p : array-like 
    Best-fit parameter values of length Nf
ep : array-like 
    Best-fit parameter uncertainties of length Nf, 
    or the covariance of the fitted parameters of size (Nf,Nf). 
    
    Note, if a vector (array of length Nf) is given, it must be the
    uncertainties (not the square uncertainties). 
xdelta : array-like (optional)
    Uncertainty on x of length N.  If specified, these uncertainties 
    will be part of the chi^2 calculation and shown on the plot. 
    If these uncertainties are not to be part of the chi^2 calculation,
    pass this array as the value of the keyword "xerr" in `data_kw`.  
    Note, unless `xeval` is pass, this will change the range over which 
    the function is evaluated to include the left and right most 
    uncertainties of the data. 
parameters : sequence (optional, default: None)
    List of names of parameters, or dictionary of options.  
    If an entry is a dict, then it can have the keys 
    - label: name of the parameter. If auto then a default name is chosen
    - scale: (default: None) Power of 10, or auto to scale by orders of magnitude 
    - unit:  (default: '')   Unit of the parameter. 
    - nsig:  (default: 1)    Number of significant digits to round to 
    Generic names are used if none is given.  Note if scale or unit is set for 
    a parameter, then the parameter value and uncertainty will be bracketed. 
fit : bool or dict 
    If false, do not plot fit. Otherwise if a dictionary pass 
    these as keyword arguments to the fit plot call 
band : bool or dict 
    If false, do not plot uncertainty band. Otherwise pass 
    value as keyword arguments to the drawing routine. 
    - The keyword 'factor' applies a multiplicative factor 
      to the uncertainty band (e.g., factor=2 will draw 2-sigma 
      contour)
    - The keyword 'step_factor' value is applied for differentiation 
data : bool or dict 
    If false do not draw data.  Otherwise, pass as keyword 
    arguments to the drawing procedure.  The keyword 'plot' can be 
    set to a plotting function (e.g., matplotlib.pyplot.errorbar, which is also 
    the default) with the signature 
    
        plot(x,y,yerr,*args,**kwargs) 
    
    The plotting function must draw in the current axes. 
    
    If the keyword 'xerr' is present in this dictionary, then 
    the function plot range is adjusted to encompass the end-points 
    
legend : bool or dict 
    If false, do not draw legend. Otherwise, pass as keyword 
    arguments to the drawing procedure
table : bool or dict     
     If false, do not draw parameter table. Otherwise, pass as keyword 
    arguments to the drawing procedure
**kwargs: dict (optional)
    Other keyword arguments:

    xeval : array-like (optional)
        Specifies the independent variable (`x`) locations to evaluate 
        the function at.  If not specified the passed `x` locations 
        are used.  Here, one can pass for example the result of 
        `np.linspace(min,max,steps)` to plot the function with better 
        resolution than the passed x-coordinates would allow. 
    nsig : int (optional)
        Number of significant digits to show parameters with
    pvalue : bool (optional, default=True)
        If true, show the chi^2 probability 
    chi2 : bool or (float,int) (optional, default=True) 
        If true, show chi^2.  If pair of float and int, assume them to
        be the chi-sqaure and number of degrees of freedom, respectively. 
    axes : matplotlib.pyplot.Axes (optional)
        Axes object to plot in. If none given, then in current axes
    df : callable 
        Derivative of f wrt. x.  Only relevant if xdelta is given. 

Returns
-------
dat : Artist 
    Data artist 
fit : Artist 
    Fit artist 
tab : Artist 
    Table artist 
leg : Artist 
    Legend artist 
    
See also
--------
plot_fit_table, plot_fit_func, fit, lsq_fit, plot_nsigma_contour, chi2nu, plot_residuals
"""

fit_plot = plot_fit

















residuals.__doc__ =\
    """Calculate the residuals with respect to some function
    
    This will calculate the residuals of the data sample 
    
        {x_,y_,delta_i | i=1,...N}
        
    with respect to the function f(x,p), where p are the parameters of the function 
    
    Note, points with delta_i=0 are explicitly ignored 
    
    Parameters
    ----------
    x : array-like 
        Independent variable 
    y : array-like 
        Dependent variable 
    ey : array-like 
        Uncertainty on y 
    f : callable 
        function 
    p : array-like 
        function parameters 
        
    Returns
    --------
    x : array-like 
        Places where the residuls have been evaluated 
    r : array-like 
        Residuals
        
    See also
    --------
    plot_residuals, lsq_fit, fit
    """

















plot_residual.__doc__ = \
"""Plot the residuls and uncertainty on function 


Parameters
----------
x : array-like 
    Independent variable 
y : array-like 
    Dependent variable 
ey : array-like 
    Uncertainty on y 
f : callable 
    function 
p : array-like 
    function parameters
cov : array-like 
    Uncertainty or covariance in parameters 
**kwargs : dict 

    function : str or dict 
        Label or dictionary of keys for function drawing 
    residuals : str or dict 
        Label or dictionary of keys for residual drawing 

Returns
--------
artists : tuple
    Tuple of drawn artist or none 
    
See also
--------
residuals, lsq_fit
"""

residual_plot = plot_residual

















nsigma_contour2.__doc__=\
"""Calculate the two parameter n-sigma contour 

Parameters
----------
a : float 
    First parameter value 
b : float 
    Second parameter value 
ea : float 
    Uncertainty on the first parameter value 
eb : float 
    Uncertainty on the second parameter value 
rho : float 
    Correlation coefficient between a and b 
n : float 
    n times sigma contour to calculate 
nstep : int 
    Number of steps to take when evaluating ellipsis

Returns
-------
cont : 2-tuple of arrays 
    a and b coordinates of the contour 
    
See also
--------
nsigma_contour, plot_nsigma_contour, fit, lsq_fit
"""

















nsigma_contour.__doc__=\
"""Calculate all n-sigma contours 

Parameters
----------
p : array like 
    Parameter valus 
cov : array-like 
    Covariance matrix of parameters 
n : float 
    Number of sigma contour to calculate 
nstep : int 
    Number of steps when calculating contour 
    
Returns
-------
cont : list 
    Triangular list of confidence contours for n-sigma 
    
See also
--------
plot_nsigma_contour, nsigma_contour2, fit, lsq_fit
"""

















plot_nsigma_contour.__doc__=\
"""Plot nsigma contour lines 

Parameters
----------
p : array-like 
    Parameter valus
cov : array-like 
    Covariance matrix of parameters 
ns : scalar, list 
    Factors of sigma to show 
nstep : int 
    Number of steps in parameterisation of ellipsis 
fig_kw : dict 
    Keywards to pass to subplots 
parameters : list of str or dict 
    Parameter names or parameters (see also plot_fit)
kwargs : dict 
    
    fig : matplotlib.figure.Figure 
        Figure to plot in.  Only for more than 1 parameter 
    ax : matplotlib.axes.Axes 
        Axes to plot in.  Only for exactly 1 parametre 
    title : str 
        Title of plot_nsigma_contour
    values : bool 
        Whether to plot values as well 
    clabel : bool, str 
        Whether to label contours directly in plot 
    legend : bool, str 
        Wheter to produce a legend 
    
    Other keywords are passed on to ContourSet 
    
See also
--------
lsq_fit, fit, nsigma_contour, plot_fit

"""

















plot_fit_detailed.__doc__ = \
"""
Plot data, fit, residuals of fit, and contours of fit 
parameters.  That is, plot a fit and data with more details.

Parameters
----------
x : array-like 
    Independent variable of length N
y : array-like 
    Dependent variable of length N
ey : array-like 
    Uncertainty in y of length N
f : callable 
    Fitted function with signature f(x,a,...) 
p : array-like 
    Best-fit parameter values of length Nf
ep : array-like 
    Best-fit parameter uncertainties of length Nf, 
    or the covariance of the fitted parameters of size (Nf,Nf). 
    
    Note, if a vector (array of length Nf) is given, it must be the
    uncertainties (not the square uncertainties). 
ax : matplotlib.axes.Axes 
    Axes to draw fit and data into 
rax : matplotlib.pyplot.Axes 
    Axes to draw residuals into.  If this is None, then the residuals 
    are not drawn.
right : float 
    Right bound of data, fit, and residuals plot.  This is 
    to leave room for the confidence countours of the best-fit
    parameters.  If this is larger than 1, then the contours 
    are not drawn. 
countours : int or list 
    Factors of sigma to draw 
countour_legend : bool 
    Whether to draw contour legend 
contour_labels : bool, str 
    Whether to label each contour 
contour_top : float 
    Top bound of contour plots 
contour_left : float 
    Left bound of contour plot (should be larger than right)
**kwargs:
    Keyword arguments passed to data, fit, and residuals plot.
    
    These are all the keyword arguments for plot_fit.  If the 
    `parameters` keyword is passed, then that is propagated to
    `plot_nsigma_contour`.  If the `residuals` keyword is 
    passed then that is given to `plot_residual`. 

See also
--------
plot_fit, plot_residual, plot_nsigma_contour
"""

















format_fit_result.__doc__ = \
'''Formats best-fit parameter values and uncertainties in 
a table.   Optionally, the correlation coefficients, chi-square,
number degrees of freedom, and probability can be shown.  

The table can be displayed using IPython display
'''























Probability distributions¶






Purpose¶

	To formulate the concept of probability distribution more formally

	To formulate the concept of a cumulative distribution function based on a probability distribution

	To connect the concept of a stochastic variable with probability distribution

	To be able to draw random numbers from a given probability distribution








PDF¶
In statistics, a random variable [image: X] is one that has a probability distribution [image: f_X:\Omega\rightarrow \mathbb{R}]. Such a probability distribution is also called a Probability Density Function or PDF. Here, the [image: \Omega] is the set of possible values for the random variable (see here) [image: X], and [image: f_X] thus maps values into the real numbers.

If [image: X] is distributed by [image: f_X], then






[image:  P(x_1<x<x_2) = \int_{x_1}^{x_2} \mathrm{d}x\, f_X(x)\quad, ]







describes the probability that a random number drawn from this distribution is between [image: x_1] and [image: x_2]. notice that






[image: \int_\Omega \mathrm{d}x\, f_X(x) = 1\quad,]






where [image: \Omega] is the domain [image: f_X] is defined on - i.e., the set of possible values, and that






[image:  \forall x_0\in D: P(x=x_0)=\int_{x_0}^{x_0}\mathrm{d}x\, f_X(x) = 0\quad. ]






We can in some sense understand a stochastic variable [image: X] as a probability distribution, as we mentioned earlier (here).






CDF¶
If we define






[image:  F_X(x) = \int_{-\infty}^{x} \mathrm{d}x'\, f_X(x')\quad, ]






also called the Cumulative Distribution Function  or CDF, we have that






[image: f_X(x) = \frac{\mathrm{d}}{\mathrm{d}x}F_X(x)\qquad\text{informally}\quad  \mathrm{d}x\, f_X(x) = \mathrm{d}F_X(x)\quad,]






which emphasizes that a PDF is a density function.

The cumulative density function [image: F_X(x)] describes the probability of drawing a number that is [image: x] or less.






Example: The flat distribution¶
The probability distribution






[image:  f_U(x) = 1\qquad\text{for}\quad x\in[0,1) ]










from sympy import symbols, Lambda,integrate
x, t = symbols("x t",real=True)
fU = Lambda(x,1)
fU















[image: \displaystyle \left( x \mapsto 1 \right)]











is often called the flat (or uniform) distribution. All numbers between 0 and 1 are equally likely and the cumulative density function is given by










integrate(fU(t),(t,0,x))















[image: \displaystyle x]











[image:  F_U(x) = x\qquad\text{for}\quad x\in[0,1) ]






If a stochastically variable [image: X] is distributed uniformly over [image: [0,1]] we often write






[image:  X\sim U\quad, ]






where [image: U] is for uniform.






Example: Normal distribution¶
If a random variable [image: X] is normal distributed, we often write






[image:  X \sim N\quad. ]






The PDF of a normal distribution (or Gaussian distribution) is given by






[image:  f_N(x) = \frac{1}{\sqrt{2\pi}}e^{-\frac{1}{2}x^2}\quad, ]










from sympy import sqrt as sysqrt, exp as syexp, pi as sypi, S, Integer
fN = Lambda(x,1/sysqrt(Integer(2)*sypi)*syexp(-S.Half*x**2))
fN















[image: \displaystyle \left( x \mapsto \frac{\sqrt{2} e^{- \frac{x^{2}}{2}}}{2 \sqrt{\pi}} \right)]











with the cumulative density function






[image:  F_N(x) = \frac{1}{2}\left[1+\operatorname{erf}\left(\frac{x}{\sqrt{2}}\right)\right]\quad. ]










from sympy import oo
integrate(fN(t),(t,oo,x)).simplify()















[image: \displaystyle - \frac{\operatorname{erfc}{\left(\frac{\sqrt{2} x}{2} \right)}}{2}]











Here [image: \operatorname{erfc}] is known as the compliment to Error function [image: \operatorname{erf}] and






[image: \begin{align*} \operatorname{erf}(x)&=\frac{2}{\sqrt{\pi}}\int_{0}^{x}\mathrm{d}t\, e^{-t^{2}}& \operatorname{erfc}(x)&= 1 - \operatorname{erf}(x) \quad, \end{align*}]






which we must evaluate numerically.

Let's make a graph of [image: f_N] and [image: F_N]. The domain for both is [image: \mathbb{R}], but since both asymptotically approach a constant (zero or one), we only plot over [image: x\in[-3,3]].


	We define our domain using numpy.linspace.

	We evaluate [image: f_N] on this domain using numpy.exp

	We evaluate [image: F_N] on this domain using scipy.special.erf












from numpy import linspace, exp, pi, sqrt 
from scipy.special import erf 
from matplotlib.pyplot import plot, xlabel, ylabel, legend 

x = linspace(-3,3)
f = 1/sqrt(2*pi)*exp(-0.5*x**2)
F = 1/2 * (1 + erf(x/sqrt(2)))
plot(x,f,label=r'$f_N(x)$')
plot(x,F,label=r'$F_N(x)$')
xlabel("x")
ylabel(r"$f_N(x),F_N(x)$")
legend();
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Probability density function and cumulative density function for a normal distribution.












Random numbers from a PDF¶






Note that due to the normalization requirement of a PDF, it follows that the CDF [image: F] is monotonically increasing from 0 to 1. This means that we can draw a random number from a PDF by the following algorithm


	Select a random number [image: y] between 0 and 1

	Evaluate [image: F_X^{-1}(y)=x]. [image: x] is then a random number drawn from the distribution [image: f]



This means that we can relatively easily draw a random number from a given PDF. The inverse cumulative density function is also called the quantile function (Quantile function).






Example: Breit-Wigner¶
Let us consider a Brett-Wigner probability distribution






[image:  f_{BW}(E) = \frac{k}{\left(E^2-M^2\right)^2+M^2\Gamma^2}\quad,  ]






where [image: k] is a proportionality factor.

[image: f_{BW}(E)] is then the probability density to find a particle with the mass [image: M] and lifetime of [image: \tau=1/\Gamma] at a production energy of [image: E]. This PDF has the parameters [image: M], [image: \Gamma] and [image: k], we therefore often write






[image:  f_{BW}(E;M,\Gamma,k) = \frac{k}{\left(E^2-M^2\right)^2+M^2\Gamma^2}\quad, ]






to clarify these parameters. It can easily be seen that the Breit-Wigner distribution is the same distribution as a Cauchy (French [koʃi]) distribution






[image:  f_{\text{Cauchy}}(x;x_0,\gamma) = \frac{1}{\pi\gamma}\frac{\gamma^2}{(x-x_0)^2+\gamma^2}\quad, ]










x, x0 = symbols("x, x_0",real=True)
gamma = symbols("gamma",real=True,positive=True)
fCachy = Lambda(x,1/(sypi*gamma)*gamma**2/((x-x0)**2+gamma**2))
fCachy















[image: \displaystyle \left( x \mapsto \frac{\gamma}{\pi \left(\gamma^{2} + \left(x - x_{0}\right)^{2}\right)} \right)]











with [image: x=E^2], [image: x_0=M^2], [image: \gamma=M\Gamma], and [image: k=\gamma/\pi]. In [image: f_{\text{Cauchy}}], the [image: x_0] parameter is the most probable value, and [image: \gamma] is the width of the distribution.






Since [image: f_{BW}\sim f_{\text{Cachy}}] we can use the Cachy distribution. Furthermore, we note that [image: x_0] parameterizes where the maximum of [image: f_{\text{Cachy}}] is, but otherwise does not change the distribution. We can therefore, without loss of generality, set [image: x_0=0].

Let us draw the Cachy distribution with [image: \gamma=1]










x     = linspace(-100,100,1000)
gamma = 1
x0    = 0
fch   = 1 / (pi*gamma) * gamma**2 / ((x-x0)**2 + gamma**2)
plot(x,fch,label=r'$f_{\mathrm{Cachy}}$')
xlabel(r"$x$")
ylabel(r"$f_{\mathrm{Cachy}}(x)$")
legend();
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Probability density function for a Cachy distribution.












The Cachy distribution has the cumulative density function






[image:  F_{\text{Cachy}}(x;x_0,\gamma) = \frac{1}{\pi}\tan^{-1}\left(\frac{x-x_0}{\gamma}\right)+\frac{1}{2}\quad, ]










x = symbols("x",real=True)
FCachy = Lambda(x,integrate(fCachy(t),(t,-oo,x)))
FCachy















[image: \displaystyle \left( x \mapsto \frac{\operatorname{atan}{\left(\frac{x}{\gamma} - \frac{x_{0}}{\gamma} \right)}}{\pi} + \frac{1}{2} \right)]











with the inverse (or Quantile function) given by the solution [image: x] to [image: F_{\mathrm{Cachy}}(x)=y]






[image:  F^{-1}_{\text{Cachy}}(y;x_0,\gamma) = x_0 + \gamma\tan\left(\pi\left[y-\frac{1}{2}\right]\right) ]










from sympy import solve 

y = symbols("y",real=True)
QCachy = Lambda(y,solve(y-FCachy(x),x)[0])
QCachy















[image: \displaystyle \left( y \mapsto - \gamma \cot{\left(\pi y \right)} + x_{0} \right)]











Note that

[image: \begin{align*} \cot\vartheta &= \tan\left(\frac{\pi}2-\vartheta\right) & \tan(-\vartheta)&=-\tan\vartheta\quad. \end{align*}]
We can therefore draw random numbers from a Cachy distribution by drawing a random number [image: y\sim U] between 0 and 1, and evaluate [image: F^{-1}_{\text{Cachy}}(y;x_0,\gamma)].






We continue the example above and draw 1000 numbers from a Cachy distribution with [image: x_0=0] and [image: \gamma=1]. We


	use numpy.random.random (1000) to get 1000 random numbers between 0 and 1, and

	we calculate the 1000 numbers [image: \sim \text{Cachy}] by evaluating [image: F^{-1}_{\text{Cachy}}] on these random numbers.

	Finally, we draw the distribution of these numbers












from matplotlib.pyplot import hist, yscale
from numpy import tan
from numpy.random import random

y = random(1000)
o = x0+gamma*tan(pi*(y-0.5))
hist(o,bins=50,density=True)
yscale("log");
















Figure













Random numbers drawn from a Cachy distribution.












If we do not know the quantile function [image: F_X^{-1}], or cannot evaluate it analytically, we must resort to numerical calculations.

If we know the cumulative density function [image: F_X(x)] we can follow the algorithm


	Draw a random number [image: y] between 0 and 1

	Find the solution to


[image: F_X(x) - y = 0]

over the domain of [image: F_X]. The solution [image: x] for this equation is then [image: x\sim X].










Example: Random number from normal distribution¶
As previously mentioned, the cumulative density function for the normal distribution is given by






[image:  F_N(x) = \frac{1}{2}\left[1+\operatorname{erf}\left(\frac{x}{\sqrt{2}}\right)\right]\quad. ]






We in principle know the inverse






[image:  F_N^{-1}(x) = \sqrt{2}\operatorname{erf}^{-1}\left(\frac{x}{\sqrt{2}}\right)\quad, ]






which however depends on that we can evaluate [image: \operatorname{erf}^{-1}]. Instead, let us try to find roots in the equation






[image:  F_N(x) - y = 0\quad, ]






where [image: y\sim U] and where we set the domain of [image: F_X] to [image: [-1000,1000]]

We define a function that, given a list of uniformly distributed numbers, finds the roots of the equation above. To find roots we use scipy.optimize.brentq. Next, we find 1000 numbers of [image: x\sim N] and draw their distribution










def rannor(y):
    from scipy.special import erf
    from scipy.optimize import brentq 
    
    def f(x,y):
        return 0.5 * (1+erf(x/sqrt(2))) - y
    return [brentq(lambda x: f(x,yy),-1000,1000) for yy in y]

y = random(10000)
hist(rannor(y),bins='auto',density=True);
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Random numbers drawn from a normal distribution












If we do not know the cumulative density function, or is it hassle to evaluate - such as [image: F_N] is - we can still draw random numbers from a probability distribution. The algorithm to do so is described as


	Select a random number [image: y] between 0 and 1

	Find the [image: x] so that [image: F_X(x) = \int_{-\infty}^x\mathrm{d}x' f_X(x')\approx y]. [image: x] is then a random number drawn from the distribution [image: f_X]








Numerically, the integral above can be difficult to determine. For example, it can be difficult to evaluate it in the limit [image: x\rightarrow-\infty]. However, often we can restrict our lower limit such that [image: \int_{-\infty}^{L}\mathrm{d}x' f(x')\lt\varepsilon] is small for a given [image: L]. Numerically, we must therefore evaluate






[image: \int_{L}^{x}\mathrm{d}x' f(x')\quad,]






which we can do in steps [image: \Delta x] of [image: x]






[image: \int_{L}^{x}\mathrm{d}x' f_X(x')\approx \Delta x \sum_{i=0}^{N} f_X(L+i\Delta x)\qquad N=\frac{x-L}{\Delta x}]






If we are to draw more than a few random numbers from the distribution [image: f_X], we see that we often evaluate the sum over the same values. Let's take an example. Suppose we pick [image: y_1] from the uniform distribution and find the [image: x] that fulfill the requirement






[image: \int_{-L}^x\mathrm{d}x' f_X(x')\approx y_1\quad.]






Here we have to evaluate the sum [image: N_1] times. Let us now assume that we take the random number [image: y_2>y_1]. Since [image: F_X] is monotonically increasing, we have to evaluate the sum [image: N_2>N_1] times, of which we have previously evaluated at least [image: N_1] terms.

We are therefore better off calculating the series






[image: \{s\} = \left\{\int_{L}^{x_i}\mathrm{d}x' f_X(x')\approx \Delta x \sum_{j=0}^{N_j} f_X(L+j\Delta x),\ N_j=\frac{x_i-L}{\Delta x}\right\}\quad,]






once and for all. We note that






[image:  s_0 = 0\quad s_{i+1} = s_{i}+\Delta x f_X(L)\quad s_N \approx \int_{-\infty}^{\infty}\mathrm{d}x f_X(x) = 1 ]






Extracting a random number from the distribution [image: f_X] then consists of


	Pick a random number [image: y] between 0 and 1

	Find the index [image: i] such that [image: s_i\approx y]

	Calculate (or otherwise determine) the corresponding [image: x_i=L+i\Delta x]. [image: x_i] is then a random number drawn from the distribution [image: f_X].



This algorithm has several interesting points to exploit


	We do not have to insist that


[image: \int_{D} \mathrm{d}x f_X(x) = 1]

We can always normalize the individual [image: s_i] to the total integral [image: s_N]



	We only need determine the series [image: \{s\}] a reasonable number of times. For higher resolution, we can interpolate between neighboring values of [image: \{s\}]. That is, we should evaluate the integral no more times than we can consider [image: F(y)] is approximately linear.



	Our distribution of [image: f_X] need not be given by an expression, but may be given by e.g., discrete points - as long as we can integrate over [image: f_X] we can use this algorithm.










Example: Breit-Wigner again¶
We saw earlier that we can draw random numbers from a Breit-Wigner distribution using the Cauchy distribution. But let us here work directly from [image: f_{BW}] given by






[image:  f_{BW}(E) = \frac{k}{\left(E^2-M^2\right)^2+M^2\Gamma^2}\quad. ]






As we mentioned earlier, we do not have to worry about the distribution being normalised, thus we do not have to specify in detail what [image: k] is.






We define a function that calculates the [image: \{s\}] series. As input we will take a series of [image: \{x\}] of points where we will evaluate the integral of our distribution, and we will return the series [image: \{s\}] consisting of the the approximate cumulative density function.








eval_cdf


def eval_cdf(f,x,dx=None):
    from numpy import diff, cumsum, concatenate
    if dx is None: dx = diff(x,prepend=x[0])
    uncdf = cumsum(dx * f(x))
    return uncdf/uncdf.max()














This function does not know anything about our distribution [image: f], other than we can evaluate it over [image: x]. Let us test this on the normal distribution.










x = linspace(-3,3,1000)
c = eval_cdf(lambda x : 1/(sqrt(2*pi))*exp(-x**2/2), x)
plot(x,c, "--", linewidth=4, label='Approx. $F_N$')
plot(x,0.5 * (1+erf(x/sqrt(2))),label='$F_N$')
legend();
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Approximate CDF for a normal distribution.












Now let's do a function that can take a random number from our distribution function, given the series [image: \{x\}] and [image: \{s\}]. The function takes a list of random numbers, the two series, and returns a list of random numbers drawn from our distribution.








sample_pdf


def sample_pdf(y,x,cdf):
    from numpy import atleast_1d,searchsorted,any

    yy = atleast_1d(y)
    if any(yy < 0) or any(yy > 1):
        raise ValueError(f'Some random number(s) {y} not in [0,1]')
        
    i  = searchsorted(cdf,yy)
    yf = (yy - cdf[i-1]) / (cdf[i]-cdf[i-1])
    return x[...,i-1]+yf*(x[...,i]-x[...,i-1])

















def sample_pdf_old(y,x,cdf):
    from bisect import bisect_left as bi 
    from numpy import atleast_1d, array
    
    yy = atleast_1d(y)
    if any(yy < 0) or any(yy > 1):
        raise ValueError(f'Random number(s) {y} not in [0,1]')
    
    def find_inter(y):
        i = bi(cdf,y)
        
        yf = (y - cdf[i-1]) / (cdf[i]-cdf[i-1])
        return x[i-1]+yf*(x[i]-x[i-1])
        
    return array([find_inter(yyy) for yyy in yy])

hide_toggle()



























We now have everything we need to draw random numbers from a probability function. First we define our [image: f_{BW}] and the domain we want to look over.










def fBW(E,M,Gamma,k):
    return k / ((E**2-M**2)**2 + M**2*Gamma**2)
x = linspace(0, 2, 100)














Next, we evaluate our CDF over x. Here we put [image: M=1], [image: \Gamma=0.05] and [image: k=1]. We plot our approximate CDF and the analytical CDF






[image:  F_{BW}(E;M,\Gamma,k) = k F_{\text{Cachy}}(E^2;M^2,M\Gamma) = k\left[\frac{1}{\pi}\tan^{-1}\left(\frac{E^2-M^2}{M\Gamma}\right)+\frac{1}{2}\right]\quad. ]










from numpy import arctan

FBW = eval_cdf(lambda E : fBW(E,1,0.05,1),x)
plot(x, FBW, "*",label="Approx. $F_{BW}$")
plot(x, 1/pi * arctan((x**2-1)/(0.05))+.5,label="$F_{BW}$")
xlabel("$E$")
legend();
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Approximate CDF of a Breit-Wigner distribution












Now let's generate 1000 random numbers drawn from our Breit-Wigner










from numpy.random import random 
from matplotlib.pyplot import hist

dBW = sample_pdf(random(1000),x,FBW)
hb, b, _ = hist(dBW, 100, (x[0],x[-1]),density=True,label="Random sample")
plot(x,fBW(x,1,0.05,(x[1]-x[0])),label="PDF")
legend();
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Random numbers drawn from a Breit-Wigner distribution.












In fact, with a little cunning, we can combine eval_cdf andsample_pdf into one function. Or rather, we can create a function that returns a new function (a so-called closure) which when we evaluate it, samples from our PDF.








sample_pdf


def pdf_sampler(f,x,dx=None):
    cdf = eval_cdf(f,x,dx)
    
    def sampler(y):
        return sample_pdf(y,x,cdf)
    
    return sampler














The point is that the inner function sampler has the variables x and cdf bound to the values they have when the function was defined (i.e., when we call pdf_sampler). We return this function, with the bound values of x and cdf, and when we call that function, the bound values are used.






Let's try it on our Breit-Wigner.










from numpy.random import random 
from matplotlib.pyplot import hist

bw_sampler = pdf_sampler(lambda E : fBW(E,1,0.05,1),x)
dBW = bw_sampler(random(1000))
hb, b, _ = hist(dBW, 100, (x[0],x[-1]),density=True,label="Random sample")
plot(x,fBW(x,1,0.05,(x[1]-x[0])),label="PDF")
legend();
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Random numbers drawn from a Breit-Wigner distribution.












Summary¶
Above, we have formalized the idea of random variables by introducing the probability distributions (PDF). We have looked at various PDFs and their cumulative density functions (CDF). We have seen how we can use the CDF to generate samples from a given PDF, and we have developed the functions eval_cdf orsample_pdf for this purpose.










eval_cdf.__doc__=\
    """Integrates the PDF f over the range x to get a table of the CDF

    Example
    -------
    >>> cdf = eval_cdf(lambda x: x**2, np.linspace(0,10,11))
    
    Note, if the PDF is a multi-variate function (e.g. f(x,y)), then the 
    best way to use this function is to create a meshgrid over the domain of 
    the variables 
    
    >>> from numpy import meshgrid, linspace
    >>> x, dx  = linspace(0,2,20)
    >>> y, dy  = linspace(0,3,30)
    >>> xx, yy = meshgrid(x,y)
    
    and then flatten this to be (m,n) - where m is the number of variables
    
    >>> from numpy import vstack 
    >>> xy = vstack((xx.ravel(),yy.ravel()))
    
    A particular challenge to define the "step" length. If the evaluation 
    points are equidistant as above, we can simply do 
    
    >>> from numpy import zeros
    >>> dxy = zeros(len(xy[0]))
    >>> dxy[1:] = dx * dy 
    
    and then pass that to this function 
    
    >>> cdf = eval_cdf(f,xy,dxy)
    
    Parameters
    ----------
    f : callable 
        PDF to integrate 
    x : array-like
        Points to evalute the PDF at
    dx : array-like or None
        If given, it should specify the area of each integration
        point, with the first equal to zero.  This is useful 
        if the PDF is a function of several variables.  If not 
        given, assume we can calculate it using the difference of 
        x 

    Returns
    -------
    cdf : array-like
        table of CDF values at the points x 
      
    See also
    --------
    sample_pdf 
    """

















sample_pdf.__doc__=\
    """Sample a PDF given by the table of the CDF

    Example
    -------
    >>> xev = np.linspace(0,10,11)
    >>> cdf = eval_cdf(lambda x: x**2, xev
    >>> x   = sample_pdf(np.random.uniform(size=100),xev,cdf)
    
    Parameters
    ----------
    y : scalar or array-like, float
        Uniformly distributed random variable 
    x : array-like
        Points where the CDF is evaluated 
    cdf : array-like 
        CDF evaluated at x 

    Return
    ------
    x : scalar or array-like, float 
        Random variable drawn from the PDF 
        
    See also
    --------
    eval_cdf 
    """

















pdf_sampler.__doc__=\
    """Creates a function to sample a PDF 
    
    Examples
    --------
    
        >>> def f(x,mu,sigma):
        ...     from numpy import pi, sqrt, exp
        ...     return 1/(sqrt(2*pi)*sigma)*exp(-.5*((x-mu)/sigma)**2)
        ...     
        >>> from numpy import linspace
        >>> from numpy.random import uniform 
        >>>
        >>> sampler = pdf_sampler(f,linspace(-3,3,30))
        >>> sample  = sampler(uniform(size=1000))
        
    Parameters
    ----------
    f : callable 
        PDF to integrate 
    x : array-like
        Points to evalute the PDF at
    dx : array-like or None
        If given, it should specify the area of each integration
        point, with the first equal to zero.  This is useful 
        if the PDF is a function of several variables.  If not 
        given, assume we can calculate it using the difference of 
        x 

    Returns
    -------
    sampler : callable 
        A function which takes a single argument - random numbers between 0 and 1 
        and samples the PDF passed to this function. 
    """























Estimators and Expection Values¶






Purpose¶

	To formalize the concept of estimating statistical quantities.

	To sharpen the distinction between a random variable [image: X] and a sample [image: S_x]

	To understand the relationship between a stochastic variable and statistics such as mean and variance.

	To calculate expectation values from a probability distribution (by symbolic manipulation).

	To deduce why [image: \chi^2\approx\nu] corresponds to a "good" curve fit and more generally how we understand given [image: \chi^2] and [image: \nu] values.








In the previous chapters we have talked about estimators loosely - for example, the average of a sample is an estimator for the expected outcome. Here we will formalize this concept a little more.






Estimator¶
An estimator is a description of a value derived from observed data to estimate a particular quantity we are interested in. For example, we can make a estimate of the lifetime of a particular radioactive isotope, or a estimate of the number of red cars passing a motorway bridge at a certain interval.

If we call the quantity we are interested in [image: \theta] we often write the estimator as [image: \hat{\theta}]. The estimator is a function of our observed data [image: X], so that [image: \hat{\theta}(X)] is the prescription we must follow to find a estimate of [image: \theta]. Note that since [image: X] is a random (stocastic) variable, it follows that [image: \hat{\theta}] is also a random variable.

Here we will clarify our nomenclature a bit more.


	With the stochatic variable [image: X] we mean all possible outcomes of [image: x\in X]. That is, when we write large [image: X] we actually mean the probability distribution (whether it is known or not) which the random variable is distributed after.

	If we have a specific realization of the stochastic variable [image: X], we write [image: x]. [image: x] is a specific sample of our random variable [image: X]. Or, in other words, [image: x] is a (finite) set of values sampled from the probability function [image: X].



One can think of an estimator [image: \hat\theta] as our qualified guess on how we will find the true value [image: \theta]. As such, there is no guarantee that the estimator [image: \hat\theta] will actually estimate [image: \theta]. If we have a specific stochatic variable [image: X] or we have good reasons to believe that our samples have a certain distribution, we can say more about the estimator.

When we determine the estimate [image: \hat{\theta}(x)] over a particular sample [image: x], we can, since the estimate is a random variable, clearly estimate a value which is not the same as the actual value [image: \theta]. So we make a error which we describe as






[image: \delta_\theta(x) = \hat{\theta}(x) - \theta\quad.]







Note that here we are talking about an error: [image: \theta] is the "true" value we are trying to estimate more or less accurately. It should be contrasted with the uncertainty by which a given measurement is encumbered and which does not depend on the true value [image: \theta].


	The error is the distance from the measured value to the (unknown) true value

	The uncertainty is the estimate derived from the measurements of how close we are to the (unknown) true value








An often used analogy is a dartboard. The true value is then in the middle, and our estimator is how we shoot arrows against the disk. Measurements are where the actual arrows hit. The error of a measurement is in this analogy the distance from an arrow to the center.






Given an estimator [image: \hat\theta] and the stochastic variable [image: X], we can formulate the concept of the expected value of [image: \hat\theta] given [image: X]. We typically write






[image: \mathbb{E}[\hat\theta(X)]]







which says

If [image: X] is the true distribution of our variable, then we expect the estimator [image: \hat\theta(X)] to give the value [image: \mathbb{E}[\hat\theta(X)]].



We will come back to what we understand by an expectation value, so here we will think the mean value of [image: \hat\theta(X)] as our expectation value.

If the true value we are trying estimate is [image: \theta], then define






[image: b_{\hat\theta}=\mathbb{E}[\hat\theta(X)]-\theta\quad,]






as we call the bias of the estimator [image: \hat\theta]. In the analogy of the dart disc, this bias is a measure of how far from the center we_ expect _to hit if [image: X] is the distribution and [image: \theta] the true value. We say an estimator unbiased if [image: b_{\hat\theta}=0].

Another important concept is the average square error, or rather the expected square distance to the true value given by






[image: \bar{\delta_{\hat\theta}} = \mathbb{E}\left[\left(\hat\theta(X) - \theta\right)^2\right]\quad.]






Note that this is a function of the estimator [image: \hat\theta(X)] and the true value [image: \theta]. That is, this is not a function of a particular sample [image: x], but rather of the probability function for [image: X] and the true value [image: \theta]. If we continue the analogy with the dartboard, we will say that [image: \bar{\delta_{\hat\theta}}] measures if the way we shoot arrows against the disc distributes around the center: A large [image: \bar{\delta_{\hat\theta}}] says that we generally shoot far from [image: \theta], while a low value tells us we are close to the goal. The size of [image: \bar{\delta_{\hat\theta}}] does not say anything about whether the arrows are close to each other, especially for large values we can easily have that all arrows will land the same place which, however, is far from the center.

We can also define sample spread in terms of our estimator. For a given sample of [image: x], this is given by






[image: s_{\hat\theta}(x) = \hat\theta(x)-\mathbb{E}\left[\hat\theta(X)\right]\quad,]







where [image: \hat\theta(x)] is the estimate for the sample [image: x], while [image: \mathbb{E}[\hat\theta(X)]] is the expected value of the estimator given the true distribution [image: X]. Let's continue the analogy from above. Here is [image: \mathbb{E}[\hat\theta(X)]] where we expect arrows to hit if [image: X] is the true stochastic variable, and [image: \hat\theta(x)] is where a specific arrow hit. Then the [image: s_{\hat\theta}(x)] is the distance from the specific arrow to where we expect the arrow will hit.

The variance of an estimator is defined as






[image: \mathbb{V}\left[\hat\theta\right] = \mathbb{E}\left[\left(\hat\theta(X)-\mathbb{E}\left[\hat\theta(X)\right]\right)^2\right]\quad,]






where again [image: \mathbb{E}\left[\hat\theta(X)\right]] is the expected value (think mean) given the random variable [image: X]. The variation is then the expected spread of the estimator [image: \hat\theta] about the expected value of this estimator. If we continue the analogy from above, then the variance expresses how close or scattered we expect our estimates of [image: \theta] will lie. However, the variance says nothing about how close to the center we can expect our arrows will hit.

One can show that






[image: \bar{\delta_{\hat\theta}} = \mathbb{V}\left[\hat\theta\right] + b^2_{\hat\theta}\quad,]






which means that for an unbiased estimator ([image: b_{\hat\theta}=0]), the expected square error is identical to the variance. It motivates why we designate the square root of our sample variance as the sample's uncertainty.






Expectation Values¶
From our discussion of estimators, we have our concept of expectation value which we wrote






[image: \mathbb{E}\left[\hat\theta(X)\right]\quad,]







for the estimator [image: \hat\theta] and the stochastic variable [image: X].

If the random variable [image: X] has the probability distribution [image: f_X: \Omega\rightarrow \mathbb{R}], we define the expected value of the estimator [image: \hat\theta] as






[image: \mathbb{E}\left[\hat\theta(X)\right] = \int_\Omega \mathrm{d}x\, \hat\theta(x)f_X(x)\quad,]







or the inner product of [image: \hat\theta] and [image: f_X] over the domain (sample space) [image: \Omega].

Let's take the estimator for [image: X=x]. Then the expected value is






[image: \mathbb{E}[X] = \int_\Omega \mathrm{d}x\,x f_{X}(x)\quad.]






Example: Expectation value of a normal distribution¶
Our probability function is given by






[image: f_{\mathcal{N}}(x;\mu,\sigma) = \frac{1}{\sqrt{2\pi}\sigma}e^{-\frac12\frac{(x-\mu)^2}{\sigma}}\quad,]







and the domain is all the real numbers. We must therefore evaluate the integral






[image: \mathbb{E}[x] = \int_{-\infty}^{+\infty}\mathrm{d}x\, x \frac{1}{\sqrt{2\pi}\sigma}e^{-\frac12\frac{(x-\mu)^2}{\sigma}}\quad.]






We will use SymPy for this. Note that sympy.oo is [image: \infty] and that we define x, mu, and sigma as variables.










from sympy import symbols, Function, sqrt as sysqrt, exp as syexp, pi as sypi,\
    integrate, oo, Eq

x, mu = symbols("x mu",real=True)
sigma = symbols("sigma",real=True,positive=True)
E     = Function(r'\mathbb{E}',real=True)
V     = Function(r'\mathbb{V}',real=True)
f_N = 1/(sysqrt(2*sypi)*sigma)*syexp(-(x-mu)**2/(2*sigma**2))
Eq(E(x),integrate(x*f_N,(x,-oo,oo)))















[image: \displaystyle \mathbb{E}{\left(x \right)} = \mu]











We see, as expected, that the expectation value of a normal distribution with mean [image: \mu] and spread [image: \sigma] is the mean [image: \mu].

We saw earlier that the variance of a random variable is given by






[image: \mathbb{V}(X)=\mathbb{E}\left[(X-\mathbb{E}[X])^2\right]\quad,]






so we have to evaluate the integral






[image: \mathbb{V}(x)=\int_\Omega\mathrm{d}x\,(x-\mathbb{E}[x])^2 f_X(x)\quad,]






to find the variance.






Example: The variance of a normal distribution¶
The integral we need to evaluate is






[image: \mathbb{V}[x] = \int_{-\infty}^{+\infty}\mathrm{d}x\, (x-\mu)^2 \frac{1}{\sqrt{2\pi}\sigma}e^{-\frac12\frac{(x-\mu)^2}{\sigma}}\quad,]






where we have inserted the expectation value [image: \mathbb{E}[x]=\mu]. Let's do this integral










Eq(V(x),integrate((x-mu)**2*f_N,(x,-oo,oo)))















[image: \displaystyle \mathbb{V}{\left(x \right)} = \sigma^{2}]











The variance of a normal distribution is thus the square of the spread [image: \sigma], quite as expected.






Example: The flat distribution¶
The uniform distribution over the domain [image: [a,b]] has the probability function






[image:  f_{\mathcal{U}}(x;a,b) = \frac{1}{b-a}\quad,]







and the expectation value and variance, respectively, are given by






[image: \begin{align*}   \mathbb{E}[x] &= \int_a^b\mathrm{d}x\,x\frac{1}{b-a}\\   \mathbb{V}[x] &= \int_a^b\mathrm{d}x\,(x-\mathbb{E}[x])^2\frac1{b-a}\quad. \end{align*}]






Let's evaluate these. First [image: \mathbb{E}[x]]










a, b = symbols("a b", real=True)
f_U = 1/(b-a)
eu = integrate(x*f_U,(x,a,b)).factor()
vu = integrate((x-eu)**2*f_U,(x,a,b)).factor()
display(Eq(E(x),eu),Eq(V(x),vu))















[image: \displaystyle \mathbb{E}{\left(x \right)} = \frac{a + b}{2}]






[image: \displaystyle \mathbb{V}{\left(x \right)} = \frac{\left(a - b\right)^{2}}{12}]











The expectation value is therefore simply the average [image: (a+b)/2], while the variance is [image: (a-b)^2/12]. If [image: b=1] and [image: a=0] we have that the standard deviation is [image: 1/\sqrt{12}] - a number worth remembering.






Example: Cauchy distribution¶
The PDF for a Cauchy distribution is






[image:  f_{\text{Cauchy}}(x;x_0,\gamma) = \frac{1}{\pi\gamma}\frac{\gamma^2}{(x-x_0)^2+\gamma^2}\quad, ]






Let's try to calculate the expectation value










x0 = symbols("x_0",real=True)
gamma = symbols("gamma",real=True,positive=True)
f_Cachy = 1/sypi*gamma/((x-x0)**2 + gamma**2)
Eq(E(x),integrate(x*f_Cachy,(x,-oo,oo)),evaluate=False)















[image: \displaystyle \mathbb{E}{\left(x \right)} = \text{NaN}]











In other words, the Cauchy distribution has no expectation value. We cannot be sure that a given probability distribution actually has a well-defined expectation value or variance.






Example: [image: \chi^2] distribution¶
The distribution






[image: f_{\chi^2}(x;\nu) = \frac{1}{2^{\nu/2}\Gamma(\nu/2)}x^{\nu/2-1}e^{-x/2}\quad,]






is known as the [image: \chi^2] distribution with [image: \nu] degrees of freedom, and is defined over [image: \mathbb{R}^+]. This distribution appears in curve fitting of the function [image: f] to the points [image: \{(x_i,y_i,\delta_i):i\in[1,\ldots,N]\}] as the distribution of






[image: \chi^2 = \sum_i^{N}\frac{(y_i-f(x_i))^2}{\delta_i^2}\quad,]







with [image: \nu=N-N_f] where [image: N_f] is the number of free parameters in [image: f]. If the [image: y_i]s are normally distributed around [image: f(x_i)] with standard deviation [image: \delta_i], then [image: \chi^2] is distributed by [image: f_X]. Let's find the expectation value of this distribution










from sympy import gamma as sygamma

nu = symbols("nu",integer=True,positive=True)
chi = symbols('chi',real=True,positive=True)
f_chi2 = 1/(2**(nu/2)*sygamma(nu/2))*x**(nu/2-1)*syexp(-x/2)
Eq(E(chi**2),integrate(x*f_chi2,(x,0,oo)).simplify())















[image: \displaystyle \mathbb{E}{\left(\chi^{2} \right)} = \nu]











The expected [image: \chi^2] is therefore [image: \nu], or, for the reduced [image: \chi^2]






[image: \mathbb{E}\left[\chi^2/\nu\right] = 1\quad,]






which explains why in curve fitting we want [image: \chi^2/\nu\approx1].

Let's evaluate the variance










Eq(V(chi**2),integrate((x-nu)**2*f_chi2,(x,0,oo)).simplify())















[image: \displaystyle \mathbb{V}{\left(\chi^{2} \right)} = 2 \nu]











which gives us the standard deviation [image: \sqrt{2\nu}]. However, we are more interested in finding out how likely it is to find a [image: \chi^2] which is greater than a given value. We therefore evaluate the integral






[image: F_{\chi^2}(\chi^2;\nu) = \int_{\chi^2}^{\infty} \mathrm{d}x\,f_{\chi^2}(x;\nu)\quad.]










from sympy import Integral

Eq(Integral(Function('f')(x,nu),(x,chi**2,oo)),
   integrate(f_chi2,(x,chi**2,oo)).simplify())















[image: \displaystyle \int\limits_{\chi^{2}}^{\infty} f{\left(x,\nu \right)}\, dx = 1 - \frac{\gamma\left(\frac{\nu}{2}, \frac{\chi^{2}}{2}\right)}{\Gamma\left(\frac{\nu}{2}\right)}]











which gives us the probability of finding a [image: \chi^2] value which is "worse" than the observed. Note that this is the same as






[image: 1-F_{\chi^2}(\chi^2;\nu)\quad,]






where [image: F_{\chi^2}] is the cumulative distribution function for [image: \chi^2].






Example: A discrete distribution - Poisson¶






For a discrete distribution [image: f], where the outcome is one of several options






[image: \Omega = \{x_1,x_2,\ldots\}\quad.]






we replace the integral with a sum so that the expectation value of a statistic [image: \theta] is given by






[image: \mathbb{E}[\theta(x)] = \sum_{x\in\Omega} \theta(x) f(x)\quad.]






An example of a discrete distribution is the Poisson distribution with the probability mass function






[image: f_P(n;\lambda) = e^{-\lambda}\frac{\lambda^n}{n!}\quad n\in\mathbb{N}_0, \lambda > 0\quad.]






Let's calculate [image: \mathbb{E}[n]] and [image: \mathbb{V}[n]]










from sympy import summation, factorial

lamb = symbols('lambda',real=True,positive=True)
n    = symbols('n',integer=True,nonnegative=True)
f_p  = syexp(-lamb) * lamb**n / factorial(n)
ep   = summation(n * f_p, (n,0,oo))
vp   = summation((n-ep)**2 * f_p, (n,0,oo))
display(Eq(E(n),ep),Eq(V(n),vp.simplify()))















[image: \displaystyle \mathbb{E}{\left(n \right)} = \lambda]






[image: \displaystyle \mathbb{V}{\left(n \right)} = \lambda]











Summary¶
In this section we have come closer to actual mathematical statistics. We have formalized concepts like estimators and expectation values. We have seen how these relate to a random variable [image: X] and samples [image: S_x] from such a random variable. As a small side bonus, we have also seen how we can use SymPy to do symbol manipulation, which can be extremely useful.















Likelihood and Estimates¶






Purpose¶

	To formulate the concept of a likelihood function

	Introducing hypothesis testing via likelihood ratio

	To use the maximization of the likelihood function to estimate parameters








Introduction¶
By a likelihood we mean the chance of something being the case. Previously, we talked about probability distributions (PDF) understood as a function [image: f_X: \Omega\rightarrow\mathbb{R}], for a random variable [image: X] that expresses how likely all outcomes [image: x\in\Omega] are. With likelihood we turn our point of view and determine how likely a given outcome is. Formally, we express it with a likelihood function [image: \mathcal{L}: \Omega\rightarrow\mathbb{R}], and we write the likelihood of the outcome [image: x\in\Omega] as

[image: \mathcal{L}(x)]
The likelihood function [image: \mathcal{L}] is as such a very fundamental concept, and we can often formulate one from data and an assumption of the distribution of data.






Likelihood function¶
Assuming that the outcomes

[image: x=\{x_1,x_2,\ldots,x_n\}\subseteq\Omega]
are independent and that the probability distribution of [image: x_i] is given by [image: f:\Omega\rightarrow\mathbb{R}] then we can write the likelihood of the outcome [image: x] as

[image: \mathcal{L}(x) = \prod_{i=1}^{N}f(x_i)\quad.]
Intuitively, it makes sense in the sense that the probability of the outcomes [image: x] is the probability of the individual outcomes multiplied together.






Example: 10 rolls of a die¶
We illustrate this with a simple example. We've made 10 throws of a 6-sided die, for example










from numpy.random import seed, randint 

seed(11) # For reproducibility
throws = randint(1,7,size=10)
print(throws)















[2 1 4 2 6 5 2 3 1 6]













The likelihood of this outcome is determined by the product of the individual probabilities of each throw. The probability distribution is (given that the die is fair)

[image: f_{\text{6-sided die}}(x) = \begin{cases} \frac{1}{6} & x\in[1,2,\ldots,6]\\ 0 & \text{otherwise}\end{cases}\quad,]
which is independent of [image: x] and we find that

[image: \mathcal{L}(\{x_1,\ldots,x_N\}) = \prod_{i=1}^{N}\frac{1}{6} = \left(\frac{1}{6}\right)^N\quad,]
and specifically










print(f'Likelihood of throws: {1/6**len(throws):.2g}')















Likelihood of throws: 1.7e-08













Now suppose the die is not fair. That is, the outcome 6, for example, is more likely than 2,3,4, and 5, and the opposite outcome, 1, is less likely (the die has a small lead lump close to the side with 1 on). Under that assumption, the probability distribution is

[image: f_{\text{6-sided loaded die}}(x) =  \begin{cases}    \frac{2(1-a)}{12} & x = 1\\   \frac{1}{6} & x\in[2,3,4,5]\\   \frac{2(1+a)}{12} & x = 6\\   0 & \text{otherwise} \end{cases}\qquad 0\leq a \leq 1\quad,]
where [image: a] expresses the degree of how unfair the die is. For [image: a=0], we find that the probability of 1 and 6 is [image: 1/6], while for [image: a=1] the probabilities are [image: 0] and [image: 4/12=1/3] respectively. Let us set [image: a=1/2] and calculate the likelihood of our 10 throws










from numpy import multiply
a = 1/2
p = {1: 2*(1-a)/12, 2: 1/6, 3: 1/6, 4: 1/6, 5: 1/6, 6: 2*(1+a)/12}
print('Likelihood of throws given a=1/2: {:.2g}'
      .format(multiply.reduce([p[t] for t in throws])))















Likelihood of throws given a=1/2: 9.3e-09













A little depending on what numbers we got, we see that the probability that the die is unfair is less than the die is fair.






Maximum likelihood estimate (MLE)¶
We can turn the problem around again and ask, given our outcome (or sample), what value of [image: a] gives the highest probability. This leads us to the concept of Maximum Likelihood Estimators (MLE). Suppose we have a sample [image: X=\{x_1,\ldots,x_N\}] that is taken from a given probability distribution [image: f] with unknown parameter (or parameters) [image: \theta]. Then [image: \hat\theta] given by

[image: \mathcal{L}(X,\hat\theta)=\max_{\Theta} \mathcal{L}(X,\theta) = \max_{\Theta}\prod_{i=1}^{N}f(x_i,\theta)\quad\theta\in\Theta\quad,]
is an estimator of the unknown [image: \theta]. Here, [image: \max_{\Theta}] means the maximum value over all possible values of the parameter [image: \theta] in [image: \Theta].






In a moment we will use this on our 10 rolls with a die, but first we notice that

[image: \log\prod_{i=1}^{N} x_i = \sum_{i=1}^{N} x_i\quad,]
and, since [image: \log x,\,x\in(0,\infty)] is strictly increasing, then [image: f(x)] and [image: \log f(x)] have maximum at the same [image: x]. We can therefore find where [image: \mathcal{L}] is maximum by finding where [image: \log\mathcal{L}] is maximum and we have that [image: \hat\theta] is given by

[image: \ell(x,\hat\theta) = \log \mathcal{L}(X,\hat\theta) = \max_{\Theta}\left[\sum_{i=1}^{N}\log f(x_i,\theta)\right]\quad\theta\in\Theta\quad,]
which is often easier to work with as we have a sum of rather than a product. This is a very common construct and is called the log-likelihood (LLH). Furthermore, since [image: \log x] is strictly growing then [image: \log f(x)] is maximum where [image: -\log f(x)] is minimum. We therefore have [image: \hat\theta] given by

[image: -\ell(X,\hat\theta) = -\log \mathcal{L}(X,\hat\theta) = \min_{\Theta}\left[-\sum_{i=1}^{N}f(x_i,\theta)\right]\quad\theta\in\Theta\quad.]
Thus, we can find [image: \hat\theta] by minimizing the negative logarithmic likelihood. In practice, this is attractive as it is easier to formulate numerical algorithms that find the minimum rather than to find the maximum.






Example: Investigating the die¶
Now let's return to our 10 die rolls above and find the [image: a] that maximizes the likelihood. We will do this by minimizing the negative, logarithmic probability










def llh(a,throws=throws):
    from numpy import sum, log
    return sum([log(1/6 if t in [2,3,4,5] else 
                     2*(1-a)/12 if t == 1 else 
                     2*(1+a)/12 if t == 6 else 0) 
                for t in throws])

from scipy.optimize import minimize_scalar

opt = minimize_scalar(lambda a: -llh(a),bounds=(0,1),method='Bounded')
print(f'Estimate of a: {opt.x:.3g}')















Estimate of a: 4.37e-06













We see that given our 10 throws, that [image: \hat a \approx 0], corresponding to a fair die. Now let us make 50 rolls with a die that is not fair, with [image: a=1/2], and let us try to estimate [image: a] based on that sample










from numpy import ones,arange
from numpy.random import choice
a      = 1/2
p      = ones(6)/6 
p[0]   = 2*(1-a)/12
p[5]   = 2*(1+a)/12
throws = choice(arange(1,7),p=p,size=50)
opt    = minimize_scalar(lambda a:-llh(a,throws),bounds=(0,1),method='Bounded')
print(f'Estimate of a: {opt.x:.2f} versus true a: {a}')















Estimate of a: 0.42 versus true a: 0.5













Depending on what random throws we generated above, we find [image: \hat a\approx 0.5].






Likelihood ratio and hypothesis testing¶






Example: Is the die fair¶
Given our throw with an unfair die, let us compare the hypotheses


	[image: H_1]: the cube is unfair with [image: a\neq 0]

	[image: H_0]: the cube is fair with [image: a=0]



We do this by calculating the likelihood ratio as

[image: \lambda = 2\log\frac{\mathcal{L}(H_1)}{\mathcal{L}(H_0)} = 2\log\frac{\mathcal{L}(x,a=\hat a)}{\mathcal{L}(x,a=0)} = 2\left(\ell(x,a=\hat a) - \ell(x,a=0)\right)\quad,]
where we've already found [image: -\ell(x,a=\hat a)] when we minimized above.








likelihood_ratio


def likelihood_ratio(lh_h1,lh_h0,loglike=True):
    from numpy import log 
    
    if loglike:
        return 2 * (lh_h1-lh_h0)
    return 2 * (log(lh_h1)-log(lh_h0))

















from numpy import log

llh0 = len(throws) * log(1/6)
llh1 = -opt.fun
lamb = likelihood_ratio(llh1,llh0)
print(f'Likelihood ratio λ: {lamb:.2f}')















Likelihood ratio λ: 4.30













One can show that [image: \lambda] is a statistic with the probability distribution [image: \chi^2_{\nu}] where [image: \nu] is the number of degrees of freedom. Here we have one degree of freedom in [image: H_1] in the form of [image: \hat a], while [image: H_0] has no degrees of freedom, so overall we have

[image: \nu = \nu_{H_1} - \nu_{H_0} = 1 - 0 = 1\quad.]






[image: p] value¶
The [image: p] value statistic expresses how likely it is, assuming that we find something that is worse (fits worse with the hypothesis) than what we found. Since the probability ratio [image: \lambda] is [image: \chi^2_\nu] distributed, we can calculate the [image: p] value given by

[image:  p = P(\chi^2_\nu > \lambda)\quad,]
for which typically applies

[image: \begin{align*} \text{evidence against $H_0$} &=  \begin{cases}   \phantom{10\%\leq{}} p < 1\% & \text{very strong}\\   \phantom{0}1\% \leq p < 5\% & \text{strong}\\   \phantom{1}5\% \leq p < 10\% & \text{weak}\\   10\% \leq p & \text{none} \end{cases}\quad. \end{align*}]







Example: The die is not fair¶
Let us calculate the [image: p] value of [image: \lambda] as given above.










from scipy.stats import chi2

p = chi2.sf(lamb,1)
print(f'p-value of λ={lamb:.2f}: {p*100:.3g}%')















p-value of λ=4.30: 3.82%













We see that we get a [image: p] value of [image: \approx4\%], which means we can reject [image: H_0] with strong evidence - the die is probably unfair. If we had gotten [image: p>10\%] instead, it is not the same as saying that [image: H_0] is correct. It would simply mean that our test can't say if [image: H_0] is wrong.






Example: Mendel's peas - early genetics¶
Let us take another example: Gregory Mendel investigated the inheritance of traits in studying peas. He had yellow smooth beans which he "paired" with wrinkled green beans, and found the following outcome



	[image: x_i]
	Yellow
	Green





	Smooth
	315
	108



	Wrinkled
	101
	32





total of [image: n=556] trials. His hypothesis was that the traits should spread with the probabilities



	[image: p^0_i]
	Yellow
	Green





	Smooth
	9/16
	3/16



	Wrinkled
	3/16
	1/16





We calculate the probability of the observations [image: X] given the probabilities [image: p_0] and for [image: \hat p = X/n] where the probability distribution is given by a multi-nominal distribution

[image: P(x,p) = n!\prod_{i=1}^{N}\frac{p_i^{x_i}}{x_i!}\quad,]










from sympy import symbols, IndexedBase, Function, Symbol, factorial, Product, S, Eq 

i, N, n, x = symbols('i N n x',integer=True,positive=True)
p0 = IndexedBase('p_0')
p1 = IndexedBase('p_1')
x  = IndexedBase(x)
L  = Function('Lcal')
lr = Symbol('lambda')
P0 = factorial(n)*Product(p0[i]**x[i]/factorial(x[i]),(i,S.One,N))
P1 = factorial(n)*Product(p1[i]**x[i]/factorial(x[i]),(i,S.One,N))
Eq(L(p0),P0)















[image: \displaystyle \mathcal{L}{\left(p_{0} \right)} = n! \prod_{i=1}^{N} \frac{{p_{0}}_{i}^{{x}_{i}}}{{x}_{i}!}]














Eq(L(p1),P1)















[image: \displaystyle \mathcal{L}{\left(p_{1} \right)} = n! \prod_{i=1}^{N} \frac{{p_{1}}_{i}^{{x}_{i}}}{{x}_{i}!}]











and thus the relationship










from sympy import log as sylog 

Eq(lr,2*sylog(P1/P0))















[image: \displaystyle \lambda = 2 \log{\left(\frac{\prod_{i=1}^{N} \frac{{p_{1}}_{i}^{{x}_{i}}}{{x}_{i}!}}{\prod_{i=1}^{N} \frac{{p_{0}}_{i}^{{x}_{i}}}{{x}_{i}!}} \right)}]











which we can rewrite










P0t = P0.replace(1/factorial(x[i]),S.One) * P0.replace(p0[i]**x[i],1)
P1t = P1.replace(1/factorial(x[i]),S.One) * P1.replace(p1[i]**x[i],1)
LL = (2*sylog(P1t/P0t).expand(log=True,force=True)).expand(log=True,force=True).simplify()
Eq(lr,Eq(2*sylog(P1t/P0t),LL))















[image: \displaystyle \lambda = 2 \log{\left(\frac{\prod_{i=1}^{N} {p_{1}}_{i}^{{x}_{i}}}{\prod_{i=1}^{N} {p_{0}}_{i}^{{x}_{i}}} \right)} = 2 \sum_{i=1}^{N} \left(- \log{\left({p_{0}}_{i} \right)} + \log{\left({p_{1}}_{i} \right)}\right) {x}_{i}]











We can insert Mendel's observations for [image: x_i], his hypothesis for [image: p_{0_i}], and the ratios [image: p_{1_i}=x_i/n].










from numpy import sum

obs  = [315, 101, 108, 32]
hyp  = [9/16, 3/16, 3/16, 1/16]
subs = [{x[ii+1]:oo, p0[ii+1]: hh, p1[ii+1]: oo/sum(obs)}
        for ii,(oo,hh) in enumerate(zip(obs,hyp))]
subs = {k:v for s in subs for k, v in s.items()}
lrat = float(LL.subs(N,len(obs)).doit().evalf(subs=subs))
prob = chi2.sf(lrat,3)
print(f'λ = {lrat:.3f} with p-value = {prob*100:.2f}%')















λ = 0.475 with p-value = 92.43%













We can therefore not reject the null hypothesis that the assumed probabilities are correct.






More about MLE¶






Analytical calculation of estimator¶
Above we used a numerical method to find the estimate [image: \hat a] by [image: a]. In some cases, however, it is possible to calculate the estimator [image: \hat\theta] analytically. We saw that [image: \hat\theta] is given by

[image: \log \mathcal{L}(X,\hat\theta) = \max_{\Theta}\left[\sum_{i=1}^{N}\log f(x_i,\theta)\right]\quad\theta\in\Theta\quad.]
If we can calculate the derivative of the  log-likelihood function [image: \ell(X,\theta)], or the equivalent of the logarithm of the probability distribution [image: \log f(x,\theta)], then we may be able to solve

[image: \begin{align*}   \frac{\mathrm{d}\ell(X,\theta)}{\mathrm{d}\theta}    &= \sum_{i=1}^{N}\frac{\mathrm{d}\log f(x_i,\theta)}{\mathrm{d}\theta}\\   &= \sum_{i=1}^{N}\frac{1}{f(x_i,\theta)}\frac{\mathrm{d}f(x_i,\theta)}{\mathrm{d}\theta}\\   &= 0\quad. \end{align*}]






Example: Radioactive decay¶
For example, suppose that in one experiment we measure the time [image: t_i] between radiative decay. We would now like to determine the decay rate, or the lifetime [image: \tau] of our radioactive source. The probability distribution is given by










from sympy import exp as syexp 

N, i = symbols('N, i',integer=True,positive=True)
t    = IndexedBase('t')
tau  = symbols('tau',real=True,positive=True)
f    = 1/tau * syexp(-t[i]/tau)
Eq(Function('f')(t[i],tau),f)















[image: \displaystyle f{\left({t}_{i},\tau \right)} = \frac{e^{- \frac{{t}_{i}}{\tau}}}{\tau}]











and our log-likelihood function is










from sympy import UnevaluatedExpr

LLH = sylog(Product(f,(i,S.One,N))).expand(log=True,force=True)
ell = Function('ell')
Eq(UnevaluatedExpr(Eq(ell(tau),LLH)),LLH.expand())















[image: \displaystyle \ell{\left(\tau \right)} = \sum_{i=1}^{N} \left(- \log{\left(\tau \right)} - \frac{{t}_{i}}{\tau}\right) = \sum_{i=1}^{N} - \frac{{t}_{i}}{\tau} + \sum_{i=1}^{N} - \log{\left(\tau \right)}]











We can illustrate this function where we set [image: \tau=1] and [image: \sum_{i=1}^{N}t_i=1] so that the scales do not matter.










from numpy import linspace, log 
from matplotlib.pyplot import plot,annotate,xlabel,ylabel

taus = linspace(0.3,3,101)
plot(taus,-1/taus-log(taus))
annotate('Maximum',(1,-1-log(1)),xytext=(1.5,-1.5),
         arrowprops=dict(arrowstyle='->'))
plot([.5,1.5],[-1,-1],'--')
ylabel(r'$\log L(\tau)$ (a.u.)')
xlabel(r'$\tau$ (a.u.)');
















Figure













Maximum of the logarithmic likelihood [image: \ell(\tau)=\log\mathcal{L}(\tau)].












We find the derivative of this and set it to zero










from sympy import Derivative

dLLH = LLH.diff(tau).expand().doit().simplify()
Eq(UnevaluatedExpr(Eq(Derivative(ell(tau),tau),dLLH)),S.Zero)















[image: \displaystyle \frac{d}{d \tau} \ell{\left(\tau \right)} = \frac{- N + \frac{\sum_{i=1}^{N} {t}_{i}}{\tau}}{\tau} = 0]











and we solve for [image: \tau]










from sympy import solve

Eq(tau,solve(dLLH,tau)[0])















[image: \displaystyle \tau = \frac{\sum_{i=1}^{N} {t}_{i}}{N}]











Thus, we see that the best estimate of [image: \tau] is given by the mean of the observations [image: t_i].






Numerical Calculator Estimator¶
Now let us imagine that our measuring apparatus is such that we cannot measure times greater than some limit [image: T]. Then the probability distribution of [image: t_i] is given










T  = symbols('T',real=True,positive=True)
g  = f * (1-syexp(-T/tau))**-1
Eq(Function('g')(t[i],tau),g)















[image: \displaystyle g{\left({t}_{i},\tau \right)} = \frac{e^{- \frac{{t}_{i}}{\tau}}}{\tau \left(1 - e^{- \frac{T}{\tau}}\right)}]











and the log-likelihood function










from sympy import factor_terms

LLH = factor_terms(sylog(Product(g,(i,S.One,N)))
                   .simplify().expand(log=True,force=True)).doit().expand(log=True,force=True)
Eq(ell(tau),LLH)















[image: \displaystyle \ell{\left(\tau \right)} = - \sum_{i=1}^{N} \frac{{t}_{i}}{\tau} - \sum_{i=1}^{N} \log{\left(\tau \right)} - \sum_{i=1}^{N} \log{\left(1 - e^{- \frac{T}{\tau}} \right)}]














dLLH = LLH.doit().diff(tau)
Eq(UnevaluatedExpr(Eq(Derivative(ell(tau),tau),dLLH)),S.Zero)















[image: \displaystyle \frac{d}{d \tau} \ell{\left(\tau \right)} = \frac{N T e^{- \frac{T}{\tau}}}{\tau^{2} \left(1 - e^{- \frac{T}{\tau}}\right)} - \frac{N}{\tau} - \sum_{i=1}^{N} - \frac{{t}_{i}}{\tau^{2}} = 0]











which does not have any analytical solutions and we therefore need to solve the problem numerically. We generate a sample with [image: \tau=1] and [image: T=3]










def f(t,tau,limit=3):
    from numpy import exp 
    
    return exp(-t/tau)/(1-exp(-limit/tau))

from numpy.random import exponential
from matplotlib.pyplot import axvline, yscale, legend

tt    = exponential(size=100)
t     = tt[tt<3]
bins  = linspace(0,6,61)
hall  = histogram(tt,bins)
hmeas = histogram(t, bins)
plot_hist(*hall,  label='All',      as_bar=True, ecolor='none')
plot_hist(*hmeas, label='Measured', as_bar=True, ecolor='none')
opts  = dict(bins=x,histtype='step')

plot(bins,len(tt)*f(bins,1,3),label='PDF',color='C2')
yscale('log')
axvline(3,label='$T=3$',color='C3',ls=':')
legend();
















Figure













The full distribution of [image: t] and the distribution of [image: t<T=3]. Also shown is our PDF.












We want to find the value of [image: \tau] that maximizes the probability of our sample, given the assumption that [image: t\sim \mathcal{E}(\tau)] and that we have a maximum value of [image: T] we can measure. In general, instead of maximizing the probability [image: \mathcal{L}] , we minimize the negative logarithmic probability [image: -\log\mathcal{L}=-\ell]. We will use scipy.optimize.minimize for this. Some of the underlyingy methods that this function uses give us back the inverse Hessian matrix [image: H^{-1}]

[image: H =  \begin{bmatrix}    \frac{\partial^2 f}{\partial x_1^2} &    \frac{\partial^2 f}{\partial x_1\partial x_2} &   \cdots &   \frac{\partial^2 f}{\partial x_1\partial x_n}\\   \frac{\partial^2 f}{\partial x_2\partial x_1} &    \frac{\partial^2 f}{\partial x_2^2} &   \cdots &   \frac{\partial^2 f}{\partial x_2\partial x_n}\\   \vdots &    \vdots &   \ddots &   \vdots \\   \frac{\partial^2 f}{\partial x_n\partial x_1} &    \frac{\partial^2 f}{\partial x_n\partial x_2} &   \cdots &   \frac{\partial^2 f}{\partial x_n^2}\\   \end{bmatrix}   \quad,   ]
where [image: f] is the function we minimize and [image: x_i] are the parameters we minimize with respect to. In general, it can be shown that [image: H^{-1}] is equal to the covariance [image: C], so we have that the estimate of the uncertainties on the found parameter values is given by

[image: \delta_{x_i}^2 = C_{ii} = (H^{-1})_{ii})\quad.]
We write a function that can in general estimate parameters using a maximum likelihood estimate.  First, however, we define a function to calculate the logarithmic likelihood from a data and a (logarithmic) PDF

[image: \ell(x,\hat\theta) = \sum_{i=1}^{N} \log f(x_i;\hat\theta)\quad.]










def _get_th(fst,*args):  # Remedy of minimize weird calling convention
    def _inner(f,*a):
        return (f,*a)
    
    return _inner(*fst)    

def llh(f,data,*theta,logpdf=False):
    from numpy import log, where, errstate, inf, atleast_1d, isnan
    
    with errstate(all='ignore',invalid='ignore'):
        th = _get_th(*theta)
        p  = atleast_1d(f(data,*th))
        
        if not logpdf:
            p = where(p>0,log(p),-inf)
        
        p[isnan(p)] = -inf
        
        return p.sum(axis=0)














The second step is to define a function that maximizes the logarithmic likelihood (by minimizing the negative logarithmic likelihood) given a (logarithmic) PDF and data

[image: x,f,\hat\theta_0 \xrightarrow[\theta\in\Theta]{\min-\ell(x,\theta)}\hat\theta\quad.]


We do it like this to be able to use this function later on (see more about Binned maximum likelihood estimates here and Extended maximum likelihood estimates here).










def _extract_mle_result(opt,fullout=False):
    from scipy.optimize import LbfgsInvHessProduct
    
    p   = opt.x 
    cov = getattr(opt,'hess_inv',None) 
    if isinstance(cov,LbfgsInvHessProduct):
        cov = cov.todense()
        
    if not fullout:
        return p, cov
    
    return p, cov, opt
    
def maximize_llh(f,data,p0,tomax,kw={},**kwargs):
    from numpy import errstate
    from scipy.optimize import minimize
    
    fullout = kwargs.pop('full_output',False)
    tomin   = lambda *args : -tomax(f,data,*args,**kw)
    
    with errstate(all='ignore'):
        opt = minimize(tomin, p0, **kwargs)
    
    return _extract_mle_result(opt,fullout)














Finally, we can write our function that does the MLE fit.  This simply wraps the above function.










def mle_fit(f,data,p0,**kwargs):
    llh_kw = {'logpdf':kwargs.pop('logpdf',False)}
    return maximize_llh(f,data,p0,llh,kw=llh_kw,**kwargs)
        

mlefit = mle_fit














We will use the explicit expression of [image: \log f(t;\tau,T)] calculated above to avoid precision errors.










def g(t,tau,limit=3):
    from numpy import log, inf, exp
    if tau <= 0:
        return -inf
    return -(log(tau)+log(1-exp(-limit/tau)))-t/tau

from numpy import sqrt

p, cov = mle_fit(g,t,[1],logpdf=True)
print(f'τ = {p[0]} +/- {sqrt(cov[0,0])}')















τ = 0.8793062959713308 +/- 0.11630620802556567













Let's plot data and the fitted function together. We use our function plot_fit.










ya,xa,wa,eya = hall 
ya  /= len(t)
eya /= len(t)
exa =  wa/2

y,x,w,ey = hmeas
y  /= len(t)
ey /= len(t)
ex =  w/2


















plot_hist(ya,xa,exa,eya,fmt='none')
plot_fit(x,y,ey,f,p,cov, pnames=[r'\tau'], data_kw=dict(fmt='none',xerr=ex))
yscale('log')
xlabel('$t$')
ylabel('$dN/dt$');
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MLE fit of an exponential function to data.












In comparison, we make a least square fit of the same function to data. Here we need to find the empirical probability distribution (a histogram), and take care that we ignore where the uncertainty is less or equal to zero.










from scipy.optimize import curve_fit

p, cov = curve_fit(f,x[ey>0], y[ey>0], [1], ey[ey>0])
plot_hist(ya,xa,exa,eya,fmt='none')
plot_fit(x,y,ey,f,p,cov, pnames=[r'\tau'], data_kw=dict(fmt='none',xerr=ex))
yscale('log')
xlabel('$t$')
ylabel('$dN/dt$');
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The least-squares fit of an exponential function to the data.












We see that both results are consistent within the uncertainties, but also that the [image: \chi^2] probability indicates that we have too little data (too large data uncertainties).






Likelihood function and least squares¶






A straight line¶






Suppose we have measured coherent values

[image: (x_i,y_i)\quad,]
and that [image: y_i] is normally distributed around the true value of [image: f(x_i)=a x_i + b], that is

[image: y_i \sim \mathcal{N}(a x_i+b, \sigma)\quad.]
We can find the maximum likelihood estimators (MLE) [image: \hat a, \hat b] as above. We have that the probability distribution of [image: y_i] is given










from sympy import sqrt as sysqrt, exp as syexp, pi as sypi

a, b, sigma = symbols('a b sigma',real=True)
i, N = symbols('i N',integer=True,positive=True)
x = IndexedBase('x')
y = IndexedBase('y')
f = 1/(sysqrt(2*sypi)*sigma)*syexp(-S.Half*(y[i]-a*x[i]-b)**2/sigma**2)
Eq(Function('f')(x),f)















[image: \displaystyle f{\left(x \right)} = \frac{\sqrt{2} e^{- \frac{\left(- a {x}_{i} - b + {y}_{i}\right)^{2}}{2 \sigma^{2}}}}{2 \sqrt{\pi} \sigma}]











Let's calculate the log-likelihood given [image: N] such measurement points










LL  = sylog(Product(f,(i,S.One,N)))
LL1 = LL.expand(log=True,force=True).doit().simplify()
Eq(ell(a),LL1)















[image: \displaystyle \ell{\left(a \right)} = \left(- \frac{b^{2}}{2 \sigma^{2}} - \log{\left(\sigma \right)} - \frac{\log{\left(\pi \right)}}{2} - \frac{\log{\left(2 \right)}}{2}\right) \sum_{i=1}^{N} 1 + \sum_{i=1}^{N} \left(- \frac{a^{2} {x}_{i}^{2}}{2 \sigma^{2}} - \frac{a b {x}_{i}}{\sigma^{2}} + \frac{a {x}_{i} {y}_{i}}{\sigma^{2}} + \frac{b {y}_{i}}{\sigma^{2}} - \frac{{y}_{i}^{2}}{2 \sigma^{2}}\right)]











We differentiate [image: \ell(a)] with respect to [image: a] and [image: b], and set it to zero to find our maximum likelihood estimates










da = factor_terms(LL1.diff(a).expand())
Eq(da,0)















[image: \displaystyle \frac{- a \sum_{i=1}^{N} {x}_{i}^{2} - b \sum_{i=1}^{N} {x}_{i} + \sum_{i=1}^{N} {x}_{i} {y}_{i}}{\sigma^{2}} = 0]














db = factor_terms(LL1.diff(b).expand())
Eq(db,0)















[image: \displaystyle \frac{- a \sum_{i=1}^{N} {x}_{i} - b \sum_{i=1}^{N} 1 + \sum_{i=1}^{N} {y}_{i}}{\sigma^{2}} = 0]











Above we replace the sums with averages and see that










from sympy import Sum

xbar, ybar, xybar = symbols(r'\overline{x} \overline{y} \overline{xy}',real=True)
x2bar = symbols(r'\overline{x^2}',real=True)
da2 = da.subs({Sum(x[i]**2,  (i,S.One,N)):x2bar,
               Sum(x[i]*y[i],(i,S.One,N)):xybar,
               Sum(x[i],     (i,S.One,N)):xbar})
db2 = db.subs({Sum(x[i],     (i,S.One,N)):xbar*N,
               Sum(y[i],     (i,S.One,N)):ybar*N})
Eq(da2,db2,evaluate=False)















[image: \displaystyle \frac{- \overline{x^2} a + \overline{xy} - \overline{x} b}{\sigma^{2}} = \frac{- N \overline{x} a + N \overline{y} - b \sum_{i=1}^{N} 1}{\sigma^{2}}]











which we solve to find [image: \hat a] and [image: \hat b], our maximum likelihood estimates










hats = solve((da2,db2),a,b)














We find










Eq(Symbol('ahat'),hats[a].simplify())















[image: \displaystyle \hat{a} = \frac{\overline{xy} - \overline{x} \overline{y}}{\overline{x^2} - \overline{x}^{2}}]














Eq(Symbol('bhat'), Eq(hats[b],(hats[b].ratsimp()
                               +xbar*hats[a]).simplify()
                               -xbar*Symbol('ahat'),
            evaluate=False))















[image: \displaystyle \hat{b} = - \frac{N \left(\overline{x^2} \overline{y} - \overline{xy} \overline{x}\right)}{- N \overline{x^2} + N \overline{x}^{2}} = - \overline{x} \hat{a} + \overline{y}]











Our solutions [image: \hat a,\hat b] are the same you find if you solve the same problem with a least squares method. Put another way, For a straight line

[image: y = ax+b\quad,]
  
with data points
  

[image: \{(x_i,y_i)|i=1,\ldots,N\}\quad,]

  
where it is assumed that [image: y_i \sim \mathcal{N}(ax_i+b,\sigma)], the estimators
[image: \begin{align*}   \hat a    &= \frac{\overline{xy}-\overline{x}\,\overline{y}}{\overline{x^2}-\overline{x}^2}    &   \hat b    &= \overline{y}-\hat a \overline{x}\quad, \end{align*}]
are the same for both maximum likelihood estimators and for least square estimators.






A straight line and individual uncertainties¶
Above, we assumed that the measured points were normally distributed over a straight line with same uncertainty [image: \sigma]. If we have instead

[image: \{(x_i,y_i,\delta_i)|i=1,\ldots,N\}\quad,]
where each point has its own uncertainty [image: \delta_i] which is not necessarily the same, then we find the same expression for [image: \hat a, \hat b]. However we have to replaced all averages with the weighted averages

[image: \overline{z}\rightarrow\overline{z}_w =  \frac{\sum_{i=1}^{N}z_i/\sigma_i^2}{\sum_{i=1}^{N}1/\sigma_i^2} \quad\text{for}\quad z = x,y,xy,x^2\quad. ]






Other Functions¶
For linear functions, that is, functions that can be written on the form

[image: f(x;\theta) = \sum_{i=1}^{N}p_i f_i(x)\qquad\forall i,j:\ \frac{\partial f_i}{\partial p_j}=0\quad,]
the above it applies to a great extent. However, for non linear functions, it is not so straightforward.

If a non-linear function [image: f] is smooth in an area around [image: x_i] so that the Taylor expansion

[image: \begin{align*} f(x;\theta)  &= \sum_{n=0}^{\infty}\frac{1}{n!}\frac{\partial^{n}f(x_i;\theta)}{\partial x^n}(x - x_i)^n  \\ &\approx f(x_i;\theta)+\frac{\partial f(x_i;\theta)}{\partial x}(x - x_i) + \mathcal{O}(x-x_i)^2 \\ &\approx f(x_i;\theta)+\frac{\partial f(x_i;\theta)}{\partial x}(x - x_i)\quad, \end{align*}]
then we can regard the function as a straight line near [image: x_i], and the results from above indicate that the least square estimators [image: \hat \theta] of [image: \theta] are good estimators. In the next chapter we will use this.






Summary¶
We have seen how we define a likelihood function given data

[image: X=\{x_i | i=1,\ldots,N\}\quad,]
and an assumption about the probability distribution of these data

[image:  X ~ f(\theta)\quad. ]
We have also seen how using this concept we can estimate parameters values [image: \hat\theta] by minimizing

[image: \begin{align*}   -\ell(X;\theta)    &= -\log\mathcal{L}(X;\theta)\\   &= -\log\prod_{i=1}^{N} f(X;\theta)\\   &= -\sum_{i=1}^{N}\log f(X;\theta)\quad. \end{align*}]
We have written a function mlefit that can help us make these estimates.

Finally, we have seen that the idea of maximum likelihood estimation is closely related to estimates from the least squares method.










likelihood_ratio.__doc__ = \
"""Calculate the likelihood ratio of hypothesis H1 to H0

Parameters
---------- 
lh_h1 : float 
    (Logarithmic) likelihood of hypothesis H1 
lh_h0 : float 
    (Logarithmic) likelihood of hypothesis H0 
loglike : bool (optional, default True)
    If true, then lh_h1 and lh_h0 are assummed to be the logarithmic likelihood 
    of the hypothesis 
    
Returns 
------- 
lambda : float 
    The likelihood ratio 
    
        lambda = 2 log (lh_h1 / lh_h0) = 2 (log(lh_h1) - log(lh_h0))
    
    which is chi^2 distributed.  Use scipy.stats.chi2.sf with 2 degrees of freedom 
    to evaluate the p-value.  Large p-value says we cannot reject the null-hypothesis 
    H0 due to the hypothesis H1
"""

















maximize_llh.__doc__ =\
"""Maximize a logarithmic likelihood function

Parameters
----------
f : callable 
    The (logarithmic) probability density function (PDF)
data : array-like, tuple (array-like,array-like)
    Data to evaluate f over 
p0 : array-like 
    Initial parameter values 
tomax : callable 
    Log-likelihood function of f, its parameters and data (not negative log-likelihood)
*args : tuple 
    Additional arguments for f 
lw : dict 
    Keyword arguments for `tomax` 
**kwargs : dict 
    Keyword arguments for minimizer 
    
Returns
-------
p : array-like 
    found parameter values 
cov : array-like 
    covariance matrix of parameters (inverse Hessian) 
opt : OptimizeResult (optional)
    full result from optimizer 
    
See also 
--------
mle_fit, llh, binned_llh, fit 
"""























More about hypothesis testing¶






Purpose¶

	Familiarize ourselves with hypothesis testing 

	Develop specific methods for hypothesis testing 
	In the continuous case

	In the discrete case 







We briefly touched upon hypothesis testing earlier (her) where we defined the likelihood ratio

[image: \lambda = 2\log\frac{\mathcal{L}(H_1)}{\mathcal{L}(H_0)}\quad,]


as the tool by which we can test the null hypothesis [image: H_0] against some alternative hypothesis [image: H_1].






Continuous probability distribution¶
Here, we will consider a continuous probability distribution, for example

[image: f:\mathbb{R}\rightarrow[0,1]\quad.]


We will first work from an example of quark-antiquark scattering.






[image: q\bar{q}] scattering¶






Here, we model some data from a quark-antiquark scattering experiment.  We will generate two data sets of the cosine of the scattering angle, which we will test hypothesis against.










from numpy.random import uniform
from numpy import linspace, array
from matplotlib.pyplot import plot

x = linspace(-1,1,100)
data1 = array(sample_pdf(uniform(size=20000),x,eval_cdf(lambda x: 1+x/3 + 2*x**2/3,        x)))
data2 = array(sample_pdf(uniform(size=20000),x,eval_cdf(lambda x: 1+x/2 + 3*x**2/5 - x**3, x)))














We plot the data as histograms.  Note, we will perform maximum likelihood estimate fits of our hypothesis, so this is only for illustrative purposes.










from matplotlib.pyplot import subplots 

b = linspace(-1,1,21)
hist1 = histogram(data1,b,normalize=True)
hist2 = histogram(data2,b,normalize=True)

fig, ax = subplots(ncols=2,sharey=True, gridspec_kw={'wspace':0})

for i,(a, h) in enumerate(zip(ax,[hist1,hist2])):
    plot_hist(*h,ax=a,as_bar=True,alpha=.5,label=f'Data {i}')
    a.set_xlabel('E')
    if i==0: a.set_ylabel('P(E)')
















Figure













Simulated datasets of [image: q\bar{q}] scattering angles.












We want to fit two PDFs to each of these - the null PDF






[image: f'(E;\alpha,\beta) = 1+\alpha E + \beta E^2\quad E\in[-1,1]\quad,]







and the alternative PDF






[image: g'(E;\alpha,\beta,\gamma) = 1+\alpha E + \beta E^2 + \gamma E^3\quad E\in[-1,1]\quad,]







both of which are not normalised.  Thus, we need to calculate the normalisation of [image: f'] and [image: g'] first.  We can evaluate the normalisation of [image: g'] and then set [image: \gamma=0] for [image: f'].  We find










from sympy import symbols, Eq, Integral,Function
alpha, beta, gamma, E = symbols('alpha beta gamma E',real=True)
gp = 1 + alpha*E + beta*E**2 + gamma*E**3 
i = gp.integrate((E,-1,1)).simplify().factor()
Eq(Integral(Function("g'")(E),(E,-1,1)), i) 















[image: \displaystyle \int\limits_{-1}^{1} \operatorname{g'}{\left(E \right)}\, dE = \frac{2 \left(\beta + 3\right)}{3}]











Thus our normalized PDFs becomes

[image: \begin{align*}   f(E;\alpha,\beta)        &= \frac{1 + \alpha E+\beta E^2             }{2\left(\frac{\beta}{3}+1\right)}\\   g(E;\alpha,\beta,\gamma) &= \frac{1 + \alpha E+\beta E^2 + \gamma E^3}{2\left(\frac{\beta}{3}+1\right)}\\   \quad. \end{align*}]
The two PDFs are similar enough that we will code this into a single function which we can use










def pdf(E,alpha,beta,gamma=0):
    return (1+alpha*E+beta*E**2+gamma*E**3)/(2*(beta/3 + 1))














Next, we want to evaluate the two PDFs, [image: f] for [image: H_0] and [image: g] for [image: H_1], over our two data sets [image: D_1,D_2] to obtain likelihood estimates of

[image: \begin{align*}   P(D_1|H_0) &&& \text{$D_1$ given $H_0$ is true}\\   P(D_1|H_1) &&& \text{$D_1$ given $H_1$ is true}\\   P(D_2|H_0) &&& \text{$D_2$ given $H_0$ is true}\\   P(D_2|H_1) &&& \text{$D_2$ given $H_1$ is true}\quad.\\ \end{align*}]
We calculate the combinations and evaluate the MLE fit in each case






We define the function do_fit that will perform the fit for us.  Since we want to know the final likelihood we pass full_output to mle_fit and in the function we define the simple container class _ret that stores the found parameters, covariance between them, the negative logarithmic likelihood [image: -\ell], as well as the histogram.  The latter is there to make it easier to plot.










def do_fit(d,h,p0):
    p,cov,opt = mle_fit(pdf,d,p0,full_output=True)
    
    class _ret:
        def __init__(self,p,cov,opt,h):
            self.p    = p 
            self.cov  = cov 
            self.nllh = opt.fun 
            self.h    = h 
            
    return _ret(p,cov,opt,h)

comp = [[(dn,hn, do_fit(d,h,p0))
         for hn,p0 in [('H0',(0.1,0.1)),
                       ('H1',(0.1,0.1,0.1))]] 
        for dn,d,h in [('D1',data1,hist1),
                       ('D2',data2,hist2)]]














Ruling out the null-hypothesis¶
We want to evaluate the log-likelihood ratio






[image: \lambda(H_1,D_x)  = 2\log\left(\frac{\mathcal{L}(D_x|H_1)}{\mathcal{L}(D_x|H_0)}\right)  = 2\left(\log\mathcal{L}(H_1|D_x)-\log\mathcal{L}(H_0|D_x)\right)  = 2\Delta\left(\log\mathcal{L}(D_x)\right)\quad,]







and the corresponding [image: p]-value, given by evaluating the probability of [image: \chi^2=2\Delta\left(\log\mathcal{L}(D_x)\right)] and [image: \nu=2].

While we're calculating these, we also plot the data, and the fitted functions.  The plot will show the calculated [image: p]-value for each data set.  A large [image: p]-value ([image: >5\%] or so) means that the null-hypothesis is not rejected.










from matplotlib.pyplot import subplots
from scipy.stats import chi2 

fig, ax = subplots(ncols=2,nrows=2,
                       sharex=True,sharey=True,
                       gridspec_kw=dict(hspace=0,wspace=0),
                       figsize=(8,8))

xrng = linspace(-1,1,100)

for fd,ar in zip(comp,ax):
    ar[0].set_ylabel(r'$P(E)$')
    
    for (dn,hn,f),a in zip(fd,ar):
        # print(f'=== Data: {dn} Hypothesis: {hn} ===')
        plot_hist(*f.h,ax=a,label=dn,as_bar=True,alpha=.3)
        plot_fit_func(xrng,pdf,f.p,f.cov,label=hn,ax=a,color='C1')
        a.text(.2,.6,fr'$\ell={f.nllh:.1f}$',
               transform=a.transAxes)
        a.legend()
        
    apr = ar[1].get_position() 
    ll  = apr.bounds[0]
    bb  = apr.bounds[1] + 0.02
    
    dllh = likelihood_ratio(-fd[1][2].nllh, -fd[0][2].nllh)
    pval = chi2.sf(dllh,2)
    fig.text(ll,bb,
             (r'' if pval > 0.05 else r'$H_0~\mathbf{rejected}$'+'\n') +
             fr'$2\Delta\left(\log\mathcal{{L}}\right)={dllh:7.3f}$'+'\n'+
             fr'$p$-value: ${pval*100:.2f}\%$',
             horizontalalignment='center',
             backgroundcolor='white',
             bbox=dict(edgecolor='green' if pval > 0.05 else 'red', 
                       facecolor='white', alpha=1))
    
ax[1,0].set_xlabel(r'$E$')
ax[1,1].set_xlabel(r'$E$');
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Top row: Fit of [image: H_0] and [image: H_1] to data set [image: D_1].  Bottom row: Fit of [image: H_0] and [image: H_1] to data set [image: D_1].  The logarithm likelihood [image: \ell] is shown for all cases together with the fitted PDF.  The insert boxes shows the likelihood ratio [image: \lambda] and its associated [image: p]-value.  For data set [image: D_1] (top row), we cannot reject the null-hypothesis [image: H_0] as the [image: p]-value is larger than [image: 5\%].  However, in for [image: D_2] we must reject the null-hypothesis as the [image: p]-value is very small.












We see that


	for the first data set we cannot reject the null-hypothesis - the alternative hypothesis does not do a better job at describing the data, while 

	for the second data set, we must reject the null-hypothesis - the alternative does a much better job, as is quite evident from the plots above, and the numbers back up that intuition. 








Note, we could have performed least-squares fits and then calculated the (logarithmic) likelihoods and from them the likelihood ratio [image: \lambda].






Bemærk, vi kunne have udført mindste-kvadrat tilpasninger og dernæst beregenet de (logarithmiske) sandsynligheder om med dem beregnet [image: \lambda].






Hypothesis testing with discrete distributions¶






A tool for testing if a hypothesis of a discrete distribution of the random variable [image: P] is consistent with an observed distribution of a discrete random variable [image: Q] is the Kullback-Leibler discrepancy (or divergence, or relative entropy)

[image: D_{\mathrm{KL}}(P|Q) = \sum_i P_i\log\left(\frac{P_i}{Q_i}\right)\quad,]


where the sum runs over all possible (discrete) outcomes of [image: P].






Example: Prevalence of digits in [image: \pi-3]¶
Given the observation of the prevalence of each of the digits [image: 0,1,\ldots,9] in [image: \pi-3] up to some number of digits [image: N]










from matplotlib.pyplot import bar, legend,yscale,ylabel,xlabel,xticks
from numpy import arange

prev = {1000:    [   93,  116,   103,   102,    93,    97,   94,   95,  101,   106],
        10000:   [  968, 1026,  1021,   974,  1012,  1046, 1021,  970,  948,  1014],
        100000:  [ 9999,10137,  9908, 10025,  9971, 10026,10029,10025, 9978,  9902],
        1000000: [99959,99758,100026,100229,100230,100359,99548,99800,99985,100106]}
for k in list(prev.keys())[::-1]:
    bar(arange(10),prev[k],.8,label=f'$N={k}$')
yscale('log')
ylabel(r'Prevalence of digit in $\pi-3$')
xlabel('Digit')
xticks(arange(10))
legend();

#print(f'{"N":7s} '+' '.join([f'{d:6d}' for d in range(10)]) + '\n' +
#      '\n'.join([f'{n:7d} ' + ' '.join([f'{m:6d}' for m in mm]) for n,mm in prev.items()]))
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Prevalence of the digits [image: [0,1,\ldots,9]] in [image: \pi-3] for some number of decimal digits.












we can calculate [image: D_{\mathrm{KL}}] assuming that all digits are equally likely - i.e., [image: p_i=1/10].






We define a function to calculate [image: D_{\mathrm{KL}}] given [image: p_i], and [image: q_i=m_i/n], where [image: q_i] is the number of times we have outcome [image: i] out of [image: n] trials.








dkl


def dkl(p,q):
    from numpy import log, atleast_1d
    p1 = atleast_1d(p)
    q1 = atleast_1d(q)
    
    return (p1 * log(p1/q1)).sum()














Let us evaluate [image: D_{\mathrm{KL}}] for each [image: N] and plot that versus [image: N].










from matplotlib.pyplot import plot, title, xscale
from numpy import array, asarray

dkl1 = array([(n,dkl(1/10,asarray(m)/n)) for n,m in prev.items()])
plot(dkl1[:,0],dkl1[:,1])
yscale('log')
xscale('log')
xlabel('$N$')
ylabel(r'$D_{\mathrm{KL}}$')
title(r'$D_{\mathrm{KL}}$ of prevalence of digits in $\pi-3$');
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Kullback-Leibler discrepancy [image: D_{\mathrm{KL}}] for the prevalence of digits in [image: \pi-3] for various number of decimal places.












To appreciate what this means, consider [image: N=1000] random digits [image: Q \sim U\{0,9\}] - what is the expected [image: D_{\mathrm{KL}}] of that?   To evaluate the expectation value, we perform [image: M=1000] such experiments and calculate the mean.

First, a function to do [image: M] experiments each drawing [image: N] random digits, and returning [image: D_{\mathrm{KL}}] for each experiment.










def randdkl(ntries,n):
    from numpy import unique, array
    from numpy.random import randint
    
    return array([dkl(1/10,unique(r,return_counts=True)[1]/n)
                  for r in randint(0,10,size=(ntries,n))])














We would like to draw the result of the experiments as a distribution and overlay the [image: \pi-3] discrepancy, and evaluate how many of our experiments had a [image: D_{\mathrm{KL}}] value that is higher.  The function below does that.










def draw_randdkl(t,n,pi3):
    from matplotlib.pyplot import gca
    from numpy import log10,sqrt
    
    ax = gca()
    
    ax.hist(t,100,label=r'Random sampling of $U~\{0,9\}$')
    
    m   = int(log10(len(t)+.5))
    mu  = t.mean()
    dmu = t.std()/sqrt(len(t))
    ax.axvline(mu,color='C1',ls='--',
               label=r'$\overline{D_{\mathrm{KL}}}='
                      +fr'{mu:.{m+1:}f}\pm'
                      +fr'{dmu:.{m+1}f}$')
    
    if pi3.get(n,False):
        pdkl = dkl(1/10,asarray(pi3[n])/n)
        ax.axvline(pdkl,color='C2',ls='-.',
                   label=fr'$\pi-3\ D_{{\mathrm{{KL}}}}={pdkl:.{m+1:}f}$')
        
        l = (t>pdkl).sum()/len(t)
        ax.text(.5,.5,fr'${l*100:.1f}\%$ larger than for $\pi-3$',
                transform=gca().transAxes)
                    
    ax.set_xlabel(r'$D_{{\mathrm{{KL}}}}$')
    ax.set_title(fr'$D_{{\mathrm{{KL}}}}$ for $N={n}$')
    ax.legend();














We run the test for [image: N=1000] and [image: M=10000].










t = randdkl(10000,1000)
draw_randdkl(t,1000,prev)
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Distribution of [image: D_{\mathrm{KL}}] for uniform random numbers in [image: [0,\ldots,9]] with [image: N=1000].












We see that the [image: \pi-3] discrepancy is actually quite low from what we would expect.

Let us use the function above to calculate the mean discrepancy for each of the [image: N] given for [image: \pi-3] above, and plot these together.










def randdkl_m(m,n):
    from numpy import sqrt, percentile
    d = randdkl(m,n)
    return [percentile(d,p) for p in (50,5,95,50-65/2.,50+65/2)]

data = array([(n,dpi,*randdkl_m(100,int(n))) for n,dpi in dkl1])


















from matplotlib.pyplot import fill_between

plot(data[:,0],data[:,1],'-s',label=r'$\pi-3\ D_{\mathrm{KL}}$')
fill_between(data[:,0],data[:,3],data[:,4],color='yellow',
             label=r'$95\%$ C.L. on $\mathcal{U}\{0,9\}$')
fill_between(data[:,0],data[:,5],data[:,6],color='yellowgreen',
             label=r'$65\%$ C.L. on $\mathcal{U}\{0,9\}$')
plot(data[:,0],data[:,2],'-o',label=r'$\mathcal{U}\{0,9\}\ D_{\mathrm{KL}}$')
yscale('log')
xscale('log')
xlabel('$N$')
ylabel(r'$D_{\mathrm{KL}}$')
legend();
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[image: D_{\mathrm{KL}}] of prevalence of digits in [image: \pi-] and for uniform digits in [image: [0,\ldots,9]].  The bands shows the [image: 65\%] (green) and [image: 95\%] (yellow) confidence limits from the uniform distribution of digits.












Here, the picture changes a bit.  In fact, the [image: \pi-3] numbers are consistent with the random draw experiment within [image: 95\%] confidence limits (what this means we will see later), and mostly within [image: 65\%].  Thus, the assumption that the digits of [image: \pi] are uniformly distributed cannot be rejected at any reasonable limit.






Summary¶
We have looked at two cases of hypothesis testing


	Continuous random variable with probability distribution [image: f], for which we used the likelihood ratio


[image: \lambda = 2\log\left(\frac{\mathcal{L}(H_1)}{\mathcal{L}(H_0)}\right)\quad,]

which is [image: \chi^2] distributed with [image: \nu=2] degrees of freedom.



	Discrete random variable with probabilities [image: p_i] for which we used the Kullback-Leibler discrepancy


[image: D_{\mathrm{KL}} = \sum_{i} p_i\log\left(\frac{p_i}{q_i}\right)\quad,]

where the sum runs over all possible outcomes and [image: q_i] is the observed probability [image: n_i/N].





The function likelihood_ratio defined in the previous chapter helps us in the first case, while the function dkl will help us in the second case.  We have seen that the prevalence of [image: [0,\ldots,9]] in the digits of [image: \pi-3] are consistent with a uniform distribution (i.e., we cannot rule out that they are not).










dkl.__doc__ = \
"""Calculate the Kullback-Leibler discrepancy (or relative entropy) 
of a discrete random variable with assumed probability p[i] and 
observed probability q[i]=n[i]/N 

Parameters
----------
p : array-like 
    Assumed probabilities 
q : array-like 
    Observed probabilities 
    
Returns
------- 
Dkl : float 
    The Kullback-Leibler discrepancy 
    
        Dkl = sum_i p_i log(p_i / q_i)
"""























Confidence intervals¶






Purpose¶

	To familiarise ourselves with the idea of confidence intervals.

	To see how we can compute confidence intervals 








Introduction¶
Often we see results quoted as

[image: \hat{x} = x_{-(x-a)}^{+(b-x)}\quad\text{(at $95\%$ C.L.)}\quad.]
Here, we will investigate just exactly what we mean by "at [image: 95\%] C.L.".

Suppose some random variable is distributed according to some PDF [image: f].  Then

[image: p=\int_{a}^{b}\mathrm{d}x\,f(x) = F(b) - F(a)\quad,]


where [image: F] is the cumulative density function (CDF), expresses the probability [image: p] of finding [image: x\in[a,b]].  Thus, we can say

With probability [image: p] we are confident that [image: x] will fall in the interval [image: [a,b]].



This is exactly what we mean by the [image: p] confidence interval:  The interval [image: [a,b]] such that the probability of finding [image: x] in that interval is [image: p].

Note, there is an inherent assumption that the chosen PDF is the correct PDF - which we of course cannot determine directly.  We can do hypothesis testing (see here) to rule out certain hypotheses but we can not confirm that a hypothesis is correct.

Sometimes, we will see results such as

[image: m > M\quad\text{(at $95\%$ C.L.)}\quad,]
or

[image: m < M\quad\text{(at $95\%$ C.L.)}\quad.]
What this means is that we have taken [image: b] and [image: a] to the upper and lower bound of the domain of the PDF, respectively, typically [image: b=\infty] and [image: a=\infty], and the other end-point at [image: m]. For example

[image: \begin{align*}   p &= \int_{m}^{\infty}\mathrm{d}x\,f(x) &\text{for}\quad m &> M && \text{lower limit}\\   p &= \int_{-\infty}^{m}\mathrm{d}x\,f(x) &\text{for}\quad m &< M && \text{upper limit}   \quad. \end{align*}]
In words, this means

With probability [image: p] we are confident that [image: m] is larger (smaller) than [image: M].



That is, lower and upper limits, respectively.






We have already seen confidence limits in action.  For example, when we evaluate the [image: p]-value of a given [image: \chi^2] at some number of degrees of freedom [image: \nu], we have evaluating

[image: p = \int_{\chi^2}^{\infty}\mathrm{d}\psi\,f_{\chi^2}(\psi,\nu)\quad,]


where [image: f_{\chi^2}] is the probability density function of [image: \chi^2] at some [image: \nu].  Thus, when we quote a [image: p]-value of a [image: \chi^2], we are really quoting the lower confidence limit of the found [image: \chi^2].  That is, we are saying

With probability [image: p], we are confident that [image: \chi^2] at the given [image: \nu] is the same or larger.



It is easy to see why we prefer a [image: p]-value of [image: 50\%] for [image: \chi^2] - we claim there are equal probability of finding a larger or smaller value of [image: \chi^2].






Example: Normal distribution - [image: \mathcal{N}[\mu,1]]¶
Suppose we have a true distribution of some observable [image: \theta] given by a normal distribution

[image: f(\theta;\mu\sigma) = \frac{1}{\sqrt{2\pi}\sigma}e^{-\frac12\left(\frac{\theta-\mu}{\sigma}\right)^2}\quad,]


where [image: \mu] is the mean and [image: \sigma^2] the variance.   Without loss of generality we will set [image: \sigma=1] below, and begin by considering the case [image: \mu=0].  First, we see that the distribution is indeed normalised over [image: \mathbb{R}]










from sympy import symbols, exp as syexp, sqrt as sysqrt, pi as sypi, S, oo, Integral, Eq

theta, mu = symbols('theta mu',real=True)
sigma     = symbols('sigma',real=True,positive=True)
g         = 1/(sysqrt(2*sypi)*sigma)*syexp(-S.Half*((theta-mu)/sigma)**2)
f         = g.subs({mu:S.Zero,sigma:S.One})
i         = Integral(f,(theta,-oo,oo))
Eq(i,i.doit())















[image: \displaystyle \int\limits_{-\infty}^{\infty} \frac{\sqrt{2} e^{- \frac{\theta^{2}}{2}}}{2 \sqrt{\pi}}\, d\theta = 1]











Next, we consider the [image: p] central confidence band defined as

[image: \int_{a}^{b}d\theta\,f(\theta) = p\quad.]


Since [image: f] is obviously symmetric around 0, we set [image: b=-a].  Thus we want to find [image: c>0] such that

[image: \int_{-c}^{+c}d\theta\,f(\theta) = p\quad.]










from sympy import solve 

c,p = symbols('c,p',real=True,positive=True)
ic  = f.integrate((theta,-c,c))
sc  = solve(ic-p,c)[0]
Eq(c,sc)















[image: \displaystyle c = \sqrt{2} \operatorname{erfinv}{\left(p \right)}]











Here, [image: \operatorname{erfinv}] is the inverse error function given

[image: \operatorname{erfinv}(\operatorname{erf}(x)) = x\quad,]


and where

[image: \operatorname{erf}(x) = \frac{1}{\pi}\int_{-x}^{x}\mathrm{d}t\,e^{-t^2}\quad.]


Let us plot this function










from sympy import plot as syplot
pl = syplot(sc,(p,0,.9999),ylabel=r'$c$',xlabel=r'$p$')
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The inverse error function [image: \sqrt{2}\operatorname{erfinv}=\sqrt{2}\operatorname{erf}^{-1}] describing the confidence interval [image: \pm c] at a given confidence level [image: p] for a normal distribution with [image: \mu=0] and [image: \sigma=1].












With this result, we can directly evaluate, for a given [image: p] what [image: c] we should choose










pcc = {pv:float(sc.evalf(subs={p:pv})) for pv in [.68,.9,.95]}
for pv, pl in pcc.items():
    print(f'p={pv*100:2.0f}% -> c={pl:.2}')















p=68% -> c=0.99
p=90% -> c=1.6
p=95% -> c=2.0













We can do the same thing for lower and upper bounds i.e.,

[image: \begin{align*}   \int_{-l}^{\infty} d\theta\,f(\theta) &= p\\   \int_{-\infty}^{h}d\theta\, f(\theta) &= p\quad, \end{align*}]
for lower and upper bounds respectively.










from sympy import Wild, erfcinv, erfinv

w  = Wild('w')
l  = symbols('l',real=True)
il = f.integrate((theta,-l,oo))
sl = solve(il-p,l)[0].replace(erfcinv(w),erfinv(1-w))
Eq(l,sl)















[image: \displaystyle l = \sqrt{2} \operatorname{erfinv}{\left(2 p - 1 \right)}]














h  = symbols('h',real=True)
ih = f.integrate((theta,-oo,h))
sh = solve(ih-p,h)[0].replace(erfcinv(w),erfinv(1-w))
Eq(h,sh)















[image: \displaystyle h = \sqrt{2} \operatorname{erfinv}{\left(2 p - 1 \right)}]











Here, [image: \operatorname{erfcinv}] is the inverse of the complementary error function [image: \operatorname{erfc}]

[image: \operatorname{erfc}(x) = 1-\operatorname{erf}(x)\quad.]
and

[image: \begin{align*}   \operatorname{erfc}^{-1}(\operatorname{erfc}(x)) &= x\\   1-\operatorname{erf}(x) &= \operatorname{erfc}(x)\\   -\operatorname{erf}(x) &= \operatorname{erfc}(x)-1\\   x &= \operatorname{erf}^{-1}(1-\operatorname{erfc}(x)) \end{align*}]
so that [image: \operatorname{erfc}^{-1}(x) = \operatorname{erf}^{-1}(1-x)].

We see that [image: l=h] which isn't surprising given that [image: f] is symmetric around [image: \theta=0].  Again, we can evaluate the exact [image: l,h] for given [image: p]










pclh = {pv:(float(sc.evalf(subs={p:pv})),
            -float(sl.evalf(subs={p:pv})),
            +float(sh.evalf(subs={p:pv}))) 
       for pv in [.68,.9,.95]}
for pv, (cc,ll,hh) in pclh.items():
    print(f'p={pv*100:2.0f}% ->c={cc:4.2} l={ll:5.2} h={hh:4.2}')















p=68% ->c=0.99 l=-0.47 h=0.47
p=90% ->c= 1.6 l= -1.3 h= 1.3
p=95% ->c= 2.0 l= -1.6 h= 1.6













For [image: \mu\neq0], we have










a, b = symbols('a b',real=True)
Eq(f.integrate((theta,a-mu,b-mu)),
   g.subs(sigma,S.One).integrate((theta,a,b)))















[image: \displaystyle \text{True}]











Similarly one can quickly see that










Eq(f.integrate((theta,(a-mu)/sigma,(b-mu)/sigma)),
   g.integrate((theta,a,b)))















[image: \displaystyle \text{True}]











which means that in general


	[image: p] central confidence bound is given by [image: \pm\sqrt{2}\mathrm{erf}^{-1}(p)\sigma+\mu], 

	[image: p] lower confidence bound is given by [image: -\sqrt{2}\mathrm{erf}^{-1}(2p-1)\sigma+\mu], and

	[image: p] upper confidence bound is given by [image: \sqrt{2}\mathrm{erf}^{-1}(2p-1)\sigma+\mu].



These are of course well-known results and leads us the the mnemonics that [image: 1\sigma] on either side of the mean covers [image: \approx68\%] percent, and [image: 2\sigma] around the mean cover [image: \approx95\%].






We return to the case that [image: \sigma=1] but we let [image: \mu] vary from 0 to ten.   Using the above, we can easily plot the central, lower, and upper confidence bands










from matplotlib.pyplot import subplots
from numpy import array, linspace

fig, ax = subplots(ncols=3,sharey=True,sharex=True,
                   gridspec_kw=dict(wspace=0))
mus = linspace(0,10,100)

clh = array(list(pclh.values())).T
ps  = array(list(pclh.keys()))
ll  = mus.min()+clh.min()
hh  = mus.max()+clh.max()

for i, chs in enumerate(clh):
    ax[i].set_xlabel(r'$\theta$')
    ax[i].axhline(8,linestyle='--',color='gray')
    for pp,ch,co in zip(ps[::-1],chs[::-1],['tab:red','tab:orange','tab:green']):
        opt = dict(label=fr'${pp*100:2.0f}\%$',color=co)
        
        if i == 0:
            ax[i].fill_between(mus,mus-ch,mus+ch,**opt)
        elif i == 1: 
            ax[i].fill_between(mus,mus+ch,hh,**opt)
        elif i == 2:
            ax[i].fill_between(mus,ll,mus+ch,**opt)
            
ax[0].set_ylabel(r'$\hat\theta$')
ax[0].set_xlim(mus[0],mus[-1])
ax[0].set_ylim(ll,hh)
ax[0].set_title('Central')
ax[1].set_title('Lower')
ax[2].set_title('Upper')
ax[2].legend(bbox_to_anchor=(1,1),loc='upper left');
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Confidence intervals of a normal distribution as a function of true value [image: \mu=\theta].  The left plot shows the confidence intervals around the centre, while middle and right plot shows for lower and upper bounds, respectivel.












To evaluate the confidence limits at a particular observed value [image: \hat\theta], for example [image: \hat\theta=8] as shown in the plot, we can simply evaluate the pre-computed values and add 8










thetahat=8
for pv, (cc,ll,hh) in pclh.items():
    print(f'p={pv*100:2.0f}% -> '
          f'c={thetahat-cc:4.2f} - {thetahat+cc:4.2f} '
          f'l={ll+thetahat:4.2f} '
          f'h={hh+thetahat:4.2f}')















p=68% -> c=7.01 - 8.99 l=7.53 h=8.47
p=90% -> c=6.36 - 9.64 l=6.72 h=9.28
p=95% -> c=6.04 - 9.96 l=6.36 h=9.64













Alternatively, we can evaluate the confidence levels numerically.  We will do this by evaluating the PDF [image: f] over a range of [image: x] values for a set of [image: \theta] values.  We will then calculate the CDF [image: F], and find the appropriate limits.  The limits we find are


	Lower [image: p] limit is given by least [image: l] so that [image: F(l;\theta)>1-p]

	Upper [image: p] limis is given by least [image: h] so that [image: F(h;\theta)>p]

	Centre [image: p] limits is given by least [image: c,d] so that [image: F(c;\theta)>(1-p)/2] and [image: F(d;\theta)>(1+p)/2] 








First, we calculate the CDF










from numpy import newaxis
from scipy.stats import norm

xrng  =  linspace(-5,15,200)[:,newaxis]
murng =  linspace(0,10,100)
gcdf  =  norm.pdf(xrng,murng).cumsum(axis=0)
gcdf  /= gcdf.max()














Let us plot the CDF










from matplotlib.pyplot import pcolor, colorbar, title, xlabel, ylabel 
from numpy import meshgrid 

pcolor(*meshgrid(murng,xrng),gcdf,shading='auto')
colorbar(label='CDF')
title('Normal distribution')
xlabel(r'$\theta$')
ylabel(r'$F(x;\mu=\theta,1)$');
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Cumulative density function of a normal distribution as a function of true [image: \mu=\theta].












Next, we define a set of functions to find the limits as outlined above.  Note,the functions low,upp, also return the constant upper and lower bounds (set by the CDF), respectively.  This is done to streamline the plotting routine below.








cdf_cl


def cdf_cl(x,cdf,p,direction=0):
    from numpy import argmax, ones
    
    def argcl(cdf, lim):
        return argmax(cdf > lim,axis=0)
    
    def xcl(x,cdf,lim):
        return x[argcl(cdf,lim)][:,0]
    
    if isinstance(direction,str):
        m = {'lower': -1, 'low': -1, 'l': -1, 'up':   -1,
             'upper': +1, 'upp': +1, 'u': +1, 'down': +1,
             'high': +1,  'h':   +1,
             'centre': 0, 'center': 0, 'central': 0}
        direction = m.get(direction.lower(),None)
        if direction is None:
            raise ValueError(f'Invalid direction={direction}')
        
    if direction < 0:  # Lower limit 
        return xcl(x,cdf,1-p),x[len(cdf)-1]*ones(cdf.shape[1])

    if direction > 0:  # Upper limit 
        return xcl(x,cdf,p),  x[0]*ones(cdf.shape[1])

    # Central 
    return xcl(x,cdf,(1-p)/2),xcl(x,cdf,(1+p)/2)














We can then define a simple function to plot the limits in three different panels.  This function takes any numerically evaluated CDF and any number of confidence limits and displays these.  Alternatively we can provide a dictionary that maps a probability to a hatching style.








plot_cdf_cl


def plot_cdf_cl(x,theta,cdf,ps,dirs=None,*,fig=None,opt={},sub_kw={},**kwargs):
    from matplotlib.pyplot import subplots,figure 
    
    try:
        len(dirs)
    except:
        dirs = [dirs]
    
    if fig is None:
        fig = figure()
    
    ax  = fig.subplots(ncols=len(dirs),**sub_kw)
    ret = dict(theta=theta)
    for p in ps:
        lbl = fr'${p*100:2.0f}\%$'
        ret[p] = []
        for a,d in zip(ax,dirs):
            l,h = cdf_cl(x,cdf,p,d)
            a.fill_between(theta,l,h,label=lbl,**opt.get(p,{}),
                           **kwargs)
            a.set_title(d)
            a.set_xlabel(r'$\theta$')
            ret[p].append([l,h])
            
    ax[0].set_xlim(theta[0],theta[-1])
    ax[0].set_ylim(theta[0],theta[-1])
    ax[0].set_ylabel(r'$\hat\theta$')
    ax[2].legend(loc='upper left',bbox_to_anchor=(1,1))
    
    return ret














We apply the plotting function to our evaluated CDF for a normal distribution with varying [image: \mu].










plot_cdf_cl(xrng,murng,gcdf,
            [.95,.9,.68],
            ['Lower','Centre','Upper'],
            opt={.95:{'hatch':'\\'},
                 .9: {'hatch':'-'},
                 .68:{'hatch':'/'}},
            sub_kw=dict(gridspec_kw=dict(wspace=0),
                        sharey=True,sharex=True),
            alpha=.5);
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Numerically evaluated confidence intervals of a normal distribution.












Example: Poisson Distribution - [image: \mathcal{P}[\lambda]]¶






The Poisson distribution is given by probability mass function

[image:  f(n;\lambda) = \frac{\lambda^{n}e^{-\lambda}}{n!}\quad n=\in\mathbb{N}_0\quad,]


which is a discrete probability distribution.










from sympy import factorial, Function

lamb, n, k = symbols('lambda n k',integer=True,nonnegative=True)
p          = symbols('p',real=True,nonnegative=True)
f          = lamb**n * syexp(-lamb) / factorial(n)
Eq(Function('f')(n,lamb),f)















[image: \displaystyle f{\left(n,\lambda \right)} = \frac{\lambda^{n} e^{- \lambda}}{n!}]











It is easy to see that the cumulative distribution function (CDF) is given by










from sympy import Sum 

F = syexp(-lamb)*Sum(lamb**k/factorial(k),(k,0,n))
Eq(Eq(Function('F')(n,lamb),F),F.doit().simplify(),evaluate=False)















[image: \displaystyle F{\left(n,\lambda \right)} = e^{- \lambda} \sum_{k=0}^{n} \frac{\lambda^{k}}{k!} = 1 - \frac{\gamma\left(n + 1, \lambda\right)}{n!}]











Here, [image: \gamma] is the lower incomplete [image: \Gamma] function given by

[image: \gamma(n,\lambda)=\int_{0}^{\lambda}dt\,t^{n-1}\,\mathrm {e} ^{-t}\quad.]






There is unfortunately no ready solution for

[image: F(n;\gamma) = p\quad,]


so we cannot invert it as we did for the normal distribution above.  Thus, we will evaluate the confidence limits numerically.  Luckily, we've already done half the work - all we need to do is to evaluate the CDf over some values of [image: n] and [image: \lambda]










from scipy.stats import poisson

nrng = linspace(0,30,31)[:,newaxis]
lrng = linspace(0,15,301)
pcdf = poisson.cdf(nrng,lrng)


















pcolor(*meshgrid(lrng,nrng),pcdf,shading='auto')
colorbar(label='CDF')
title('Poisson distribution')
xlabel(r'$\theta$')
ylabel(r'$\hat\theta$');
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CDF of a Poisson distribution for various values of [image: \lambda].












We can use the function defined above to plot our confidence bands










cl = plot_cdf_cl(nrng,lrng,pcdf,[.9],['Lower','Centre','Upper'],
                 sub_kw=dict(gridspec_kw=dict(wspace=0),
                             sharex=True,sharey=True))
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Confidence intervals of a Poisson distribution as a function of the true parameter [image: \theta=\lambda].












Let us evaluate this for [image: \hat\theta=\hat\lambda=8].










from numpy import where
pch  = lrng[where(cl[0.9][1][0]==8)][0]
pcl  = lrng[where(cl[0.9][1][1]==8)][-1]
pup  = lrng[where(cl[0.9][2][0]==8)][0]
plo  = lrng[where(cl[0.9][0][0]==8)][-1]
print(f'Central 90% C.L.: {pcl:5.1f}-{pch:5.1f}\n'
      f'Lower   90% C.L.: {plo:5.1f}\n'
      f'Upper   90% C.L.: {pup:5.1f}') 















Central 90% C.L.:   4.7- 13.2
Lower   90% C.L.:  13.0
Upper   90% C.L.:   4.7













Feldman-Cousines¶
The Feldman-Cousines method for estimating confidence limits takes a somewhat different approach to issue.  The method is summarised below.


	Suppose we have a PDF [image: f] of some observable with the proposed parameter [image: \theta]


[image: f(x;\theta)\quad.]



	Given the measurement [image: x], we can construct the likelihood of that measurement given [image: f] and [image: \theta]


[image: \mathcal{L}(x,\theta) = f(x;\theta)\quad]



	We know want to know, what is the confidence limits [image: (l,h)] we should quote for a particular confidence level [image: (p)].  The idea is then to evaluate - for all possible values of [image: y_i=x] (given [image: \theta)], the most likely [image: \hat\theta], i.e., to maximize


[image: \mathcal{L}(y_i,\hat\theta) = f(y_i;\hat\theta)\quad,]

and to calculate the likelihood of the hypothesis [image: \theta]


[image: \mathcal{L}(y_i,\theta) = f(y_i;\theta)\quad.]



	For each possible [image: y], we form the likelihood ratio - called the rank in this method


[image: R(y_i) = \frac{\mathcal{L}(y_i;\theta)}{\mathcal{L}(y_i;\hat\theta)}\quad,]

and order [image: y_i] in decreasing value of [image: R(y_i)].  We then include the smallest set [image: s=\{y_i|y_i\ \mathrm{ranked}\}] such that


[image: \sum_{y_i\in s} \mathcal{L}(y_i,\theta) = \sum_{y_i\in s}f(y_i;\theta) \ge p\quad.]



	The confidence interval is then


[image: [\min s, \max s]\quad.]










First, we make a function that calculates the rank [image: R(y_i)] given


	the PDF [image: f]

	the measurements [image: y_i] 

	the hypothesis value(s) [image: \theta] 

	the best estimator value [image: \hat\theta] 



The function then returns the 3-tuple for each hypothesized [image: \theta] value and measurement [image: y_i]

[image: \mathcal{L}(y_i,\theta),R(y_i),y_i\quad.]









fc_rank


def fc_rank(pdf,measurement,hypothesis,best):
    from numpy import array, tile
    lhyp = pdf(measurement,hypothesis)
    lopt = pdf(measurement,best)
    r    = lhyp / lopt
    return array((lhyp, r, tile(measurement,r.shape[1]))).T














This function will be repeatedly evaluated for all possible values of [image: y_i] for a given hypothesis [image: \theta].  Note, in general the best estimator [image: \hat\theta] is a function of [image: y_i], and we do not assume any particular form here.

Next up, we code a function that takes a list of the three-tuples

[image: \mathcal{L}(y_i,\theta),R(y_i),y_i\quad,]


as returned by the above, sorts them (indirectly) in descending order of [image: R(y_i)], and forms the cumulative of [image: \mathcal{L}(y_i,\theta)].  We then pick out the [image: y_i] values of the sorted list for which the cumulative sum is smaller than or equal to the desired confidence level [image: p].  The least and largest values of [image: y_i] are then returned.








fc_cl


def fc_cl(ranked,p,fuzzy=0):
    from numpy import array, cumsum, where, nan, nanmin, nanmax,errstate, vstack
    
    srt = ranked.argsort(axis=1)[:,::-1,1]
    id1 = array([range(len(srt))]*len(srt[0])).T
    cms = cumsum(ranked[id1,srt,0],axis=1)
    inc = where(cms<=(p+fuzzy),ranked[id1,srt,2],nan)
    
    with errstate(all='ignore'):
        mim = nanmin(inc,axis=1)
        mam = nanmax(inc,axis=1)
    
    return vstack((mim,mam)).T














Example: Poisson distribution again¶
Now, let us apply this to a Poisson distribution with a known background of 3.  Thus, our pmf becomes

[image: f(n,\lambda) = \frac{\lambda^{n+3}e^{-\lambda}}{(n+3)!}\quad n=\in\mathbb{N}_0\quad,]


The estimator given the observation [image: n] is simply [image: n], so we pass that in for the best fit value.

Note, we pass n as a two-dimensional object so that the NumPy broadcasting rules ensures that we get as many limits back as we have input [image: \lambda] values (20 here).










from numpy import maximum, argmax
from matplotlib.pyplot import grid, fill_between, plot, \
    axhline, axvline, xlim, ylim, legend

f    = poisson.pmf 
n    = linspace(0,24,25)[:,newaxis]
lamb = linspace(3,18,int((18-3)//0.5+1))
est  = maximum(0,n-3)+3
r    = fc_rank(f,n,lamb,est)
cl   = fc_cl(r,.90,0.0)

fill_between(lamb,cl[:,0],cl[:,1],alpha=.7,
             label=r'$90\%$ C.L.')
plot(lamb[::2],est[:16,0],color='C1',
     label=r'$\lambda_{\mathrm{ML}}+3$')
axhline(10,ls='--',color='gray')
    
l10 = lamb[argmax(cl[:,1]==10)]
h10 = lamb[argmax(cl[:,0]==10)]
axvline(l10,ls=':',color='C2',
        label=fr'$90\%$ at $\hat\theta=10: [{l10},{h10}]$')
axvline(h10,ls=':',color='C2')
    
xlabel(r'$\lambda+3$')
ylabel(r'$\hat\lambda$')
xlim(lamb[0],lamb[-1])
ylim(n[0],n[-1])
title('Feldman-Cousine C.L. of Poisson+3')
legend(loc='upper left');
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Confidence intervals for a Poisson distribution with a background of [image: 3], evaluated using the Feldman-Cousine algorithm.  Note, for [image: \hat\lambda=8] we find the interval [image: [6,15]] at [image: 90\%] C.L.












Summary¶
Vi have defined what we mean by confidence interval, and we have seen how we can calculate that from a normal distribution analytically.  We have seen that [image: \pm 1\sigma] around the mean is the confidence interval at [image: 68\%] confidence level, and [image: \pm 2\sigma] is for [image: 95\%] C.L..

We have developed numerical methods to estimate the confidence interval for a given PDF - both by brute force evaluation of the CDF and via the Feldman-Cousine algorithm.










cdf_cl.__doc__ = \
"""Evaluate the confince interval from an evaluated CDF 

Parameters
---------- 
x : array-like 
    Where the CDF is evaluted 
cdf : array-like 
    The evaluted CDF 
p : float 
    Confidence levet to evaluate at 
direction : int, str 
    Direction of the confidene interval  
    
    -1, 'Lower': Lower bound 
    +1, 'Upper': Upper bound 
    0, 'Centre': Around centre 
    
Returns
------- 
l, h: (array-like,array-like)
    Lower and upper confidence bounds at confidence level p evaluated at x 
"""

















plot_cdf_cl.__doc__ = "Plots Confidence intervals of a CDF"

















fc_rank.__doc__ = \
"""Calculates Feldman-Cousine rank of PDF with measurements, hypotheses, and best value 

Parameters
----------
f : callable 
    PDF 
measurement : array-like 
    Measurements 
hypothesis : array-like 
    Suggested theta 
best : array-like 
    Best-fit theta values 
    
Returns
------- 
rows : array of 3-tuple 

    likelihood : float 
    rank : float 
    measurement : float
"""

















fc_cl.__doc__ = \
"""Estimate the confidence interval given using the Feldman-Cousine algorithm 

Parameters
----------
ranked : array-like of three-tuples 
    The rank calculated by fc_rank 
p : float 
    Requested confidence level
fuzzy : float (optional)
    Fuzzyness of comparisons
Returns
-------
l, h : array-like 
    confidence intervals where the CDF is evaluated. 

"""























Curve fitting - with uncertainties in the independent variable¶






Purpose¶

	To show how we can take into account uncertainties in the independent variable when performing fits.

	To prove the formula for the effective variance

	To show how we can use that result in numerical calculations.








A reminder¶






In the section on curve fitting (here) we looked at the case where we had data like

[image: \{(x_1,y_1\pm\delta_1),\ldots,(x_N,y_N\pm\delta_N)\}\quad,]
where [image: x] is the independent variable, [image: y] the dependent, and [image: \delta] the uncertainty in the dependent variable [image: y]. We saw how we can use curve fitting to determine whether data can be described by the model [image: f]. The procedure we used was least squares, where we try to minimize the sum of the square of the residuals

[image: r_i = \frac{y_i - f(x_i;\theta)}{\delta_i}\quad,]
as we express by the [image: \chi^2] measure

[image: \chi^2 = \sum_{i=1}^{N} r_i^2 = \sum_{i=1}^{N} \frac{[y_i - f(x_i;\theta)]^2}{\delta_i^2}\quad.]
In the previous section we saw that the expectation value of [image: \chi^2], given that [image: f] describes data and the independent values [image: y_i] is normally distributed around [image: f(x_i;\theta)], is [image: \nu] - the number of degrees of freedom.

Here we will build on this.






Uncertainties in both variables¶
We can find ourselves in the situation where our data is given on the form

[image: \{(x_i\pm\delta_{x_i},y_i\pm\delta_{y_i}|i=1,\ldots,N\}\quad,]
with [image: x_i,y_i] as above, but where [image: \delta_{x_i}, \delta_{y_i}] is the uncertainties in the independent variable [image: x] and the dependent variable [image: y], respectively. If [image: \delta_{x_i}\ll \delta_{y_i}] for all [image: i], then we can reasonably disregard [image: \delta_{x_i}] and continue as before. But if not, it seems unreasonable to ignore the uncertainty of [image: x]. Here we will investigate what is needed in that case.






Derivation of effective variance¶
We start by assuming, as before, that the values [image: x_i,y_i] are normally distributed around their expectation values [image: \mu_{x_i},\mu_{y_i}]. That is, we assume that [image: X] and [image: Y] are random variables at each point [image: i], and that the distribution at each point - in both coordinates - is a normal distribution. This means that we can write a likelihood function as the product of the probability of each measurement given the assumption of normal distribution.

[image: \mathcal{L}(\theta) = \prod_{i=1}^{N} P_X(x_i)P_Y(y_i)\quad,]
where










from sympy import symbols, IndexedBase, sqrt as sysqrt, exp as syexp, Function, S, pi as sypi, Eq
N, i = symbols('N i',positive=True,integer=True)
x    = IndexedBase('x',i)
mx   = IndexedBase('mu_x')
sigx = IndexedBase('sigma_x') 
Pxi  = 1/(sysqrt(2*sypi)*sigx[i])*syexp(-S.Half*(x[i]-mx[i])**2/sigx[i]**2)
Eq(Function('P')(x[i]),Pxi)















[image: \displaystyle P{\left({x}_{i} \right)} = \frac{\sqrt{2} e^{- \frac{\left(- {\mu_{x}}_{i} + {x}_{i}\right)^{2}}{2 {\sigma_{x}}_{i}^{2}}}}{2 \sqrt{\pi} {\sigma_{x}}_{i}}]











is the likeliness of [image: x_i] given the expectation [image: \hat x_i], and










p    = symbols('theta')
f    = Function('f')
y    = IndexedBase('y')
my   = IndexedBase('mu_y')
sigy = IndexedBase('sigma_y') 
Pyi  = 1/(sysqrt(2*sypi)*sigy[i])*syexp(-S.Half*(y[i]-f(mx[i],p))**2/sigy[i]**2)
Eq(Function('P')(y[i]),Pyi)















[image: \displaystyle P{\left({y}_{i} \right)} = \frac{\sqrt{2} e^{- \frac{\left(- f{\left({\mu_{x}}_{i},\theta \right)} + {y}_{i}\right)^{2}}{2 {\sigma_{y}}_{i}^{2}}}}{2 \sqrt{\pi} {\sigma_{y}}_{i}}]











is the likeliness of [image: y_i] given the estimator function [image: f] and the expected value [image: \hat x_i]. We will adjust [image: \theta] so that [image: L(\theta)] is maximum. Typically, we will use the logarithm of [image: \mathcal{L}] and maximize that. We have to maximize

[image: \ell(\theta) = \log\mathcal{L}(\theta)\quad.]










from sympy import Product, log as sylog
L  = Product(Pxi*Pyi, (i,S.One,N))
L2 = sylog(L).expand(log=True,force=True)
Eq(Function('ell')(p),L2.simplify())















[image: \displaystyle \ell{\left(\theta \right)} = \left(- \log{\left(\pi \right)} - \log{\left(2 \right)}\right) \sum_{i=1}^{N} 1 + \sum_{i=1}^{N} \left(- \frac{f^{2}{\left({\mu_{x}}_{i},\theta \right)}}{2 {\sigma_{y}}_{i}^{2}} + \frac{f{\left({\mu_{x}}_{i},\theta \right)} {y}_{i}}{{\sigma_{y}}_{i}^{2}} - \log{\left({\sigma_{x}}_{i} \right)} - \log{\left({\sigma_{y}}_{i} \right)} - \frac{{\mu_{x}}_{i}^{2}}{2 {\sigma_{x}}_{i}^{2}} + \frac{{\mu_{x}}_{i} {x}_{i}}{{\sigma_{x}}_{i}^{2}} - \frac{{y}_{i}^{2}}{2 {\sigma_{y}}_{i}^{2}} - \frac{{x}_{i}^{2}}{2 {\sigma_{x}}_{i}^{2}}\right)]











The expression looked scary at first glance, but if we define










from sympy import Sum, Symbol
Sp = Sum((x[i]-mx[i])**2/sigx[i]**2 +(y[i]-f(mx[i],p))**2/sigy[i]**2 ,(i,S.One,N))
Eq(Symbol('S'),Sp)















[image: \displaystyle S = \sum_{i=1}^{N} \left(\frac{\left(- f{\left({\mu_{x}}_{i},\theta \right)} + {y}_{i}\right)^{2}}{{\sigma_{y}}_{i}^{2}} + \frac{\left(- {\mu_{x}}_{i} + {x}_{i}\right)^{2}}{{\sigma_{x}}_{i}^{2}}\right)]











we see that

[image: \ell(p) = -\frac{1}{2}S + C\quad,]
with

[image:  C = -\sum_{i=1}^{N}\log\left(\sqrt{2\pi}\sigma_{x_i}\right)+\log\left(\sqrt{2\pi}\sigma_{y_i}\right)\quad,]
which we can check










C = Sum(sylog(sysqrt(2*sypi)*sigx[i]) 
        + sylog(sysqrt(2*sypi)*sigy[i]), (i,S.One,N))
(L2+Sp/2+C).simplify()















[image: \displaystyle 0]











We want to maximize [image: \mathcal{L}(\theta)] with respect to [image: \mu_{x_i}], which is the same as to minimizing [image: S]. We calculate [image: \frac{\partial S}{\partial \mu_{x_i}}].










from sympy import Derivative

dS = Sp.diff(mx[i])
Eq(Derivative(Symbol('S'),mx[i]),dS)















[image: \displaystyle \frac{d}{d {\mu_{x}}_{i}} S = \sum_{i=1}^{N} \left(- \frac{2 \left(- f{\left({\mu_{x}}_{i},\theta \right)} + {y}_{i}\right) \frac{\partial}{\partial {\mu_{x}}_{i}} f{\left({\mu_{x}}_{i},\theta \right)}}{{\sigma_{y}}_{i}^{2}} + \frac{2 {\mu_{x}}_{i} - 2 {x}_{i}}{{\sigma_{x}}_{i}^{2}}\right)]











Since we do not know [image: \theta], we Taylor expand the function [image: f(x,\theta)] around [image: \mu_{x_i}] up to order [image: n=1] (two terms)










from sympy import series
T = series(f(x[i],p),x[i],mx[i],n=2)
Eq(f(x[i],p),T)















[image: \displaystyle f{\left({x}_{i},\theta \right)} = f{\left({\mu_{x}}_{i},\theta \right)} + \left(- {\mu_{x}}_{i} + {x}_{i}\right) \left. \frac{\partial}{\partial \xi_{1}} f{\left(\xi_{1},\theta \right)} \right|_{\substack{ \xi_{1}={\mu_{x}}_{i} }} + O\left(\left(- {\mu_{x}}_{i} + {x}_{i}\right)^{2}; {x}_{i}\rightarrow {\mu_{x}}_{i}\right)]











and we find










T2 = f(x[i],p)-T.removeO().args[0].factor()
Eq(T.removeO().args[1],T2.doit())















[image: \displaystyle f{\left({\mu_{x}}_{i},\theta \right)} = \left({\mu_{x}}_{i} - {x}_{i}\right) \frac{\partial}{\partial {\mu_{x}}_{i}} f{\left({\mu_{x}}_{i},\theta \right)} + f{\left({x}_{i},\theta \right)}]











Note that we drop (removeO) the higher order terms explicitly, which is OK if [image: |x_i - \mu_{x_i}|] is not too big. We insert the term for [image: f(\mu_{x_i},\theta)] above into the interior [image: S_i] of the sum [image: S].  We have to be careful, though, not to replace [image: \partial f(\mu_{x_i},\theta)/\partial\mu_{x_i}] with the differential of the Tayler expression above, so we define










D = symbols('D',real=True)
Eq(D,Derivative(f(mx[i],p),mx[i]))















[image: \displaystyle D = \frac{\partial}{\partial {\mu_{x}}_{i}} f{\left({\mu_{x}}_{i},\theta \right)}]











and inserts it into the interior of [image: S_i]










dS1 = dS.args[0].subs(Derivative(f(mx[i],p),mx[i]),D)
Eq(Derivative(Symbol('S_1'),mx[i]),dS1)















[image: \displaystyle \frac{d}{d {\mu_{x}}_{i}} S_{1} = - \frac{2 D \left(- f{\left({\mu_{x}}_{i},\theta \right)} + {y}_{i}\right)}{{\sigma_{y}}_{i}^{2}} + \frac{2 {\mu_{x}}_{i} - 2 {x}_{i}}{{\sigma_{x}}_{i}^{2}}]











and in the Taylor expression










T3  = T2.doit().subs(Derivative(f(mx[i],p),mx[i]),D)
Eq(f(mx[i],p),T3)















[image: \displaystyle f{\left({\mu_{x}}_{i},\theta \right)} = D \left({\mu_{x}}_{i} - {x}_{i}\right) + f{\left({x}_{i},\theta \right)}]











which we then insert above and set equal to zero










from sympy import UnevaluatedExpr

dS2 = dS1.subs(f(mx[i],p),T3)
Eq(UnevaluatedExpr(Eq(Derivative(Symbol('S_1'),mx[i]),dS2)),0)















[image: \displaystyle \frac{d}{d {\mu_{x}}_{i}} S_{1} = - \frac{2 D \left(- D \left({\mu_{x}}_{i} - {x}_{i}\right) - f{\left({x}_{i},\theta \right)} + {y}_{i}\right)}{{\sigma_{y}}_{i}^{2}} + \frac{2 {\mu_{x}}_{i} - 2 {x}_{i}}{{\sigma_{x}}_{i}^{2}} = 0]











We solve this equation for [image: \mu_{x_i}] and find










from sympy import solve

s3 = solve(dS2,mx[i])[0].collect(x[i]).ratsimp().collect(D*sigx[i]**2)
Eq(mx[i],s3)















[image: \displaystyle {\mu_{x}}_{i} = - \frac{D \left(f{\left({x}_{i},\theta \right)} - {y}_{i}\right) {\sigma_{x}}_{i}^{2}}{D^{2} {\sigma_{x}}_{i}^{2} + {\sigma_{y}}_{i}^{2}} + {x}_{i}]











We put [image: \delta] to be the denominator in this expression










d2 = 1/s3.doit().args[0].args[2]
d  = IndexedBase('delta')
Eq(d[i]**2,d2)















[image: \displaystyle {\delta}_{i}^{2} = D^{2} {\sigma_{x}}_{i}^{2} + {\sigma_{y}}_{i}^{2}]











We replace [image: \delta] into our solution for [image: \mu_{x_i}]










s4 = s3.subs({d2:d[i]**2})
Eq(mx[i],s4)















[image: \displaystyle {\mu_{x}}_{i} = - \frac{D \left(f{\left({x}_{i},\theta \right)} - {y}_{i}\right) {\sigma_{x}}_{i}^{2}}{{\delta}_{i}^{2}} + {x}_{i}]











We can now rewrite the inner expression [image: S_i] in the sum [image: S] in terms of our Taylor expansion (T3) and our solution for [image: \mu_{x_i}] (s4).










S3 = Sp.args[0].subs({f(mx[i],p):T3,mx[i]:s4})
Eq(Symbol('S_i'),S3)















[image: \displaystyle S_{i} = \frac{D^{2} \left(f{\left({x}_{i},\theta \right)} - {y}_{i}\right)^{2} {\sigma_{x}}_{i}^{2}}{{\delta}_{i}^{4}} + \frac{\left(\frac{D^{2} \left(f{\left({x}_{i},\theta \right)} - {y}_{i}\right) {\sigma_{x}}_{i}^{2}}{{\delta}_{i}^{2}} - f{\left({x}_{i},\theta \right)} + {y}_{i}\right)^{2}}{{\sigma_{y}}_{i}^{2}}]











Let's reduce this. First, we re-insert the definition of [image: \delta], factorise, and insert [image: \delta] back. We get










S4 = S3.subs(d[i]**2,d2).factor().subs(d2,d[i]**2)
Eq(Symbol('S_i'),S4)















[image: \displaystyle S_{i} = \frac{\left(f{\left({x}_{i},\theta \right)} - {y}_{i}\right)^{2}}{{\delta}_{i}^{2}}]











Which means that










Eq(Symbol('S'),Sum(S4,(i,S.One,N)))















[image: \displaystyle S = \sum_{i=1}^{N} \frac{\left(f{\left({x}_{i},\theta \right)} - {y}_{i}\right)^{2}}{{\delta}_{i}^{2}}]











and we can maximize the_likeliness of [image: \mathcal{L}(\theta)] by minimizing [image: S]. We immediately recognize that we have recreated the regular [image: \chi^2], however with the replacement

[image: \delta_{y_i}^2 \rightarrow \delta_i^2 = \left(\frac{\partial f(x,\theta)}{\partial x}\right)^2\delta_{x_i}^2 + \delta_{y_i}^2\quad,]
which we call the effective variance and we notice that

[image: \delta_i^2 \ge \delta_{y_i}^2\quad.]






The formula for [image: \delta^2] above makes intuitive sense: We propagate the uncertainty of [image: x_i] to [image: y_i] using the derivative of the function [image: f], evaluated at [image: x_i].

In the above proof we have made a number of assumptions


	The points [image: x_i,y_i] are normally distributed around the expectation values [image: \mu_{x_i},\mu_{y_i}].

	We can estimate the spreads [image: \sigma_{x_i},\sigma_{y_i}] of the points using the uncertainties [image: \delta_{x_i},\delta_{y_i}].

	In the Taylor expansion of [image: f(x_i,\theta)], we assumed that [image: |x_i-\mu_{x_i}|] is small.



As such, there is nothing odious about these assumptions, and they can be fairly easily confirmed in the vast majority of cases. In fact, assumptions 1 and 2 are the same as we do with ordinary [image: \chi^2], and assumption 3 does not significantly change the assumptions.

Finally, we can convince ourselves that we have the same number of degrees of freedom. If we have [image: N] points and [image: M] parameters, then the number of degrees of freedom

[image: \nu = 2N - (M+N) = N - M\quad,]
quite as usual. The first part of [image: 2N] comes from the fact that we consider both [image: y_i] and [image: x_i] as degrees of freedom, but that we use [image: N] [image: \delta_{x_i}], which is why we have to remove them again.

It also means that all the results we know about [image: \chi^2] hold. Specifically, we can estimate the probability of a given curve fitting in exactly the same way as before.






In this section we have proven that in the event that we have data

[image: \{(x_i\pm\delta_{x_i},y_i\pm\delta_{y_i})|i=1,\ldots,N\}\quad,]
we can use the ordinary least squares method for curve fitting if we propagate the uncertainty on [image: x_i] to [image: y_i] using the effective variance

[image: \delta_i^2 = \left(\frac{\partial f(x_i;\theta)}{\partial x}\right)^2\delta_{x_i}^2+\delta_{y_i}^2\quad,]
and calculate the residuals

[image: r_i = \frac{y_i - f(x_i;\theta)}{\delta_i}\quad.]
In the next section we will see how we can use this numerically.






Numerical Calculations¶
Above, we came to the intuitive result that if we have uncertainties on the independent variable ([image: x]), then we can address them by propagating the uncertainties to the dependent variable ( [image: y]). The result is so intuitively clear that we can be led to believe that our standard numeric codes can easily be adapted to perform curve fitting under these conditions. Unfortunately, that is not quite the case.

To see this, we take another look at the formula for the effective variance

[image: \delta_i^2 = \left(\frac{\partial f(x_i;\theta)}{\partial x}\right)^2\delta_{x_i}^2+\delta_{y_i}^2\quad.]
On the surface, everything seems pretty straightforward, but a trap is hiding in the first factor of the first term

[image: \frac{\partial f(x_i;\theta)}{\partial x}\quad.]
When standard algorithms try to find [image: p] so that [image: \chi^2] is the least possible, these algorithms most often assume that the uncertainty at the measurement points is constant. This is usually the case, but in our case the uncertainties [image: \delta_i] depend on the derivative of [image: f], which in turn depends on the values of [image: p], and therefore this assumption does not hold - the uncertainties themselves depend on the parameter values that the algorithm tries to find.






Basically, there are two ways of addressing this problem:


	Either we must use an algorithm that allows to update the uncertainties along the way. One could imagine an algorithm that not only takes the function [image: f] as an argument, but also allows of the uncertainties given by a function. For example

from numpy import sqrt, pi, exp

def f(x,mu,sigma):
    return 1/(sqrt(2*pi*sigma)*exp(-1/2*(x-mu)**2/sigma**2)
  
def df(x,mu,sigma):
    return ((mu-x)/sigma**2*f(x,mu,sigma)
  
def u(x,mu,sigma,dx,dy):
    return sqrt(df(x,mu,sigma)**2*dx**2+dy**2)
  
theta, cov = fit(f,x,y,dy,dx,u)


  
  What complicates this approach is the internal (in fit) evaluation of the Jacobian
  
  \begin{align*}
J &= (\nabla f)^T  &
\nabla f &= \begin{bmatrix}\frac{\partial \chi^2}{\partial \hat\theta_1}\

     \vdots\\
     \frac{\partial \chi^2}{\partial \hat\theta_M}\end{bmatrix}\quad,


\end{align*}
           
  the partial derivatives of [image: \chi] with respect to the parameters [image: \hat\theta_1,\ldots,\hat\theta_M]. Without uncertainty on the independent variable [image: x], only the numerator of 
  
  
[image: \chi^2 = \sum_{i=1}^{N}\frac{(y_i - f(x_i;\hat\theta))^2}{\delta_i^2}\quad,]

  
  depends on the parameters [image: \hat\theta_1,\ldots,\hat\theta_M], but with uncertainties we have 
  
  [image: \chi^2 = \sum_{i=1}^{N}\frac{(y_i - f(x_i;\hat\theta))^2}{   \left(\frac{\partial f(x_i)}{\partial x}\right)^2\delta_{x_i}^2 + \delta_{y_i}^2}\quad,]

    
  and both numerator and denominator depends on [image: \hat\theta].


	Or, we can use an iterative procedure.





  1. We start by doing our curve fitting in a normal way - that is, without using the uncertainties in the independent variable.
  
    
[image: \delta_i^0 = \delta_{y_i}\quad.]

  
    We find estimates of the parameters [image: \hat\theta_1^0,\ldots,\hat\theta_M^0].
  
  2. We can use these estimates to calculate
  
     [image: \delta_i^{n} = \sqrt{\left(\frac{\partial f(x_i)}{\partial x}\right)^2\delta_{x_i}^2 + \delta_{y_i}^2}\quad,]

     
     and we can now perform the fitting with these uncertainties. We find new values of the parameters [image: \hat\theta_1^n,\ldots,\hat\theta_M^n].
     
  3. If the parameter values [image: \hat\theta_1,\ldots,\hat\theta_M] are stable
   
      [image: |\hat\theta_i^n - \hat\theta_i^{n-1}| \le a + r |\hat\theta_i^{n-1}|\quad,]

      
      then we stop and return the parameter values, otherwise we repeat 2 above.
      
  Typically, such a procedure will take only a few steps before our parameters stabilize, but we run the risk of the procedure running wild. The [image: a,r] values are the ones that largely ensure that the procedure converges.
  
  This procedure does not directly account for [image: \chi^2]'s dependence on the derivative in the denominator, but has the advantage of converging quickly and allowing us to use existing functions - such as scipy.optimize.curve_fit.





Here we will use the second method to make fits with uncertainties in both the independent ([image: x]) and dependent variable ([image: y]).






Example: Litte Henry¶
We start with an example from American Journal of Physics, Vol.50, 912. The goal is to determine the inductance [image: L] and resistance [image: R] of a Little Henry box by measuring the phase shift [image: \vartheta] of a sine voltage across the box as a function of the wavelength [image: \omega] of the sine wave

[image: \cot\vartheta = \frac{L}{R}\omega - \frac{1}{RC}\frac1{\omega}\quad,]
where [image: C] is a known capacitance.






We determine several correlated values of [image: (\cot\omega,\vartheta)] and calculate the mean and uncertainty of each variable. We end up with data










from numpy import array 

data = array([[22000, 440, -4.017,  0.5],
              [22930, 470, -2.742,  0.25],
              [23880, 500, -1.1478, 0.08],
              [25130, 530,  1.491,  0.09],
              [26390, 540,  6.873,  1.90]])














where the columns are [image: \omega,\delta_\omega,\cot\theta,\delta_{\cot\theta}]. With [image: a=\frac{L}{R}] and [image: b=\frac{1}{RC}], the function [image: f] we want to fit to our data becomes










omega = symbols('omega',real=True,positive=True)
a, b  = symbols('a b',real=True)
f     = a * omega - b / omega
Eq(Function('f')(omega),f)















[image: \displaystyle f{\left(\omega \right)} = a \omega - \frac{b}{\omega}]











Furthermore, we need the derivative with respect to [image: x] of [image: f], so we calculate it with SymPy










df = f.diff(omega)
Eq(Derivative(Function('f')(omega)),df)















[image: \displaystyle \frac{d}{d \omega} f{\left(\omega \right)} = a + \frac{b}{\omega^{2}}]











Let's use SymPy 's lambdify functionality to turn these analytic expressions into something we can use numerically










from sympy import lambdify

nf  = lambdify((omega,a,b),f)
ndf = lambdify((omega,a,b),df)














We start as outlined above - by fitting the function [image: f] without using [image: \delta_{\omega}].










from scipy.optimize import curve_fit
from scipy.stats import chi2 
from numpy import sqrt 

omega,domega = data[:,0],data[:,1]
cott,dcott   = data[:,2],data[:,3]
p0, cov0     = curve_fit(nf,omega,cott,(1,1),dcott,absolute_sigma=True)
chi20, nu    = chi2nu(omega,cott,nf,p0,dcott)
print('chi2/nu={:.1f}/{}={:.1f} ({:.1f}%)'
      .format(chi20,nu,chi20/nu, chi2.sf(chi20,nu)*100))
for pp, ee in zip(p0,sqrt(cov0.diagonal())):
    print_result(pp,ee)















chi2/nu=10.0/3=3.3 (1.8%)
 0.00099 +/-  0.00004
  590000 +/-    20000













We see that our fit is not very good with [image: p=1.8\%]. We continue our procedure as we outlined above. We calculate the new effective variances










deff = sqrt(ndf(omega,*p0)**2*domega**2+dcott**2)














Let's, for our own sake, plot data with the old and new uncertainties










from matplotlib.pyplot import figure, errorbar, xlabel, ylabel, legend 

figure()
errorbar(omega,cott,dcott,domega,fmt='none',label='Original data')
errorbar(omega,cott,deff,fmt='none',capsize=10,
         elinewidth=.00001,label='Effective variance')
ylabel(r'$\cot\vartheta$')
xlabel(r'$\omega$')
legend();
















Figure













Data with uncertainty in the independent variable [image: x], and the effective variance at each point.












We see that the uncertainties are significantly greater. Let's make our fit with these uncertainties.










p1, cov1 = curve_fit(nf,omega,cott,(1,1),deff,absolute_sigma=True)
chi21, nu = chi2nu(omega,cott,nf,p1,deff)
print('chi2/nu={:.1f}/{}={:.1f} ({:.1f}%)'
      .format(chi21,nu,chi21/nu, chi2.sf(chi21,nu)*100))
for pp, ee in zip(p1,sqrt(cov1.diagonal())):
    print_result(pp,ee)















chi2/nu=2.2/3=0.7 (52.8%)
  0.0010 +/-   0.0002
  600000 +/-   100000













We now have something near a perfect fit with [image: p=52.8\%]. Let's plot our results together to see how it looks










from matplotlib.pyplot import gca 

pnames=[r'a','b']

figure()
ax = gca()

ax.errorbar(omega,cott,dcott,domega,fmt='none',label='Original data')

plot_fit(omega,cott,deff,nf,p1,cov1,pnames=pnames,axes=ax,
        fit_kw={'label':'Second fit'},
        data_kw={'fmt':'none','elinewidth':0.000001,
                 'capsize':10,'label':'Effective variance'},
        band_kw={'color':'y','alpha':0.25},
        tbl_kw={'loc':'upper left','title':r'w/$\delta_x$'})

plot_fit(omega,cott,dcott,nf,p0,cov0,pnames=pnames,axes=ax,
        fit_kw={'label':'First fit'},
        data_kw={'fmt':'none','ecolor':'none'},
        band_kw={'color':'r','alpha':0.25},
        tbl_kw={'loc':'lower right','title':r'w/o $\delta_x$'})

ax.set_ylabel(r'$\cot\vartheta$')
ax.set_xlabel(r'$\omega$')
ax.legend(loc='center left');
















Figure













Curve fitting where the dependencies of the dependent variable are replaced by the effective variance after a single iteration.












We see that our second curve fit describes our data points far better than the first one. Note that the parameter values [image: a,b] have not changed significantly, but that the uncertainties [image: \delta_a,\delta_b] are about five times larger.






To calculate [image: R] and [image: L], we need to solve

[image: \begin{align*}   a &= \frac{L}{R}\\   b &= \frac{1}{RC}\\ \end{align*}]










L, R, C = symbols('L R C',real=True)
s       = solve([Eq(a,L/R), Eq(b,1/(R*C))],[R,L])
[display(Eq(k,v)) for k,v in s.items()];















[image: \displaystyle L = \frac{a}{C b}]






[image: \displaystyle R = \frac{1}{C b}]











We will again use SymPy lambdify to convert these into numeric expressions into something which we can evaluate and propagate uncertainties through










nL = lambdify((a,b,C),s[L])
nR = lambdify((a,b,C),s[R])














We can now use these to calculate the values and uncertainties of [image: R] and [image: L]. We set [image: C=0.02\mu\mathrm{F}], and use the function propagate_uncertainty










vC = 0.02e-6 
vL = nL(*p1,vC)
vR = nR(*p1,vC)

eL = sqrt(propagate_uncertainty(lambda p: nL(*p,vC),p1,cov1))
eR = sqrt(propagate_uncertainty(lambda p: nR(*p,vC),p1,cov1))

for v,e,n,u in zip([vL,vR],[eL,eR],['L','R'],['Henry','Ohm']):
    print(format_result(v,e,name=n,unit=u,latex=False,expo=None))















L=(0.086 +/- 0.002) Henry
R=(80 +/- 20) Ohm













Generalised non-linear least-squares fitting¶
We can generalize the method above and implement a substitute for scipy.optimize.curve _fit which can also accept uncertainties [image: \delta_x] in the independent variable [image: x]. If the user does not provide [image: \delta_x], we fall back to scipy.optimize.curve_ fit. We will also allow the user to provide [image: \frac{\partial f}{\partial x}] so that we can evaluate the effective variance directly.








lsq_fit


def lsq_fit(f,x,y,p0,dy=None,dx=None,df=None,df_step=None,
           ftol=1.49012e-8,ptol=1.49012e-8,**kwargs):
    from scipy.optimize import curve_fit as  cfit 
    from scipy.misc import derivative as diff
    from numpy import gradient as grad 
    from numpy import sqrt, isclose, allclose, hstack, isscalar, atleast_1d
    from scipy.linalg import norm
    
    kwargs['xtol'] = ptol
    kwargs['ftol'] = ftol
    
    xx  = atleast_1d(x) 
    yy  = atleast_1d(y) 
    ddy = atleast_1d(dy) if dy is not None else None
    ddx = atleast_1d(dx) if dx is not None else None
    if ddy is not None:
        mask = dy != 0
        xx   = xx[mask]
        yy   = yy[mask]
        ddy  = ddy[mask]
        ddx  = ddx[mask] if ddx is not None else None
        
    r0 = cfit(f,xx,yy,p0,sigma=ddy,**kwargs)
    
    if ddx is None:
        return r0
    
    if df_step is not None and isinstance(df_step,str):
        if df_step != 'deltax':
            raise ValueError('Unknown step method: '+df_step)
        df_step = dx
    elif df_step is None:
        df_step = 1
        
    dds    = df_step
    rold   = r0
    fold,_ = chi2nu(xx,yy,f,rold[0],ddy)
    while True:
        pold, covold, *_ = rold
        eff    = sqrt(effective_variance(xx,ddx,f,pold,ddy,df,df_step))
        rnew   = cfit(f,xx,yy,p0,sigma=eff,**kwargs)
        fnew,_ = chi2nu(xx,yy,f,rnew[0],eff)
        
        if isclose(fnew,fold,rtol=ftol,atol=0):
            return rnew 
        
        dp  = rnew[0]-pold 
        ndp = norm(dp)
        np  = norm(pold)
        
        if ndp < (ptol * (ptol + np)):
            return rnew 
        
        rold = rnew 
        fold = fnew
        
curve_fit = lsq_fit
lsqfit = lsq_fit














We repeat our fit from above with this new function.










p, cov = lsq_fit(nf,omega,cott,(1,1),dcott,domega,absolute_sigma=True)

figure()
ax = gca()
plot_fit(omega,cott,dcott,nf,p,cov,domega,pnames=pnames,
        fit_kw={'label':'Fit','color':'tab:orange'},
        tbl_kw={'loc':'upper left'},
        leg_kw={'loc':'lower right'},
        data_kw={'fmt':'none','label':'Data'})

ax.set_ylabel(r'$\cot\vartheta$')
ax.set_xlabel(r'$\omega$')
ax.legend(loc='center left')
eL = sqrt(propagate_uncertainty(lambda p: nL(*p,vC),p,cov))
eR = sqrt(propagate_uncertainty(lambda p: nR(*p,vC),p,cov))
y  = .2
for v,e,n,u in zip([vL,vR],[eL,eR],['L','R'],[r'\mathrm{H}',r'\Omega']):
    ax.text(.6,y,'$'+format_result(v,[e],name=n,unit=u,expo=None)+'$',
            transform=ax.transAxes)
    y += .1
















Figure













Curve fitting where the uncertainty of the dependent variable is replaced by the square root of the effective variance.















lsq_fit.__doc__=\
    """Perform a non-linear least squares fit of f to data
    
    Note, if dy is given, then any element for which dy is zero 
    are filtered out of the fit (does not make sense to include,
    since the scaled residual would be infinite)
    
    Parameters
    ----------
    f : callable 
        The model to fit with the signature `f(x,...)`
    x : array-like shape=(M) or (k,M)
        Independent variable values or predictors and variable values
    y : array-like shape=(M)
        Dependent variable values 
    p0 : array-like shape=(N)
        Initial guess of parameter values 
    dy : array-like shape=(M) or shape=(M,M)
        Uncertainties in `y` or covariance matrix of uncertainties in `y`
    dx : array-like shape=(M), or None
        Uncertainties in `x`.  If specified, we will employ an 
        iterative procedure using the *effective variance* method 
        to include these uncertainties in the fit. 
    df : callable, or None 
        If `dx` is given, then this argument is supposed to 
        calculate the derivative of f with respect to x.  This 
        will then be evaluated at all `x` for the current 
        parameter values. 
    dx_step : scalar, array, string, or None 
        If given, the step size to use when calculating the derivative
        of f with respect to x for calculating the effective variance 
        (in case dx was given).   If the value is the string 'deltax', then
        use dx for the step size.  If None, use 1 as the step size.  If df 
        is given, then this is not used. 
    ftol : float, optional 
        Tolerance criteria for terminating iterative procedure. 
        If the change in the chi-square (dchi2) fulfills 
        
            dchi2 < ftol * chi2
          
        then the procedure is stopped.  This is also passed on to 
        `scipy.optimize.curve_fit` 
    ptol : float, optional 
        Tolerance criteria for terminating iterative procedure. 
        If the change in the parameter values (dp) fulfills 
        
            abs(dp) < ptol * (ptol + abs(p))
            
        then the procedure is stopped. This is also passed on to 
        `scipy.optimize.curve_fit` as the parameter `xtol`. 
    **kwargs : dict 
        Additional arguments passed to `scipy.optimize.curve_fit`
        
    Returns 
    -------
    p : array-like shape=(N) 
        Best estimate of parameter values 
    cov : array-like, shape=(N,N)
        Covariance matrix of parameters 
        
    See also
    --------
    fit, chi2nu, plot_fit, plot_fit_table, plot_fit_func
    """























Binned maximum likelihood estimates¶






Purpose¶

	To expand the idea of Maximum Likelihood Estimates (MLE) to apply to binned data (e.g., histogrammed data)

	To understand the differences between a binned MLE and a regular MLE








Motivation¶






Maximum likelihood estimation (see here) (MLE) of parameters is, as we've seen earlier, a robust method for estimating parameters [image: \theta].  The MLE method is however, not guarantied to succeed.  It is also important to note that the likelihood






[image: \mathcal{L}(x|\hat\theta) = \prod_{i=1}^{N}f(x_i)\quad,]







is a function of the sample [image: x].  We've seen that to estimate the [image: \hat\theta] with [image: \mathcal{L}(x|\hat\theta)], we can find the minimum of the negative logarithmic likelihood






[image: -\ell(x|\hat\theta) = -\log\mathcal{L}(x|\hat\theta)=-\sum_{i=1}^{N}\log f(x_i,\hat\theta)\quad.]







This requires evaluation of the probability density function ([image: f]) over the sample






[image: x=\{x_i\,|\,i=1,\ldots,N\}\quad.]







However, often our data is not given as individual observations [image: x_i], but rather as the prevalence of observations [image: b_i < x < b_{i+1}] i.e., binned data, e.g., a histogram (see here).

The reasons for binned data are multitude.


	The data sample could be so large that storing all observations becomes impractical. 

	The measuring equipment may report measurements in bins - not as a continuous distribution. 

	And other reasons. 








If our data sample is binned






[image: X=\left\{(i,n_i)\,\middle|\,i=1,\ldots,N\ n_i = \sum_{x_i\in[b_{i},b_{i+1})}\right\}\quad,]






where [image: i] is the bin number, and [image: n_i] is the number of observations that fall into the bin given by the bin boundaries

[image: [b_{i},b_{i+1})\quad,]
we can still formulate a maximum likelihood estimate.






Binomial and multinomial distributions¶
First, let us consider a set of single observations where the outcome is either success or failure, and where the probability of success in each observation is [image: p].   The number experiments, each of size [image: N], with exactly [image: n] success is given by the binomial coefficient






[image: \binom{N}{n} = \frac{N!}{n!(N-n)!}\quad,]






while the probability of [image: n] success and [image: N-n] failures are given by [image: p^n] and [image: (1-p)^{N-n}], and thus we find the Probability Mass Function (PMF)






[image: f(n;N,p) = \binom{N}{n}p^n (1-p)^{N-n} = \frac{N!}{n!(N-n)!}p^n(1-p)^{N-n}\quad,]







known as the binomial distribution.






Now, let us consider a set of observations where each outcome is one of [image: m] discrete possibilities.  We will label each possibility by a subscript e.g., [image: {}_{i}], with probability [image: p_i].   Clearly,






[image: \sum_{i=1}^{m}p_i = 1\quad,]







as the outcomes must be one of the [image: m] possibilities.  Consider experiments of [image: N] observations which has a particular set of outcomes given by the prevalence of the possible outcomes






[image: \left\{n_1,\ldots,n_m\,\middle|\,\sum_{i=1}^{m}n_i = N\right\}\quad,]







that is [image: n_i] is the number of times (out of [image: N]) where we had the outcome [image: {}_{i}].  The number of such possible experiments is given by the multinomial coefficient






[image: \binom{N}{n_1,\ldots,n_m} = \frac{N!}{n_1!\cdots n_m!} = \frac{N!}{\prod_{i=1}^{m} n_i!}\quad.]






The probability for the particular outcome given above is simply [image: \prod_{i=1}^{m}p_i^{n_i}], and thus we find the multinomial probability mass function






[image: f(n_1,\ldots,n_m;p_1,\ldots,p_m) = \binom{N}{n_1,\ldots,n_m}\prod_{i=1}^{m} p_i^{n_i} = \frac{N!}{\prod_{i=1}^{m} n_i!}\prod_{i=1}^m p_i^{n_i}  = \frac{N!}{n_1!\cdots n_m!}\left(p_1^{n_1}\cdots p_m^{n_m}\right)\quad.]







It is easy to see how this distribution relates to binned data:  We have [image: m] bins, corresponding to our [image: m] possible outcomes.  The probability of an observation landing in bin [image: i] is given by [image: p_i].  Thus, the probability of a binned data set is given by the multinomial PMF.






Back to likelihood¶
From the above considerations on the multinomial distribution, it is easy to see that the likelihood of a given binned sample

[image: n_i = \frac{\Delta N_i}{\Delta x_i} N\quad,]
is given by










from sympy import symbols, Product, Sum, IndexedBase, factorial, Eq, Function
i,m  = symbols('i m',integer=True,positive=True)
n    = IndexedBase('n',integer=True,positive=True)
p    = IndexedBase('p',real=True,nonnegative=True)
N    = symbols('N',integer=True,positive=True)
L    = factorial(N)/Product(factorial(n[i]),(i,1,m))*Product(p[i]**n[i],(i,1,m))
Ln   = Function('Lcal_B^m',real=True,positive=True)(n,p)
Eq(Ln,L)















[image: \displaystyle \mathcal{L}^{m}_{B}{\left(n,p \right)} = \frac{N! \prod_{i=1}^{m} {p}_{i}^{{n}_{i}}}{\prod_{i=1}^{m} {n}_{i}!}]











with the logarithmic likelihood given by










from sympy import log as sylog 
elln = Function('ell_B^m',real=True,positive=True)(n,p)
ell  = sylog(L).expand(log=True,force=True)
Eq(elln,ell)















[image: \displaystyle \ell^{m}_{B}{\left(n,p \right)} = \log{\left(N! \right)} + \sum_{i=1}^{m} \log{\left({p}_{i} \right)} {n}_{i} - \sum_{i=1}^{m} \log{\left({n}_{i}! \right)}]











Here, the probabilities [image: p_i] are given by some PDF [image: f].  In particular, if our binned observation [image: x] fall in the bins

[image: [b_{i},b{i+1})\quad,]


then










from sympy import Integral, UnevaluatedExpr
b          = IndexedBase('b',real=True)
Phi        = Function('Phi',real=True,positive=True)
x,thetahat = symbols('x thetahat',real=True)
f          = Function('f',real=True,positive=True)
F          = Function('F',real=True,positive=True)
Eq(UnevaluatedExpr(Eq(p[i],Phi(i,thetahat))),
   UnevaluatedExpr(Eq(Integral(f(x,thetahat),(x,b[i],b[i+1])),
                      F(b[i+1],thetahat)-F(b[i],thetahat))))















[image: \displaystyle {p}_{i} = \Phi{\left(i,\hat{\theta} \right)} = \int\limits_{{b}_{i}}^{{b}_{i + 1}} f{\left(x,\hat{\theta} \right)}\, dx = F{\left({b}_{i + 1},\hat{\theta} \right)} - F{\left({b}_{i},\hat{\theta} \right)}]











where [image: F] is the Cumulative Density Function (see here), and we get










Lnt = Ln.replace(p,thetahat)
Lt  = L.replace(p[i],Phi(i,thetahat))
Eq(Lnt,Lt)















[image: \displaystyle \mathcal{L}^{m}_{B}{\left(n,\hat{\theta} \right)} = \frac{N! \prod_{i=1}^{m} \Phi^{{n}_{i}}{\left(i,\hat{\theta} \right)}}{\prod_{i=1}^{m} {n}_{i}!}]











for the likelihood dependent on the estimated parameters, and










from sympy import Wild, gamma
ellnt = elln.replace(p,thetahat)
ellt  = ell.replace(p[i],Phi(i,thetahat))
w     = Wild('w')
CB    = (ellt - Sum(sylog(Phi(i,thetahat))*n[i],(i,1,m)))\
        .simplify().replace(factorial(w),gamma(w+1))
Eq(ellnt,ellt)















[image: \displaystyle \ell^{m}_{B}{\left(n,\hat{\theta} \right)} = \log{\left(N! \right)} + \sum_{i=1}^{m} \log{\left(\Phi{\left(i,\hat{\theta} \right)} \right)} {n}_{i} - \sum_{i=1}^{m} \log{\left({n}_{i}! \right)}]











for the logarithm of the likelihood.






Note, in the above [image: n_i] - the number of counts in bin [image: {}_{i}] - and [image: N=\sum_{i=1}^{m}] - the total number of counts, are constant with respect the the estimated parameters [image: \hat\theta].   In principle we can therefor drop the terms [image: \log(N!)] and [image: \sum_{i=1}^{m}\log(n_i!)] when minimising [image: \ell]






If the observations are given as a normalised histogram, so that

[image: n_i=N \int_{b_i}^{b_{i+}}\mathrm{d}x\,\frac1N\frac{\mathrm{d}N}{\mathrm{d}x} = N |b_{i+1}-b_i| \Delta N_i = N \Delta_i y_i\quad,]
we find










y     = IndexedBase('y',real=True,positive=True)
Delta = IndexedBase('Delta',real=True,positive=True) # Sum(n,(i,1,m))
Ltq   = Lt.replace(n[i],N*Delta[i]*y[i]).simplify().expand()
Lntq  = Lnt.replace(n,y)
Eq(Lntq,Ltq)















[image: \displaystyle \mathcal{L}^{m}_{B}{\left(y,\hat{\theta} \right)} = \frac{\Gamma\left(N + 1\right) \prod_{i=1}^{m} \Phi^{N {\Delta}_{i} {y}_{i}}{\left(i,\hat{\theta} \right)}}{\prod_{i=1}^{m} \Gamma\left(N {\Delta}_{i} {y}_{i} + 1\right)}]














elltq  = ellt.replace(n[i],N*Delta[i]*y[i]).simplify().expand()
ellntq = ellnt.replace(n,y)
Eq(ellntq,elltq)















[image: \displaystyle \ell^{m}_{B}{\left(y,\hat{\theta} \right)} = \log{\left(\Gamma\left(N + 1\right) \right)} + \sum_{i=1}^{m} N \log{\left(\Phi{\left(i,\hat{\theta} \right)} \right)} {\Delta}_{i} {y}_{i} + \sum_{i=1}^{m} - \log{\left(\Gamma\left(N {\Delta}_{i} {y}_{i} + 1\right) \right)}]











Poisson distribution¶
Suppose that [image: n] is binomially distributed with total number of trials [image: N] and probability [image: p] of success.  If we let [image: N\rightarrow\infty] and [image: p\rightarrow 0] so that [image: \lambda=Np] is constant, then






[image: f(n;N,p) = \binom{N}{n}p^n (1-p)^{N-n} = \frac{N!}{n!(N-n)!}p^n(1-p)^{N-n} \xrightarrow[\lambda=Np]{N\rightarrow\infty} e^{-\lambda}\frac{\lambda^n}{n!} \quad.]







Here, the distribution






[image: f(n;\lambda) = e^{-\lambda}\frac{\lambda^n}{n!}\quad,]






is known as the (see here](Poisson distribution). Vi har set, at forventningsværdien af denne distribution er [image: \lambda], så vi kan betragte Poisson-fordelingen som grænsen for store [image: N] Bernoulli-forsøg (succes eller fiasko) med en konstant forventning (eller sandsynlighed)  [image: \lambda]. Således kan vi med rimelighed betragte [image: n_i] observationer i den [image: i^{\mathrm{te}}]-bøtte som Poisson fordelt.






Yet again, back to likelihood¶






If we assume, as argued above, that our [image: n_i] observations in the [image: i^{\text{th}}] bin are Poisson distributed, then we can write up the likelihood as










from sympy import exp as syexp 
Lntp = Function('Lcal_B^p')(n,thetahat)
Ltp = Product(syexp(-Phi(i,thetahat))*Phi(i,thetahat)**n[i]/factorial(n[i]),(i,1,m))
Eq(Lntp,Ltp)















[image: \displaystyle \mathcal{L}^{p}_{B}{\left(n,\hat{\theta} \right)} = \prod_{i=1}^{m} \frac{\Phi^{{n}_{i}}{\left(i,\hat{\theta} \right)} e^{- \Phi{\left(i,\hat{\theta} \right)}}}{{n}_{i}!}]











and we find the logarithmic likelihood to be










elltp = sylog(Ltp).expand()
ellntp = Function('ell^p_B')(n,thetahat)
Eq(ellntp,elltp.expand())















[image: \displaystyle \ell^{p}_{B}{\left(n,\hat{\theta} \right)} = \sum_{i=1}^{m} \log{\left(\Phi{\left(i,\hat{\theta} \right)} \right)} {n}_{i} + \sum_{i=1}^{m} - \Phi{\left(i,\hat{\theta} \right)} + \sum_{i=1}^{m} - \log{\left({n}_{i}! \right)}]











This expression differs from the multinomial logarithmic likelihood by










dellt = (elltp - ellt).simplify()
Eq(symbols('Delta_ell'),Eq(ellntp-ellnt,dellt),evaluate=False)















[image: \displaystyle \Delta_{\ell} = \ell^{p}_{B}{\left(n,\hat{\theta} \right)} - \ell^{m}_{B}{\left(n,\hat{\theta} \right)} = - \log{\left(N! \right)} - \sum_{i=1}^{m} \Phi{\left(i,\hat{\theta} \right)}]











Inserting the definition of [image: \Phi(i,\hat\theta)] (first in terms of [image: F], then in terms of [image: f]), we find for the last term










from sympy import oo 
w = Wild('w')
dellt2 = -dellt.args[0].replace(Phi(i,thetahat),F(b[i+1],thetahat)-F(b[i],thetahat))
dellt3 = dellt2.doit().replace(F(w,thetahat),Integral(f(x,thetahat),(x,-oo,w)))
Eq(dellt2,Eq(dellt2.doit(),dellt3,evaluate=False),evaluate=False)















[image: \displaystyle \sum_{i=1}^{m} \left(F{\left({b}_{i + 1},\hat{\theta} \right)} - F{\left({b}_{i},\hat{\theta} \right)}\right) = - F{\left({b}_{1},\hat{\theta} \right)} + F{\left({b}_{m + 1},\hat{\theta} \right)} = - \int\limits_{-\infty}^{{b}_{1}} f{\left(x,\hat{\theta} \right)}\, dx + \int\limits_{-\infty}^{{b}_{m + 1}} f{\left(x,\hat{\theta} \right)}\, dx]











which is simply the integral of the PDF [image: f] over range [image: [b_1,b_{m+1}]] spanned by the bins. That implies that our probability density in the Poisson case is implicitly normalised. The first term is, as we have seen earlier, constant with respect to [image: \hat\theta].






Implementation¶
We will implement a function to calculate the binned logarithmic likelihood






[image: \begin{align*}   \ell_B^m(n,\hat\theta)    &= \sum_{i=1}^{m} n_i\log\Phi(i,\hat\theta) + \log\Gamma(N+1) - \sum_{i=1}^{m}\log\Gamma(n_i+1) \\   &= \sum_{i=1}^{m} n_i\log\Phi(i,\hat\theta) +   \underbrace{\log\Gamma\left(\sum_{i=1}^m n_i\right) - \sum_{i=1}^{m}\log\Gamma(n_i+1)}_{     \text{constant wrt. }\hat\theta}\\   &= \sum_{i=1}^{m} n_i\log\Phi(i,\hat\theta) + C_{N,B} + C_{n,B}\quad, \end{align*}]






for the multinomial case, and






[image: \begin{align*}   \ell^{p}_B(n,\hat\theta)   &= \sum_{i=1}^{m} n_i\log\Phi(i,\hat\theta) - \sum_{i=1}^{m}\Phi(i,\hat\theta) -       \underbrace{\sum_{i=1}^{m}\log\Gamma(n_i+1)}_{\text{constant wrt. }\hat\theta}\\   &= \sum_{i=1}^{m} n_i\log\Phi(i,\hat\theta) - \sum_{i=1}^{m}\Phi(i,\hat\theta) + C_{n,B}\quad, \end{align*}]






in the Poisson case.

Note, if we specify the number density [image: \mathrm{d}N/\mathrm{d}x], then






[image:  n_i = \frac{\mathrm{d}N}{\mathrm{d}x}\Delta_i\quad,]







where [image: \Delta_i] is the width of the [image: i^{\text{th}}] bin.  Further, if we specify the normalized number density [image: 1/N\,\mathrm{d}N/\mathrm{d}x], then we have






[image:  n_i = \frac{1}{N}\frac{\mathrm{d}N}{\mathrm{d}x}\Delta_i N\quad,]







where [image: N] is the total normalisation of the sample (e.g., the sample size).






We implement two functions that can calculate [image: n_i] and [image: C_{n,B}] and [image: C_{N,B}]








binned_llh_n


def binned_llh_n(bins,data,density=1):
    from numpy import asarray, diff, isnan
    
    return asarray(data) * (diff(bins) * density if density else 1)















binned_llh_c


def binned_llh_c(n):
    from scipy.special import gammaln 
    
    return gammaln(n.sum()+1), - gammaln(n+1).sum()














Above, [image: \Phi(i,\hat\theta)] is the integral of the PDF of interest [image: f] over the [image: i^{\text{th}}] bin, given the parameter values [image: \hat\theta]






[image: \begin{align*}   \Phi(i,\hat\theta)    &= \int_{b_i}^{b_{i+1}}\mathrm{d}x\,f(x;\hat\theta) = F(b_{i+1};\hat\theta)-F(b_{i};\hat\theta)\quad. \end{align*}]






where [image: F] is the cumulative density function (CDF) of [image: f].  If the user specifies a (logarihtmic) PDF [image: f], then we will approximate the integral as






[image: \Phi(i,\hat\theta) \approx f\left(\frac{b_{i+1}+b_i}{2};\hat\theta\right)\Delta_i\quad,]






that is, the PDF evaluated at the centre of the bin, times the width of the bin [image: \Delta_i].  Taking the logarithm on both sides yields






[image: \log\Phi(i,\hat\theta) \approx \log \left[f\left(\frac{b_{i+1}+b_i}{2};\hat\theta\right)\right] + \log\Delta_i\quad.]






If, on the other hand, the user specifies the CDF [image: F], we can evaluate the integral above directly.

We now define our function to calculate the binnned likelihood given data and a PDF or CDF (or possibly the logarithms thereof).   Note, we allow passing cached values of [image: n_i] and [image: C_B] to save some (potentially) expensive calculations.  Also note, that if evaluation of the integral yields an undefined result, we return [image: -\infty].










def binned_llh(f,data,*theta,logpdf=False,cdf=False,
               density=1,poisson=False,
               log_Gamma_Nn=None,raw_n=None):
    from numpy import asarray, diff, log, inf, isnan, any, where, exp
    from scipy.special import gammaln 
    
    bins   = asarray(data[0])
    counts = asarray(data[1])
    
    A = 0
    if not cdf:
        x = (bins[1:]+bins[:-1])/2 
        y = f(x,*theta)  # Approximate integral by f(x)*w
        w = diff(b)
        
        if not logpdf:
            y = where(y>0, log(y), -inf)
            
        y += log(w)  # log(y*w) = log(y) + log(w)
        A =  exp(y).sum()
        
    else:
        yl = f(bins[:-1],*theta)  # Lower bin boundary 
        yh = f(bins[1:], *theta)  # Upper bin boundary 
        
        if logpdf:
            yl = exp(yl)
            yh = exp(yh)
        
        A = yh[-1] - yl[0]
        y = log(yh-yl)
        
    if any(isnan(y)):
        return -inf 
        
    
    n       =  binned_llh_n(bins,counts,density) if raw_n is None else raw_n
    cbN,cbn =  binned_llh_c(n)                   if log_Gamma_Nn is None else log_Gamma_Nn
        
    return (y*n).sum() + (-A if poisson else cbN) + cbn














We will modify our existing function mle_fit, so that it accepts a tuple of bins and bin-content (raw counts, number density, or normalized number density) as the data argument, and if so , we will perform a binned maximum likelihood estimate or fall back to a regular MLE.  We cache the calculations of [image: n_i] and [image: C], as these are potentially expensive (well, [image: C_B] is).










def mle_fit(f,data,p0,*args,**kwargs):
    
    tomax   = llh 
    density = kwargs.pop('density',1)
    cdf     = kwargs.pop('cdf',    False)
    poisson = kwargs.pop('poisson',False)
    llh_kw  = {'logpdf':kwargs.pop('logpdf',False)}    
        
    if len(data) == 2:
        from numpy import asarray
        bins, counts   = asarray(data[0]), asarray(data[1])
        if len(bins) - 1 == len(counts):
            n = binned_llh_n(bins,counts,density)
            llh_kw.update({'density':      density,
                           'cdf':          cdf, 
                           'poisson':      poisson,
                           'raw_n':        n,
                           'log_Gamma_Nn': binned_llh_c(n)})
            tomax   = binned_llh
        
    return maximize_llh(f,data,p0,tomax,*args,kw=llh_kw,**kwargs)














Example: Radioactive decay¶
We simulate radioactive decays and the measurement of the time [image: t] between decays with a fixed half-like of [image: \tau=1].  Thus, we draw 50 samples from the distribution

[image: f(t;\tau) = \frac{1}{\tau}e^{-t/\tau}\quad.]










from numpy.random import exponential, seed 

seed(1234)

t = exponential(1,50)














We will bin this into non-equidistant bins.  We will use the histogram function we defined earlier. Note, for the sake of visualisation, we must record the number of samples generated.










from numpy import array
b = array([0,0.5,1,1.5,2,3,4,5])
h = histogram(t,b,normalize=False)
s = len(t)














Note that our histogram function calculates the number density

[image: \frac{\mathrm{d}N}{\mathrm{d}t}\quad,]


and thus we should pass the keyword-value argument density=True to our MLE function.

Below we perform the binned maximum likelihood estimate of [image: \tau] using 4 different functions


	[image: f(t;\tau) = \frac{1}{\tau}e^{-t/\tau}] - just the regular PDF 

	[image: \log(f(t;\tau))] - the logarithmic PDF 

	[image: F(t;\tau) = 1 - e^{-t/\tau}] - the CDF 

	[image: \log(F(t;\tau))] - the logarithmic CDF



Note, in the three later cases we can not illustrate our fit with the function defined directly.  We therefor define the PDF explicitly as gg.










from scipy.stats import expon
from matplotlib.pyplot import subplots 

fig, ax = subplots(ncols=2,nrows=2,sharey=True,sharex=True,
                   gridspec_kw=dict(wspace=0,hspace=0),
                   figsize=(8,8))

def gg(x,tau):
    return s*expon.pdf(x,scale=tau)
    
for f,c,l,a in zip([expon.pdf, expon.cdf, expon.logpdf, expon.logcdf],
                   [False,     True,      False,        True],
                   [False,     False,     True,         True],
                   ax.ravel()):
    
    ff        = lambda t,tau : f(t,scale=tau)
    p,cov,opt = mle_fit(ff,(b,h[0]),(1),full_output=True,logpdf=l,cdf=c)
    
    tit = f'{"Logarithmic " if l else ""}{"CDF" if c else "PDF"}'
    plot_fit(h[1],h[0],h[3],gg, p, cov,ax=a,nsig=2,tbl_kw={'title':tit},
             chi2=False,pvalue=False,parameters=[r'\tau'])
















Figure













Test of binned MLE.  We fit our data in 4 different cases as outlined in the text.












As shown above, if our histogram is normalised, then we need to pass in [image: N] as it cannot be calculated from the binned data.  Let us do the same as above, but this time with a normalised histogram.  First, we generate our histogram.










h = histogram(t,b,normalize=True)














Note, we do not need to keep track of the number of samples in this case, but we do need to pass total normalisation (sample size) to our MLE function.  Let us do the four estimates as a above










fig, ax = subplots(ncols=2,nrows=2,sharey=True,sharex=True,
                   gridspec_kw=dict(wspace=0,hspace=0),
                   figsize=(8,8))

n, s = s, 1
for f,c,l,a in zip([expon.pdf, expon.cdf, expon.logpdf, expon.logcdf],
                   [False,     True,      False,        True],
                   [False,     False,     True,         True],
                   ax.ravel()):
    
    ff        = lambda t,tau : f(t,scale=tau)
    p,cov,opt = mle_fit(ff,(b,h[0]),(1),full_output=True,logpdf=l,cdf=c,density=len(t))
    
    tit = f'{"Logarithmic " if l else ""}{"CDF" if c else "PDF"} (B-MLE)'
    plot_fit(h[1],h[0],h[3],gg, p, cov,ax=a,nsig=2,tbl_kw={'title':tit},
             chi2=False,pvalue=False,parameters=[r'\tau'])
















Figure













Same fitting as above, except the histogram is normalized, which means we need to pass the total sample size.












Let us also do the same fits but assuming Poisson statistics.










fig, ax = subplots(ncols=2,nrows=2,sharey=True,sharex=True,
                   gridspec_kw=dict(wspace=0,hspace=0),
                   figsize=(8,8))

h = histogram(t,b,normalize=False)
s = len(t)

for f,c,l,a in zip([expon.pdf, expon.cdf, expon.logpdf, expon.logcdf],
                   [False,     True,      False,        True],
                   [False,     False,     True,         True],
                   ax.ravel()):
    
    ff        = lambda t,tau : f(t,scale=tau)
    p,cov,opt = mle_fit(ff,(b,h[0]),(1),full_output=True,logpdf=l,cdf=c,poisson=True)
    
    tit = f'{"Logarithmic " if l else ""}{"CDF" if c else "PDF"} (Poisson)'
    plot_fit(h[1],h[0],h[3],gg, p, cov,ax=a,nsig=2,tbl_kw={'title':tit},
             chi2=None,pvalue=False,parameters=[r'\tau'])
















Figure













Assuming Poisson statistics.












Let us finally compare this to a regular maximum likelihood estimate working directly on the sample










f      = lambda t, tau : expon.logpdf(t,scale=tau)
g      = lambda t, tau : s * expon.pdf(t,scale=tau)
p, cov = mle_fit(f,t,(1),logpdf=True)
s      = len(t)
plot_fit(h[1],h[0],h[3],g, p, cov, nsig=2, tbl_kw={'title':'Logarithmic PDF (MLE)'},
         chi2=False,pvalue=False,parameters=[r'\tau']);
















Figure













Regular MLE fit to data.












In the regular MLE we find [image: \tau=0.96\pm0.14] while in the binned MLE we find [image: 1.02\pm0.14] and [image: 0.99\pm0.14].  All of these results are consistent with each other and the known input of [image: \tau=1].  What is more, we see that the uncertainties are all comparable.






Remarks on limit of binned MLE¶






Above, we saw that the binned likelihood is given by










Eq(Lntq,Ltq)















[image: \displaystyle \mathcal{L}^{m}_{B}{\left(y,\hat{\theta} \right)} = \frac{\Gamma\left(N + 1\right) \prod_{i=1}^{m} \Phi^{N {\Delta}_{i} {y}_{i}}{\left(i,\hat{\theta} \right)}}{\prod_{i=1}^{m} \Gamma\left(N {\Delta}_{i} {y}_{i} + 1\right)}]











and










Eq(ellntq,elltq)















[image: \displaystyle \ell^{m}_{B}{\left(y,\hat{\theta} \right)} = \log{\left(\Gamma\left(N + 1\right) \right)} + \sum_{i=1}^{m} N \log{\left(\Phi{\left(i,\hat{\theta} \right)} \right)} {\Delta}_{i} {y}_{i} + \sum_{i=1}^{m} - \log{\left(\Gamma\left(N {\Delta}_{i} {y}_{i} + 1\right) \right)}]











where










f = Function('f')
b = IndexedBase('b')
Eq(Phi(i,thetahat),Integral(f(x,thetahat),(x,b[i],b[i+1])))















[image: \displaystyle \Phi{\left(i,\hat{\theta} \right)} = \int\limits_{{b}_{i}}^{{b}_{i + 1}} f{\left(x,\hat{\theta} \right)}\, dx]











If we let [image: \Delta_i\rightarrow 0], so that [image: N\Delta_iy_i] is reasonable unity or zero, then (ignoring zero observations so that [image: m\rightarrow N]) we find










from sympy import Limit
z = symbols('z',real=True)
limLntq = Ltq.simplify().replace(N*Delta[i]*y[i],z).replace(z,1).replace(m,N)
Eq(Limit(Lntq,Delta[i],0),limLntq)















[image: \displaystyle \lim_{{\Delta}_{i} \to 0^+} \mathcal{L}^{m}_{B}{\left(y,\hat{\theta} \right)} = \frac{\Gamma\left(N + 1\right) \prod_{i=1}^{N} \Phi{\left(i,\hat{\theta} \right)}}{\prod_{i=1}^{N} 1}]











On the other hand, we have that

[image: \Phi(i,\hat\theta)\xrightarrow{\Delta_i\rightarrow 0}f(x_i;\hat\theta)\quad,]


because the integral becomes a [image: \delta]-function where we have observations.  If substitute this in, we find










x = IndexedBase('x')
Eq(Limit(Lntq,Delta[i],0),limLntq.replace(Phi(i,thetahat),f(x[i],thetahat))
   .doit().expand())















[image: \displaystyle \lim_{{\Delta}_{i} \to 0^+} \mathcal{L}^{m}_{B}{\left(y,\hat{\theta} \right)} = \Gamma\left(N + 1\right) \prod_{i=1}^{N} f{\left({x}_{i},\hat{\theta} \right)}]











which we recognize as the regular maximum likelihood estimate for unbinned data.






Summary¶
We have shown how to calculate the binned likelihood function as the joint probability of counts given as a multinomial distribution






[image: \mathcal{L}_B{\left(n,\hat{\theta} \right)} = \frac{\Gamma(N+1)\prod_{i=1}^{m} \Phi^{{n}_{i}}{\left(i,\hat{\theta} \right)}}{\prod_{i=1}^{m} \Gamma({n}_{i}+1)}\quad,]






and the logarithmic binned likelihood as






[image: \begin{align*} \ell_B\left(n,\hat{\theta} \right) &=  \sum_{i=1}^m n_i\log\Phi\left(i,\hat\theta \right)     - \sum_{i=1}^{m} \log\Gamma(n_i+1)    + \begin{cases}         \log\Gamma(N+1) & \text{multinominal}\\        - \sum_{i=1}^{m}\Phi(i,\hat\theta) & \text{Poisson}      \end{cases}   \\ &= \sum_{i=1}^{m} {n}_{i}\log\Phi{\left(i,\hat{\theta} \right)} + C_{n,B}     + \begin{cases}         C_{N,B} & \text{multinominal}\\        C_{\Phi,B} & \text{Poisson}    \end{cases} \quad, \end{align*}]






with






[image: \begin{align*}   C_{N,B}    &= \log\Gamma(N+1)\\   C_{n,B}    &= - \sum_{i=1}^{m} \log\Gamma(n_1+1)\\   C_{\Phi,B} &= - \sum_{i=1}^{m}\Phi(i,\hat\theta)   \quad, \end{align*}]






where






[image: \Phi{\left(i,\hat{\theta} \right)} = \int\limits_{{b}_{i}}^{{b}_{i + 1}} f{\left(x,\hat{\theta} \right)}\, dx = F{\left({b}_{i + 1},\hat{\theta} \right)} - F{\left({b}_{i},\hat{\theta} \right)}\quad,]






is the expectation in bin [image: {}_i] given by the PDF [image: f].

We have developed the function binned_llh which calculates the binned logarithmic likelihood given data and a (logarithmic) PDF or CDF.   We have also modified our mle_fit function to switch between a regular maximum likelihood estimate (MLE) and a binned maximum likelihood estimate (B-MLE).  We have also seen that in the limit of infinitesimal small bins that [image: \mathcal{L}_B\xrightarrow{\Delta_i\rightarrow 0}\mathcal{L}].















Extended maximum likelihood estimates¶






Purpose¶

	To formulate the concept of extended maximum likelihood estimates (E-MLE)

	To use E-MLE to estimate model parameters when 
	the model PDF is not normalised 

	the number of observations are considered a random variable 












Introduction¶






The method of Maximum Likelihood Estimate (see here)) consists of maximising the likelihood

[image: \mathcal{L}(x|\hat\theta) = \prod_{i=1}^{N} f(x_i;\hat\theta)\quad,]


where [image: f] is a normalised probability density function (PDF) with parameters [image: \hat\theta] and

[image: x = \{x_i,|i=1,\ldots,N\}\quad,]


is a sample of size [image: N].   Typically, computation wise, instead of maximising [image: \mathcal{L}] we will minimize the negative logarithm of the likelihood

[image: -\ell(x|\hat\theta) = -\log\mathcal{L} = \sum_{i=1}^{N}\log f(x_i,\hat\theta)\quad.]


The Extended Maximum Likelihood Estimate (E-MLE) method considers that [image: N] itself to be a Poisson random variable

[image: N\sim \mathcal{P}[\lambda]\quad\text{with}\quad f_{\mathcal{P}}(N;\nu) = \frac{\nu^N e^{-\nu}}{N!}\quad.]


Thus, the likelihood is changed to

[image: \mathcal{L}_{E}x|\nu,\hat\theta) = \frac{\nu^N e^{-\nu}}{N!}\prod_{i=1}^{N} f(x_i,\hat\theta)\quad.]
Note that the parameter [image: \nu] becomes a new free parameter of the likelihood.






Derivation¶
We want to turn a PDF

[image:  f(x,\hat\theta) = \ldots\quad,]


into a form suitable for E-MLE.  The regular likelihood is given by










from sympy import symbols, IndexedBase, Function, Eq, product
N, i = symbols('N i',  integer=True,positive=True)
p    = symbols(r'thetahat', real=True)
x    = IndexedBase('x', real=True)
L    = Function('Lcal', real=True, positive=True)(x,p)
f    = Function('f',    real=True, positive=True)
Eq(L,product(f(x[i],p),(i,1,N)))















[image: \displaystyle \mathcal{L}{\left(x,\hat{\theta} \right)} = \prod_{i=1}^{N} f{\left({x}_{i},\hat{\theta} \right)}]











The E-MLE method prescribes how we must modify this.  Exactly how to modify the likelihood function depends on whether [image: f] is normalized










from sympy import Integral
xx = symbols('x')
Eq(Integral(f(xx,p),xx),1)















[image: \displaystyle \int f{\left(x,\hat{\theta} \right)}\, dx = 1]











or not.  If [image: f] is normalized, then the E-MLE likelihood function becomes










from sympy import exp as syexp, factorial
nu    = symbols('nu',real=True,positive=True)
L     = Function('Lcal_E',real=True,positive=True)(x,nu,p)
Lnorm = (product(f(x[i],p),(i,1,N)) * nu**N * syexp(-nu)/factorial(N))#.factor()
Eq(L,Lnorm)















[image: \displaystyle \mathcal{L}_{E}{\left(x,\nu,\hat{\theta} \right)} = \frac{\nu^{N} e^{- \nu} \prod_{i=1}^{N} f{\left({x}_{i},\hat{\theta} \right)}}{N!}]











of which the logarithm becomes










from sympy import log as sylog, Sum, gamma
ell   = Function('ell_E',real=True,positive=True)(x,nu,p)
lnorm = sylog(Lnorm).expand()
CE    = (lnorm - Sum(sylog(f(x[i],p)),(i,1,N))).simplify().replace(factorial(N),gamma(N+1))
Eq(ell,lnorm)















[image: \displaystyle \ell_{E}{\left(x,\nu,\hat{\theta} \right)} = N \log{\left(\nu \right)} - \nu - \log{\left(N! \right)} + \sum_{i=1}^{N} \log{\left(f{\left({x}_{i},\hat{\theta} \right)} \right)}]











Note, in general we can ignore the [image: \log(N!)] term since this is constant for a given problem and hence does not change the sought maximum.  However, if we do not include the term in the computations we may experience numerical instabilities (exp of large numbers), so we will keep the term in the following.






If [image: f=g] is not normalized, we should still follow the above. We note that the normalized PDF [image: g] is given by










from sympy import Lambda 
g = Function('g',real=True,positive=True)
A = Function('A',real=True,positive=True)(p)
h = Lambda((x,p),g(x,p)/A)
Eq(Function('h')(x,p),h(x,p),evaluate=False)















[image: \displaystyle h{\left(x,\hat{\theta} \right)} = \frac{g{\left(x,\hat{\theta} \right)}}{A{\left(\hat{\theta} \right)}}]











where










Eq(A,Integral(g(xx,p),xx))















[image: \displaystyle A{\left(\hat{\theta} \right)} = \int g{\left(x,\hat{\theta} \right)}\, dx]











Note, [image: A] geneally depends on [image: \hat\theta].  We find










Lun = Lnorm.replace(f(x[i],p),h(x[i],p)).simplify()
Eq(L,Lun)















[image: \displaystyle \mathcal{L}_{E}{\left(x,\nu,\hat{\theta} \right)} = \frac{\nu^{N} A^{- N}{\left(\hat{\theta} \right)} e^{- \nu} \prod_{i=1}^{N} g{\left({x}_{i},\hat{\theta} \right)}}{N!}]











of which the logarithm becomes










lun = sylog(Lun).expand(force=True).simplify()
Eq(ell,lun)















[image: \displaystyle \ell_{E}{\left(x,\nu,\hat{\theta} \right)} = N \log{\left(\nu \right)} - N \log{\left(A{\left(\hat{\theta} \right)} \right)} - \nu - \log{\left(N! \right)} + \sum_{i=1}^{N} \log{\left(g{\left({x}_{i},\hat{\theta} \right)} \right)}]











It is important to note that the extended likelihoods have one more free parameter ([image: \nu]) than the regular likelihoods.






Implementation¶
We will do the implementation of this decorator slightly differently then the others.  First of all, we want the decorator to carry state so that we may cache expensive calculations (e.g. [image: \log(N!)\approx\log\left(\Gamma(N+1)\right)]).  Secondly, we want to reuse code as much as possible without having to jump through hoops.  Thus, the inner decorator will be implemented as a class.

But before we get to that point, we need to be able to evaluate






[image: A=\int_D\mathrm{d}x\,F(x,\hat\theta) = \int_D\mathrm{d}x\,e^{L(x,\hat\theta)}\quad,]







in the case of an (logarithmic) unnormalised PDF.  To make this easy we define two classes which both returns [image: \log(A)].  The first class is for a normalised PDF, and thus always returns zero.






We will reimplement llh and binned_llh to calculate the extended logarithmic likelihood in case they keyword extended=True is passed.  For the reqular likelihood (llh) we will calculate






[image: \begin{align*}   \ell_{E}{\left(x,\nu,\hat{\theta} \right)}    &= \underbrace{- N \log{\left(A \right)} + N \log{\left(\nu \right)} - \nu - \log{\left(N! \right)}}_{C_E}    + \sum_{i=1}^{N} \log{\left(f{\left({x}_{i},\hat{\theta} \right)} \right)}\\     &= C_E + \ell\left(x,\hat\theta\right)\quad, \end{align*}]






in the extended case, while for the binned logarithmic likelihood, we will calculate






[image: \begin{align*}   \ell_{EB}{\left(n_i,\nu,\hat{\theta} \right)}    &= \underbrace{- N \log{\left(A \right)} + N \log{\left(\nu \right)} - \nu - \log{\left(N! \right)}}_{C_E}    + \sum_{i=1}^{m}n_i\log(v(i,\hat\theta)\underbrace{{}-\sum_{i=1}^{m}\log\Gamma(n_i+1)+\log\Gamma(N)}_{C_B}\\   &= C_E + \ell_{B}\left(n,\hat\theta\right)\quad. \end{align*}]






Thus, in both cases we must calculate






[image: C_E = - N \log{\left(A \right)} + N \log{\left(\nu \right)} - \nu - \log{\left(N! \right)}\quad,]






which we implement in a function.










def _extended_c(N,A,nu):
    from numpy import log,inf, isnan
    from scipy.special import gammaln 
    
    ls = log(nu/A)
    if isnan(ls):
        return -inf 
    
    return N * ls - nu - gammaln(N+1)














The extended maximum likelihood estimator will add another parameter ([image: \nu]) to the list of free parameters.  We will automatically add that parameter in as the first parameter of the fit, but in our reimplementations of llh and binned_llh, we must be able to extract [image: \nu] reliably.  Thus, we implement a simple function to extract [image: \nu] in the case of E-MLE (or None for regular MLE).










def _nu_theta(extended,fst,*args):
    def _inner(f,*a):
        if not extended:
            return None,(f,*a)
        return f,a
    
    return _inner(*fst)














To calculate the integral of the unnormalized PDF [image: g], we define the helper function _pdf_intg, which used SciPy's general integrator quad.










def _pdf_intg(f,x,*args,logpdf,rnge):
    from numpy import min, max, exp, log, inf
    from scipy.integrate import quad
    
    e = exp if logpdf else (lambda x : x)
    
    if rnge is None:
        rnge = min(x), max(x)
    
    ff = lambda x,*args : e(f(x,*args))
    return quad(ff,*rnge,args=args)[0]














We also write a another function which will guarantee two return values from an argument.  We will use that in llh and binned_llh below, although the meaning of this will only become apparent later (bare with us).  Suffice to say, that we will allow a PDF (or CDF in case of binned_llh) to return two values, and that we will take the second value as a nuissance (logarithmic) probability.










def _two(a):
    try:
        a1, a2 = a 
        return a1,a2
    except:
        pass
    return a,0














For binned logarithmic likelihood we utilize the fact that we either get the CDF, or that we have samples of the PDF in bins.  In the first case, we simply calculate the integral as the difference of the CDF evaluated at the extremes, while in the later case, we will use Simpson's integral rule (implemented in scipy.integration.simps) to do the same.  We will, however, not implement a helper function for this.  Instead, we will add that to our new implementation of binned_llh for efficiency reason.

So without more ado, let us implement the new llh function.








llh


def llh(f,x,*theta,logpdf=False,extended=False,normalized=True,rnge=None,xtra=None):
    from numpy import errstate, log, where, inf, atleast_1d, isnan, asarray
    
    with errstate(all='ignore'):  # NaN -> -inf
        nu, th = _nu_theta(extended,*theta)
        y, yn  = _two(f(x,*th))
        y      = atleast_1d(y)

        if not logpdf:
            y  = where(y>0, log(y), -inf)
            yn = log(yn) if yn > 0 else 0

        y[isnan(y)] = -inf

        ce = 0
        if extended:
            A  = 1 if normalized else _pdf_intg(f,x,*th,logpdf=logpdf,rnge=rnge)
            ce = _extended_c(len(x),A,nu)

        xx = xtra(*th) if xtra is not None else 0

        return y.sum(axis=0) + ce + xx + yn














Note that we have added a number of keyword arguments to llh:


	extended if this is True, then we calculate [image: C_E] and add that to the returned value 

	normalized if this is False, then we integrate the PDF over the range (either given by the data or by the keyword rnge)

	rnge optional range to integrate the PDF over. 



Now, let us turn to the reimplementation of binned_llh. Again, we add keyword arguments to the reimplementation.








binnned_llh


def binned_llh(f,data,*theta,
               logpdf=False, cdf=False, density=1,
               poisson=False,extended=False,normalized=True,
               log_Gamma_Nn=None,raw_n=None, xtra=None):
    from numpy import errstate, asarray, diff, log, inf, isnan, any, where, exp
    from scipy.integrate import simps
    
    nu, th = _nu_theta(extended,*theta)
    bins   = asarray(data[0])
    counts = asarray(data[1])
    
    with errstate(all='ignore'):
        A     = 0
        if not cdf:
            x    = (bins[1:]+bins[:-1])/2 
            y,yn = _two(f(x,*th))  # Approximate integral by f(x)*w
            w    = diff(bins)

            if not logpdf:
                y  = where(y>0, log(y), -inf)    
                yn = log(yn) if yn > 0 else 0

            y += log(w)  # log(y*w) = log(y) + log(w)
            A =  exp(y).sum()

        else:
            y, yn = _two(f(bins,*th))
            
            if logpdf:
                y = exp(y)
            else:
                yn = log(yn) if yn > 0 else 0

            A = y[-1] - y[0]
            y = diff(y)
            y = where(y > 0, log(y), -inf)

        y[isnan(y)] = -inf 

        AA       = A if not normalized and not poisson else 1
        n        = binned_llh_n(bins,counts,density) if raw_n is None else raw_n
        cbN, cbn = binned_llh_c(n) if log_Gamma_Nn is None else log_Gamma_Nn
        ce       = _extended_c(n.sum(),AA,nu) if extended else 0

        xx = xtra(*th) if xtra is not None else 0

        return (y*n).sum() + (-A if poisson else cbN) + cbn + ce + xx + yn














We must reimplement mlefit one final time to allow for the new keyword arguments of llh and binned_llh.








sel_llh


def sel_llh(data,kwargs):
    from numpy import atleast_1d
    
    # common keyword arguments
    kw    = {'extended':   kwargs.pop('extended',  False),
             'logpdf':     kwargs.pop('logpdf',    False),
             'normalized': kwargs.pop('normalized',True),
             'xtra':       kwargs.pop('xtra',      None)}
    tomax = llh
        
    if len(data) == 2:
        from numpy import asarray
        bins, counts   = asarray(data[0]), asarray(data[1])
        if len(bins) - 1 == len(counts):
            density = kwargs.pop('density',   1)
            n       = binned_llh_n(bins,counts,density)
            # Special keyword arguments for binned
            kw.update({'density':       density,
                       'cdf':           kwargs.pop('cdf',       False), 
                       'poisson':       kwargs.pop('poisson',   False),
                       'raw_n':         n,
                       'log_Gamma_Nn':  binned_llh_c(n)})
            tomax   = binned_llh
            
    return tomax,kw















mle_fit


def mle_fit(f,data,p0,*args,**kwargs):
    # Filter special keywords for binned
    tomax,kw = sel_llh(data,kwargs)
                
    return maximize_llh(f,data,p0,tomax,*args,kw=kw,**kwargs)














Test of implementation¶






First, we generate some data to test on.  We will draw [image: M=1000] samples from an exponential distribution with a scale parameter [image: \lambda=4].  That is our sample is

[image: X\sim \mathcal{E}[4]\quad f(x,\lambda) = \lambda e^{-\lambda x}\quad.]










from numpy.random import exponential, seed

seed(42)
data = exponential(4,size=1000)














Let us draw the sample as a histogram.  Note, we will not use the histogram below.  E-MLE - as MLE - works directly on the [image: M] observations - the histogram is for illustration purposes only.










from numpy import linspace 

b = linspace(0,10,21)
h = histogram(data,b)
plot_hist(*h,alpha=.5,as_bar=True,ecolor='C0',label='Histogram');
















Figure













Data that we want to fit to.












Next, we define our PDFs.  Some are normalised, others are not.






For comparison we also perform a regular MLE on the normalized PDF and logarthmic PDF.










from scipy.stats import expon
from numpy import exp
from matplotlib.pyplot import subplots 

fig, ax = subplots(ncols=3,nrows=2,sharey='row',sharex='col',
                   gridspec_kw=dict(wspace=0,hspace=0),
                   figsize=(10,8))

def gg(x,s,tau):
    return s*expon.pdf(x,scale=tau)
   
    
nf  = lambda t,tau: expon.pdf(t,scale=tau)
nlf = lambda t,tau: expon.logpdf(t,scale=tau)
uf  = lambda t,tau: exp(-t/tau)
ulf = lambda t,tau: -t/tau
pn  = [r'\nu',r'\tau']
for f,n,l,e,a in zip([nf,    uf,    nf,    nlf,  ulf,   nlf],
                     [True,  False, True,  True, False, True],
                     [False, False, False, True, True,  True],
                     [True,  True,  False, True, True,  False],
                     ax.ravel()):

    p0 = (1,3) if e else (3)
    ff = gg if e else (lambda t,tau : gg(t,len(data),tau))
    nn = pn if e else pn[1:]  
    p,cov,opt = mle_fit(f,data,p0,full_output=True,logpdf=l,extended=e,normalized=n)

    tit = f'{"E-" if e else ""}MLE of '\
          f'{"N" if n else "Unn"}ormalized\n'\
          f'{"Logarithmic "if l else ""}PDF'
    plot_fit(h[1],h[0],h[3],ff, p, cov,ax=a,nsig=2,
             tbl_kw={'title':tit,'loc':'upper center'}, 
             parameters=nn,chi2=False,pvalue=False)
        
fig.tight_layout()
















Figure













Extended maximum likelihood fits of normalized (first column) and unnormalized (second column) PDFs (top row) and logarithmic PDFs (second row), as well as regular MLE (third column).












We will also test the binned maximum likelihood estimates using our histogram defined above. We perform the E-MLE on PDF and CDF.










fig, ax = subplots(ncols=3,nrows=2,sharey='row',sharex='col',
                   gridspec_kw=dict(wspace=0,hspace=0),
                   figsize=(10,8))

nc  = lambda t,tau : expon.cdf(t,scale=tau)
nlc = lambda t,tau : expon.logcdf(t,scale=tau)
for f,n,l,c,a in zip([nf,        uf,     nc,    nlf,   ulf,   nlc],
                     [True,      False,  True,  True,  False, True],
                     [False,     False,  False, True,  True,  True],
                     [False,     False,  True,  False, False, True],
                     ax.ravel()):

    p,cov,opt = mle_fit(f,(b,h[0]),(1,3),full_output=True,logpdf=l,
                        extended=True,normalized=n,cdf=c,tol=1e-6)
    
    tit = f'EB-MLE on '\
          f'{"N" if n else "Unn"}ormalized\n'\
          f'{"Logarithmic " if l else ""} '\
          f'{"CDF" if c else "PDF"}'
    plot_fit(h[1],h[0],h[3],gg, p, cov,ax=a,nsig=2,
             tbl_kw={'title':tit,'loc':'upper center'},
             parameters=pn,chi2=False,pvalue=False)

fig.tight_layout()
















Figure













Extended, binned maximum likelihood fits of various normal (top) or logarithmic (bottom) PDFs and CDFs (last column).












Example: Original example¶
Here we will reproduce the example given in Nucl.Instr.Meth. A297(1990)496-506.   We have two underlying distributions

[image: \begin{align*}   S &\sim \mathcal{N}[\mu,0.05] & B &\sim\mathcal{N}[0.5,0.05]\quad,\\ \end{align*}]
from which we draw [image: N_S] and [image: N_B] samples, where

[image: \begin{align*}   N_S &\sim\mathcal{P}[\nu_S] & N_B &\sim\mathcal{P}[80]\quad. \end{align*}]
Our unnormalized PDF is then

[image:  F(x;\mu_s) = \nu_S\frac{1}{\sqrt{2\pi}0.05}e^{-\frac12\left(\frac{x-a}{0.05}\right)^2}   + \underbrace{\nu_B\frac{1}{\sqrt{2\pi}0.05}e^{-\frac12\left(\frac{x-0.5}{0.05}\right)^2}}_{      \text{constant wrt. parameters}}]
which has free parameters [image: \mu] and [image: \nu_S].






We define functions to generate our data samples - one for the [image: S] and [image: B] separately and one for the combined sample.










def sample(mu,nu,sigma=0.05):
    from numpy.random import normal, poisson
    
    return normal(mu,sigma,size=poisson(nu))

def both(mus=0.4,mub=0.5,nus=20,nub=80,sigma=0.05):
    from numpy import concatenate
    
    s = sample(mus,nus)
    b = sample(mub,nub)
    d = concatenate((s,b))
    return s, b, d 














We generate our sample(s) and plot them as histograms.  Note, in the analysis we will not use the histograms - this is for illustration purposes only.










from matplotlib.pyplot import legend 
from numpy.random import seed 

seed(321) # 321
s, b, d = both()
x  = linspace(d.min(),d.max(),20)
hs = histogram(s,x)
hb = histogram(b,x)
hd = histogram(d,x)
plot_hist(*hd,as_bar=True,alpha=.3,ecolor='C0',label=f'Sample ({len(d)})')
plot_hist(*hb,as_bar=True,alpha=.3,ecolor='C1',label=f'Background ({len(b)})')
plot_hist(*hs,as_bar=True,alpha=.3,ecolor='C2',label=f'Signal ({len(s)})')
legend();
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Background and signal data to fit.












Next, we define our PDF










from scipy.stats import norm 

pb = norm(0.5,0.05)
def f(x,nus,mus,nub=80,pb=pb):    
    return nus*norm.pdf(x,mus,0.05) + nub*pb.pdf(x)














We are now ready to do our fit.  We pass the decorated PDF f as our argument to mlefit, as well as our observations d and the initial guess of the parameter values.










p, cov, = mle_fit(f,d,(100,15,0.35),normalized=False,extended=True)














Let us draw the result of the fit.  We will draw the full, signal, and background samples, as well as the full,  signal, and background PDFs using the fitted parameter values.  Furthermore, we will draw a contour plot of our parameters.










from matplotlib.pyplot import figure, sca, plot
from numpy import sqrt, diagonal

g   = lambda t,nu,*args : f(t,*args)
fig = figure(figsize=(10,6))
ax  = fig.subplots(ncols=1,nrows=1,gridspec_kw=dict(right=.5))
sca(ax)
pn = ['N',r'\nu_S',r'\mu_S'] #,r'\nu_B']
sy = len(s) * norm.pdf(x,0.4,0.05)
by = len(b) * norm.pdf(x,0.5,0.05)
plot_hist(*hd,as_bar=True,alpha=.3,ecolor='C0',label=f'Sample ({len(d)})')
plot_hist(*hb,as_bar=True,alpha=.3,ecolor='C1',label=f'Background ({len(b)})')
plot_hist(*hs,as_bar=True,alpha=.3,ecolor='C2',label=f'Signal ({len(s)})')
plot     (x,sy+by,'-',              color='C0',label='Signal+Background')
plot     (x,by,   ':',              color='C1',label='Background')
plot     (x,sy,   '--',             color='C2',label='Signal')
plot_fit_func(x,g,p,cov,color='k',label='Fit')  
plot_fit_table(p,sqrt(diagonal(cov)),parameters=pn)
legend(loc='upper left')

plot_nsigma_contour(p,cov,[1,2],parameters=pn,fig=fig,
                    gridspec_kw=dict(left=.6));
















Figure













Result of fitting (left) to signal and background data and confidence contours (right).












Summary¶
In this chapter we have developed a method for extended maximum likelihood estimates (E-MLE).  We have modified the function llh to be able calculate the extended (regular) logarithmic likelihood






[image: \begin{align*}   \ell_{E}{\left(x,\nu,\hat{\theta} \right)}    &= \underbrace{- N \log{\left(A \right)} + N \log{\left(\nu \right)} - \nu - \log{\left(N! \right)}}_{C_E}    + \sum_{i=1}^{N} \log{\left(f{\left({x}_{i},\hat{\theta} \right)} \right)}\\     &= C_E + \ell\left(x,\hat\theta\right)\quad, \end{align*}]






and binned_llh to be able to calculate the extended binned logarithmic likelihood






[image: \begin{align*}   \ell_{EB}{\left(n_i,\nu,\hat{\theta} \right)}    &= \underbrace{- N \log{\left(A \right)} + N \log{\left(\nu \right)} - \nu - \log{\left(N! \right)}}_{C_E}    + \sum_{i=1}^{m}n_i\log(v(i,\hat\theta)\underbrace{{}-\sum_{i=1}^{m}\log\Gamma(n_i+1)+\log\Gamma(N)}_{C_B}\\   &= C_E + \ell_{B}\left(n,\hat\theta\right)\quad. \end{align*}]






The function mle_fit has been modified to pass appropriate arguments on to llh and binned_llh.










llh.__doc__=\
    """Calculate the logarithmic likelihood 
    
        ell(x,theta) = sum_{i=1}^N log f(x_i;theta)
        
    given a (logarithmic) PDF and data.  Note, this _does not_ calculate the 
    _negative_ likelihood 
    
    Parameters
    ----------
    f : callable 
        (Logarithmic) PDF to evaluate 
    x : array-like 
        Observations 
    *theta : tuple 
        Parameters for f. Note, if extended=True, then 
        a first, additional parameter `nu` must be passed. 
    logpdf : bool 
        If true, assume f is the logarithmic PDF, otherwise the reqular PDF
    extended : bool 
        If true, calculate the extended logaritmic likelihood 
    normalized : bool 
        If true, and `extended=True`, calculate the integral of the passed PDF, 
        and include that in the extended logarithmic likelihood 
    xtra : callable 
        Extra contribution to log-likelihood evaluated at parameters (theta)
        
    Return
    ------
    ell : float 
        Logarithmic likelihood 
    
    See also
    --------
    mle_fit, maximize_llh, binned_llhWW
    """

















binned_llh.__doc__=\
    """Calculate the binned logarithmic likelihood 
    
    Parameters
    ----------
    f : callable 
        PDF or CDF to fit to data 
    data : tuple(bins,data)
        bins : array-like 
            Bin boundaries 
        data : array-like 
            Bin content.  
        
            One of 
            
                Raw counts : density=0
                number density : (dN/dx) density=1 
                normalized number density : (1/N dN/dx) density=N 
    *theta : tuple 
        Parameters for f.  Note, if extended=True, then 
        a first, additional parameter `nu` must be passed. 
    logpdf : bool 
        Wether f is log of PDF (or CDF) 
    cdf : bool 
        Whether f is CDF or PDF 
    density : bool, int, float 
        Meaning of data argument 
    poisson : bool 
        If true, assume Poisson statistics.  That is, f gives the mean 
        of a Poisson distribution, and we evaulate the probability of 
        n given that mean. 
    extended : bool 
        If true, calculate the extended maximum logaritmic likelihood 
    normalized : bool 
        If false, and `extended=True` then assume the PDF is not normalized 
        and calculate the normalisation to be included in the logarithmic 
        likelihood 
    log_Gamma_Nn : float,float (optional)
        Correction terms for log-likelihood 
    raw_n : array-like (optional)
        Count equivalent in each bin 
    xtra : callable 
        Extra contribution to log-likelihood evaluated at parameters (theta)
        
    Returns
    -------
    ell : float 
        The log-likelihood (_not_ negative log-likelihood) to possibly maximize
        
    See also
    --------
    mle_fit, llh, maximize_llh
    
    """

















mle_fit.__doc__=\
    """Do an MLE estimate of parameters of the PDF given data yield.
    
    Parameters
    ----------
    f : callable 
        The PDF 
    x : array-like to (array-like,array-like) 
        The observations. 
        
        If a single array-like argument is given, we perform a regular MLE fit. 
        
        If two array-like arguments are given, perform a binned MLE fit.  The first
        is assumed to be the bin boundaries, while the second is assumed to contain on of
        
        - raw counts (density=False)
        - number density (dN/dx), by setting density=True 
        - normalized number density (1/N dN/dx) by setting density=True and passing 
          N=N where N is the total normalization (e.g., number of observations) of 
          the sample. 
        
    p0 : array-like, size N 
        The initial guess of the parameter values.  Note, if `extended=True`, then 
        an additional first parameter `nu` must be passed in addition to the regular 
        PDF parameters. 
    full_output : bool 
        If set to true, return full minimizer output too 
    logpdf : bool 
        If set to true, assume `f` returns the logarithm of the PDF 
    poisson : bool 
        Only for binned MLE. If true, assume Poisson statistics.  That is, f gives the mean 
        of a Poisson distribution, and we evaulate the probability of 
        n given that mean. 
    extended : bool 
        If true, perform an extended maximum likelihood estimate.  Note, if this 
        is true, then the first parameter _must_ be the estimated abundance `nu`. 
    normalized : bool 
        If false, and `extended=True` assume the PDF is not normalized and 
        calculate the normalization and include that in the extended logarithmic
        likelihood function.  
    cdf : bool 
        Only for binned MLE.  The passed function is assumed to be the cumulative density 
        function.
    density : bool, int, float
        Only for binned MLE.  If True, then assume number density (dN/dx) is passed as 
        second data argument.  If a number not equal to 1, it is the total normalisation 
        of the normalized number density (1/N dN/dx) passed in the second data 
        argument. 
    *args : tuple 
        Arguments passed on to `scipy.optimize.minimize` 
    **kwargs : dict 
        Keyword arguments passed on to `scipy.optimize.minimize`
    
    Returns
    -------
    p : array-like, size N 
        MLE of the parameter values 
    cov : array-like size N*N 
        Covariance matrix of parameters (inverse Hessian) if 
        available from the minimizer, otherwise Non 
    opt : dict-like 
        Full minimizer output of `full_output` is true 
        
    See also
    -------- 
    minimize_llh, llh, binned_llh

    """























Template fitting¶






Purpose¶

	To familiarize yourself with the concept of template fitting 

	To implement versatile and generic functionality for template fitting 








Introduction¶
The practice of template fitting is very common in experimental high energy particle physics (HEP), and finds applications many other places.   The concept of template fitting is relatively straight forward:

Instead of fitting analytical expression to observations, we fit pre-determined empirical 
distributions to the observations.



The pre-determined distributions are the templates.  These could be generated in many different ways but a few common cases are


	Background distributions from known processes. 

	Signal distributions from hypothetical processes.



Template fitting then consists of modifying the overall scale, shape, or relative "strengths" of templates possibly added together.   Thus, the free parameters of the fits are typically


	Overall scaling factor of a template.

	Relative variation of a template within fiducial bounds (both overall and modifying shape). 



Templates can have many forms but are typically expressed as binned data - i.e., histograms.  Typically we will perform the fit using an extended maximum likelihood estimate, since least-squares fitting is less flexible with respect to its assumptions.






A simple example¶






Suppose we have a data sample drawn from a normal distribution.   Then suppose we have a template, also from a normal distribution.  What we want to do, is to find the overall scaling parameter such that our template fits the data sample as best possible.   Let us start by generating the two samples and put them into histograms.










from numpy.random import seed, normal 
from numpy import linspace 
from matplotlib.pyplot import legend 

seed(12345)

templ_x = normal(size=200)
data_x  = normal(size=400)
bins    = linspace(-2,2,11)
templ_h = histogram(templ_x,bins)
data_h  = histogram(data_x, bins)

plot_hist(*templ_h,color='C0',label='Template',as_bar=True,ecolor='none',alpha=.5)
plot_hist(*data_h, color='C1',label='Data',fmt='o')
legend();
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Example of data and template.












Let us do an extended binned maximum likelihood estimate with Poisson assumption of bin content, of the scale on our template to best fit the data.  To that end, we need to define a PDF-like function we can pass to our EB-MLE routine (mle_fit).

In this simple example, we will use the bin number as the independent variable to keep our function simple.  The only free parameter of the function is the overall scale factor.










def f(binno,scale):
    return scale * templ_h[0][binno.astype(int)]














We define the range of bin numbers as our independent variable and then perform a EB-MLE fit.










binno = linspace(-.5, len(bins)-.5, len(bins))
p, cov = mle_fit(f,(binno,data_h[0]),(1,3),extended=True,poisson=True)














We can draw our fitted template with the data and original template










ret_h = p[1]*templ_h[0],*templ_h[1:3],p[1]*templ_h[3]
plot_hist(*ret_h,  color='C2',label='Fit',     as_bar=True,ecolor='C2',alpha=.5)
plot_hist(*templ_h,color='C0',label='Template',as_bar=True,ecolor='none',alpha=.8)
plot_hist(*data_h, color='C1',label='Data',fmt='o')
plot_fit_table(p,cov,parameters=[r'\nu','A'])
legend(loc='upper left');
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Template fitted to data.












We see that the fit correctly finds a factor of 2, but the overall normalization is not correct as we used the bin index as the independent variable.  However, clearly by multiplying by the bin width we get roughly the right overall normalization.






While the using the bin index is relatively efficient, it is not particularly effective.  So we will make a small function to turn a histogram into a PDF-like function.






PDF from a histogram¶
This function takes data in the form of correlated pairs [image: x_i,y_i] and returns a function that will interpolate between the measurements.  The interpolation kind depends on the kind keyword (see also scipy.interpolate.interp1d.  The value kind=nearest will, like in our example above, return the given [image: y_i] value closest to the argument.








histo_pdf


def histo_pdf(x,y,kind='linear',extra=True,logpdf=False,**kwargs):
    from scipy.interpolate import interp1d
    from numpy import log, where, errstate, inf
    
    with errstate(all='ignore'):
        yy = where(y > 0, log(y), -inf) if logpdf else y
    inter = interp1d(x,yy,kind=kind,bounds_error=False,assume_sorted=True,
                     fill_value='extrapolate' if extra else (0,0))
    
    def f(xx,**kwargs): # Keyword arguments are ignored
        return inter(xx)
    
    return f














Test¶
Let us test this.  We will use our template histogram from above, and we will plot the different interpolation kinds (offset for illustration purposes)










from matplotlib.pyplot import plot, gca

plot_hist(*templ_h,label='Data',as_bar=True,alpha=.3,ecolor='none')
gca()._get_lines.get_next_color()

xev = linspace(-3,3,101)

for i,kind in enumerate(['linear', 'nearest', 'zero', 'slinear', 'quadratic', 
                         'cubic', 'previous', 'next']):
    pdf = histo_pdf(templ_h[1],templ_h[0],kind=kind)
    plot(xev,pdf(xev)+5*i,'-',label=f'{kind} {f"+{5*i}" if i > 0 else ""}')
    
gca().set_ylim(0,175)
legend(ncol=3);
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Different kinds of interpolation possible with hist_pdf.  Note, the various curves have been offset.












The most un-controversial kinds are linear and nearest.  Of these, the latter corresponds to evaluating the histogram more or less directly.   linear is simple and the assumptions are relatively straight forward.   A little more controversial are the kinds slinear, quadratic, and cubic.  These represents smooth interpolations and are appropriate if we believe the data to be smoother than the given sample.   The kinds zero, previous, and next generally do not correspond to our data.

Note, if we want to the PDF to go to 0 for nearest, next, and previous, we must pass the keyword extra=False (for no extrapolation).










plot_hist(*templ_h,label='Data',as_bar=True,alpha=.3,ecolor='none')
gca()._get_lines.get_next_color()

for i,kind in enumerate(['nearest', 'previous', 'next']):
    pdf = histo_pdf(templ_h[1],templ_h[0],kind=kind, extra=False)
    plot(xev,pdf(xev)+5*i,'-',label=f'{kind} {f"+{5*i}" if i > 0 else ""}')
    
gca().set_ylim(0,175)
legend(ncol=3);
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Interpolation types nearest, previous, and next with no extrapolation.












Decorators¶
In the example above we introduced a scale on our template histogram that we fitted to the data.  Here, we will implement a decorator which adds a scale parameter to a PDF (or possibly logarithmic PDF).  In the following, we will use decorators a bit, so we offer a few words on those here.

A decorator modifies the behaviour of a function (or class method) by wrapping the function in another function.  The wrapper function can thus do pre- and post-processing, change arguments, and so forth.  Let us illustrate this by a simple decorator.

First, a decorator is a function like any other function, but must accept a single callable (function or method) as it's only argument.   Below, we make a decorator that prints out Hello and Goodbye before and after, respectively, the wrapped function call.










def before_after(f):
    from functools import wraps
    
    @wraps(f)
    def wrapper(*args):
        print('Hello')
        r = f(*args)
        print('Goodbye')
        return r
        
    return wrapper 














Note, the function before_after returns a function (wrapper).  That function, when called, prints out our friendly greeting, calls the wrapped function with any arguments passed, and ends with a sign-off.  Any return value of the wrapped function is forwarded back to the caller of the wrapper.  Let us decorate a few functions with this decorator










@before_after
def the_question():
    print('Life, the universe, and everything')
    
@before_after
def the_answer(a):
    if a == 42:
        print(f'Correct: {a}')
    else:
        print(f'Read a book!')
    return a == 42 














The two functions above have both been decorated by before_after (the @before_after above the def of each function).  Let us call them










the_question()
print(the_answer(42))















Hello
Life, the universe, and everything
Goodbye
Hello
Correct: 42
Goodbye
True













Let us look a little at the output.

First, the result of calling the_question():


	The first line Hello comes from the wrapper 

	The second line Life, the universe, and everything is from the decorated the_question 

	The third line Goodbye is again from the wrapper. 



The next 3 lines are from calling the_answer(42).  Note, the final line True comes printing the return value of the decorated the_answer function.






The definition of the_question roughly corresponds to










def _temp():
    print('Life, the universe, and everything')
    
the_question2 = before_after(_temp)
the_question2()















Hello
Life, the universe, and everything
Goodbye













Decorators themselves can have arguments to parameterize the behaviour.   This, however, requires two levels of wrapping - the first will wrap the @ line, while the second wraps the defined function.  A short example










def decorator_with_argument(x):
    
    def wrap(f):  # f is function to wrap 
        from functools import wraps 
        
        @wraps(f) 
        def wrapper(y):
            return f(y-x)
        
        return wrapper 
    
    return wrap
        
@decorator_with_argument(10)
def minus10(y): 
    return y

@decorator_with_argument(20)
def minus20(y): 
    return y

print(minus10(20),minus20(100))















10 80













The above definition of minus10 is rougly equivalent to










def _temp(y):
    return y 

minus10 = decorator_with_argument(10)(_temp)
print(minus10(20))















10













The examples above are clearly a bit contrived, but we will soon see more substantial examples of the power of decorators.






Scale of PDF¶
With the basic principles of decorators in order, we can define decorator that adds a scaling factor onto a PDF.  If the undecorated function evaluates

[image: f(x;\hat\theta) = \ldots\quad,]


then the decorated function evaluates

[image: f_w(x;a,\hat\theta) = a\cdot f(x;\hat\theta)\quad.]
If the undecorated function corresponds to the logarithm of a PDF ([image: g=\log f]), we should pass the argument logpdf=True to the decorator. If that is the case, then the decorated function will evaluate

[image: g_w(x;a,\hat\theta) = \log\left(a\cdot f(x;\hat\theta)\right) = \log(a) + g(x;\hat\theta)\quad.]
Note, the decorator adds an additional argument to the front of the argument list.








scale_pdf


def scale_pdf(logpdf=False):
    from numpy import log, add, multiply, inf
    from functools import wraps
    
    op = add if logpdf else multiply 
    lf = (lambda a : log(a) if a > 0 else -inf) if logpdf else (lambda a : a)
    
    def wrap(f):
        @wraps(f)
        def wrapped(x,a,*args,**kwargs):
            return op(lf(a), f(x,*args,**kwargs))
            
        return wrapped
    return wrap 














Test¶






We can apply our decorator scale_pdf and histo_pdf to our simple template fit example above.  First, we get a PDF from our histogram










_pdf = histo_pdf(templ_h[1],templ_h[0],kind='nearest')














Then, we wrap that in a function decorated by scale_pdf










@scale_pdf(logpdf=False)
def pdf(x):
    return _pdf(x)














We can now perform our template fit using this PDF.










p, co = mle_fit(pdf,(bins,data_h[0]),(1,3),extended=True,poisson=True)

ret_h = p[1]*templ_h[0],*templ_h[1:3],p[1]*templ_h[3]

plot_hist(*ret_h,  color='C2',label='Fit',     as_bar=True,ecolor='C2',alpha=.5)
plot_hist(*templ_h,color='C0',label='Template',as_bar=True,ecolor='none',alpha=.8)
plot_hist(*data_h, color='C1',label='Data',fmt='o')
plot_fit_table(p,cov,parameters=[r'\nu','A'])
legend(loc='upper left');
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Example of template fit with a scaled PDF.












We see that we find the same scaling as above, but since we now use the proper bin values (and spacing) we find a good estimate of the overall scaling.






We can also generate a logarithmic PDF from the histogram and scale that.  In that case, we must pass logpdf=True to scale_pdf, histo_pdf, and mle_fit.  Let us do that below.










@scale_pdf(logpdf=True)
def lpdf(x,_lpdf=histo_pdf(templ_h[1],templ_h[0],kind='nearest',logpdf=True)):
    return _lpdf(x)

p, cov = mle_fit(lpdf,(bins,data_h[0]),(1,1),extended=True, 
                 poisson=True,logpdf=True)

ret_h = p[1]*templ_h[0],*templ_h[1:3],p[1]*templ_h[3]

plot_hist(*ret_h,  color='C2',label='Fit',     as_bar=True,ecolor='C2',alpha=.5)
plot_hist(*templ_h,color='C0',label='Template',as_bar=True,ecolor='none',alpha=.8)
plot_hist(*data_h, color='C1',label='Data',fmt='o')
plot_fit_table(p,cov,parameters=[r'\nu','A'])
legend(loc='upper left');
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Scaled logaritmic template fitted to data.













Example: Peak over background¶
Suppose we have two templates - an exponential background and a normal signal.  A priori we do not know the relative strengths of each of these, so we want to leave that free in our fit.   First, let us define our templates










from numpy.random import exponential
seed(42)

backg_x  = exponential(4,size=100)
signal_x = normal     (4,size=100)

bins     = linspace(0,10,21)
backg_h  = histogram(backg_x, bins)
signal_h = histogram(signal_x,bins)

plot_hist(*backg_h,            as_bar=True,ecolor='none',label='Background')
plot_hist(*signal_h,backg_h[0],as_bar=True,ecolor='none',label='Signal')
legend();
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Peak and background templates.












Above, we have made our signal and background templates of equal size.  Let us generate the observed distribution, where the signal is half the size of the background










from numpy import concatenate

data_x = concatenate((exponential(4,size=200),
                      normal     (4,size=100)))
data_h = histogram(data_x,bins)

plot_hist(*backg_h,            as_bar=True,ecolor='none',label='Background')
plot_hist(*signal_h,backg_h[0],as_bar=True,ecolor='none',label='Signal')
plot_hist(*data_h,             fmt='o',     color='k',   label='Observed')
legend();
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Peak and background templates, and data,












We now want to adjust the strengths of the two templates so as to best fit the observations.   We do so by defining two scaled PDFs from our histograms and then a single PDF to add these together.










@scale_pdf()
def backg_f(x,h=histo_pdf(backg_h[1], backg_h[0], kind='nearest')):
    return h(x)

@scale_pdf()
def signal_f(x,h=histo_pdf(signal_h[1],signal_h[0],kind='nearest')):
    return h(x)

def pdf(x,backg_a,signal_a):
    return backg_f(x,backg_a) + signal_f(x,signal_a)














With the PDF defined, we can perform our BE-MLE fit to the data.










p, cov = mle_fit(pdf,(bins,data_h[0]),(1,1,1),
                 extended=True,poisson=True,tol=1e-6)














We plot the templates, data, and fitted PDF.










x   = (bins[1:]+bins[:-1])/2
plot     (x, pdf(x,1,1),       '--k',                    label='PDF')
plot_hist(*backg_h,            as_bar=True,ecolor='none',label='Background')
plot_hist(*signal_h,backg_h[0],as_bar=True,ecolor='none',label='Signal')
plot_hist(*data_h,             fmt='o',     color='k',   label='Observed')
plot_fit_func(x, pdf, p[1:], cov[1:,1:],    color='C2',  label='Fit')
plot_fit_table(p,cov,parameters=[r'\nu','A_{b}','A_{s}'])
legend(loc='center right');
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Peak and background templates, data, and fit result.












We see that we find that the background is twice as large as the signal, as expected.






We will do the same for logarithmic template PDFs.  Note, since for two combined PDFs [image: f] and [image: g], we have the likelihood










from sympy import IndexedBase, symbols, Product, Function, Eq 
x     = IndexedBase('x',real=True)
i, m  = symbols('i m', integer=True, positive=True)
theta = symbols('thetahat',real=True)
f     = Function("f",real=True,positive=True)(x[i],theta)
g     = Function("g",real=True,positive=True)(x[i],theta)
L     = Product(f+g,(i,1,m))
Ln    = Function('Lcal')(x,theta)
Eq(Ln,L)















[image: \displaystyle \mathcal{L}{\left(x,\hat{\theta} \right)} = \prod_{i=1}^{m} \left(f{\left({x}_{i},\hat{\theta} \right)} + g{\left({x}_{i},\hat{\theta} \right)}\right)]











and we find the logarithmic likelihood










from sympy import log as sylog 
elln = Function('ell',real=True)(x,theta)
ell  = sylog(L).expand()
Eq(elln,ell)















[image: \displaystyle \ell{\left(x,\hat{\theta} \right)} = \sum_{i=1}^{m} \log{\left(f{\left({x}_{i},\hat{\theta} \right)} + g{\left({x}_{i},\hat{\theta} \right)} \right)}]











Thus, for [image: h=\log f] and [image: j=\log g], we find










from sympy import exp as syexp
h = Function('h')(x[i],theta)
j = Function('j')(x[i],theta)
ell2 = ell.replace(f,syexp(h)).replace(g,syexp(j))
ell3 = ell2.replace(h,sylog(f)).replace(j,sylog(j))
Eq(elln,Eq(ell2,ell3,evaluate=False),evaluate=False)















[image: \displaystyle \ell{\left(x,\hat{\theta} \right)} = \sum_{i=1}^{m} \log{\left(e^{h{\left({x}_{i},\hat{\theta} \right)}} + e^{j{\left({x}_{i},\hat{\theta} \right)}} \right)} = \sum_{i=1}^{m} \log{\left(f{\left({x}_{i},\hat{\theta} \right)} + j{\left({x}_{i},\hat{\theta} \right)} \right)}]











This means, if we have two logarithmic PDFs [image: \log f] and [image: \log g], we must still evaluate [image: f+g].  for this reason, there is probably little computational benefit to using logarithmic PDFs.  Let us anyway proceed with two logarithmic templates.










@scale_pdf(logpdf=True)
def backg_lf(x,h=histo_pdf(backg_h[1], backg_h[0], kind='nearest',logpdf=True)):
    return h(x)

@scale_pdf(logpdf=True)
def signal_lf(x,h=histo_pdf(signal_h[1],signal_h[0],kind='nearest',logpdf=True)):
    return h(x)

def lpdf(x,backg_a,signal_a):
    from numpy import exp, log, where, inf
    return log(exp(backg_lf(x,backg_a)) + exp(signal_lf(x,signal_a)))














We perform the fit.










p, cov = mle_fit(lpdf,(bins,data_h[0]),(1,2,1),
                 extended=True,poisson=True,tol=1e-3,logpdf=True)














and draw the results.










x   = (bins[1:]+bins[:-1])/2
plot     (x, pdf(x,1,1),       '--k',                    label='PDF')
plot_hist(*backg_h,            as_bar=True,ecolor='none',label='Background')
plot_hist(*signal_h,backg_h[0],as_bar=True,ecolor='none',label='Signal')
plot_hist(*data_h,             fmt='o',     color='k',   label='Observed')
plot_fit_func(x, pdf, p[1:], cov[1:,1:],    color='C2',  label='Fit')
plot_fit_table(p,cov,parameters=[r'\nu','A_{b}','A_{s}'])
legend(loc='center right');
















Figure













Peak and background templates, data, and fit result using logarithmic PDF.












Systematic uncertainties (nuisance parameters)¶
Often a template has associated systematic uncertainties.  Such uncertainties reflect imperfect knowledge of the parameters that govern the template.  Typically examples are:


	If the template is generated through simulation, there may be parameters of the model which are not entirely
known.  The effect of that imperfect knowledge is then estimate by various means and assigned as a 
systematic uncertainty. 

	If the template is generated from observations, we may have made insufficient or inadequate calibrations of our
measuring apparatus.  Again, the possible variation of these calibrations are assessed and a systematic
uncertainty is assign. 



Systematic uncertainties are inherently not statistical (i.e., random) in nature.   In the parlance of Chapter 1 (here)


	Statistical uncertainty is reducible and by doing so, we improve the precision of the measurement. 

	Systematic uncertainty is not reducible (but we may correct for them with sufficient knowledge), 
and as such reflect the inaccuracy of our measurements. 



Nevertheless, we will want to include the effect of systematic uncertainties into our fitting.   This means that we will to some extend treat the systematic uncertainties as if they are statistical.  We will thus assume that systematic uncertainties can be modeled as random variables with some probability distribution or as nuisance parameters - i.e., parameters which are not of primary interest but is needed by the model to capture the observations.






Overall (normalisation)¶
Consider a template which we believe to understand up to some overall scaling factor which we however have estimated bounds for.  That is, our template is believed to be scaled around unity, but could in principle be smaller or larger parameterised by [image: s]

[image: g(x;\hat\theta) = (1+s) f(x;\hat\theta)\quad.]


We can choose the overall scale of [image: f] such that the nominal value (i.e., the value we believe the template has) corresponds to [image: s=0].  Furthermore, we will consider [image: s] as a nuisance parameter - that is, it is in itself a random variable with some probability distribution [image: h(s)] (which does, however not depend on [image: \hat\theta]).

The likelihood of the template is then given by










from sympy import symbols, log as sylog, exp as syexp, Product, Function, Eq, IndexedBase
thetahat,s = symbols('thetahat s',real=True)
x    = IndexedBase('x',real=True)
i,m  = symbols('i m',integer=True,positive=True)
f    = Function('f',real=True,positive=True)(x[i],thetahat)
g    = Function('g',real=True,positive=True)(x[i],thetahat)
h    = Function('h',real=True,positive=True)(s)
Lcal = Function('Lcal',real=True)(x,thetahat,s)
gg = (1 + s) * f 
L  = (Product(gg,(i,1,m))*h).simplify()
Eq(Lcal,Eq(Product(g,(i,1,m)),L),evaluate=False)















[image: \displaystyle \mathcal{L}{\left(x,\hat{\theta},s \right)} = \prod_{i=1}^{m} g{\left({x}_{i},\hat{\theta} \right)} = \left(s + 1\right)^{m} h{\left(s \right)} \prod_{i=1}^{m} f{\left({x}_{i},\hat{\theta} \right)}]











The logarithm of this gives us the logarithmic likelihood










elln = Function('ell',real=True)(x,thetahat,s)
ell  = sylog(L).expand(log=True,force=True).simplify()
Eq(elln,ell)















[image: \displaystyle \ell{\left(x,\hat{\theta},s \right)} = m \log{\left(s + 1 \right)} + \log{\left(h{\left(s \right)} \right)} + \sum_{i=1}^{m} \log{\left(f{\left({x}_{i},\hat{\theta} \right)} \right)}]











Thus, we see that the addition of the nuisance parameter [image: s] modifies the (logarithmic) likelihood by

[image: m\log(s+1) + \log(h(s))\quad,]


where [image: h(s)] is the probability density function (PDF) of [image: s].

To see what that means, let us assume that we have determined the mean and standard deviation of [image: s] to be [image: 0] and [image: \delta_s], respectively.   That means, we are [image: \approx 68\%] confident that the template is given by the range

[image: (1+\delta_s) f(x;\hat\theta)\quad.]


Let us further assume that [image: s] is normal distributed [image: \mathcal{N}[0,\delta_s]].  Then we find that










from sympy import pi as sypi, sqrt as sysqrt, S
deltas = symbols('delta_s',real=True,positive=True)
nell = ell.replace(h,1/(sysqrt(2*sypi)*deltas)*syexp(-S.Half*(s/deltas)**2))\
       .expand().simplify()
Eq(elln,nell)















[image: \displaystyle \ell{\left(x,\hat{\theta},s \right)} = m \log{\left(s + 1 \right)} - \log{\left(\delta_{s} \right)} + \sum_{i=1}^{m} \log{\left(f{\left({x}_{i},\hat{\theta} \right)} \right)} - \frac{\log{\left(\pi \right)}}{2} - \frac{\log{\left(2 \right)}}{2} - \frac{s^{2}}{2 \delta_{s}^{2}}]











Below we will implement a decorator that adds a systematic uncertainty to a PDF via a nuisance parameter. We will, however, for the sake of generalisability, phrase is slightly differently from above.  We will parameterise [image: s] as a function of a [image: \alpha] such that varying [image: \alpha] will vary [image: s].  Thus our nuisance parameter becomes [image: \alpha], and we need the probability density function of [image: \alpha].  We do so to allow for asymmetric uncertainties, and [image: s(\alpha)] will interpolate between the given lower bound [image: \delta_-], nominal value [image: \delta_0], and upper bound [image: \delta_+] so that






[image: \begin{cases}    \delta_- & \alpha = -1\\   \delta_0 & \alpha = 0\\   \delta_+ & \alpha - +1   \end{cases}\quad.]






Note, [image: \alpha] can be smaller than -1 and larger than +1 by means of extrapolation. However, [image: |\alpha|>1] corresponds to the systematic uncertainty varied beyond one standard deviation in either direction, and should be unlikely.

If the function being decorated evaluates






[image: f(x;\hat\theta) = \ldots\quad,]







then the decorated function, with relative uncertainties [image: \delta^-,\delta^0], and [image: \delta^+], becomes






[image: f_w(x;\alpha,\hat\theta) = \begin{pmatrix}   \left[1+s(\alpha)\right]\cdot f(x;\hat\theta)\\   h(\alpha)\quad   \end{pmatrix},]







where [image: s(\alpha)] interpolates between [image: \delta^-] and [image: \delta^+] over [image: \delta^0] according to the parameter [image: \alpha\in[-1,1]], and [image: h] is the probability density function of [image: \alpha] (assumed normal if not given).  If a logarthmic PDF [image: g=\log f] is given, as well as a logarithmic PDF for [image: \alpha] [image: j = \log h], then the decorated function evaluates






[image: g_w(x;\alpha,\hat\theta) = \begin{pmatrix}   \log\left[1+s(\alpha)\right] + g(x;\hat\theta)\\   j(\alpha)\quad   \end{pmatrix} =    \begin{pmatrix}      \log\left[1+s(\alpha)\right]+\log f(x;\hat\theta)\\     \log h(\alpha)\end{pmatrix}\quad,]






where [image: j] is assumed the logarithm of the normal distribution if not specified.






The added systematic uncertainty should be expressed as relative and corresponding elements of up and down must have opposite signs.

Two important notes:


	The decorator adds an additional argument to the front of the argument list which is the [image: \alpha] parameter. 

	The decorator adds a return value to the end of the return list which is the probability of [image: \alpha]. This is why we allow for two return values in the implementation of llh and binned_llh in the previous chapter. 



When visualising, we can simply ignore the second return value.

As for histo_pdf we can specify the kind of interpolation we want to perform by passing the kind keyword to the decorator.








overall_sys_pdf


def overall_sys_pdf(down,up,mid=None,kind='slinear',logpdf=False,extra=True,
                    alpha_pdf=None,**kwargs):
    from scipy.stats import norm
    from scipy.interpolate import interp1d 
    from numpy import sign, add, multiply, inf, identity, log
    from functools import wraps
    
    if alpha_pdf is None:
        alpha_pdf = norm(0,1).logpdf if logpdf else norm(0,1).pdf 

    assert sign(down) != sign(up), f'Down {down} and up {up} must have opposite sign'
    
    if mid is None:
        mid = (down+up)/2
    inter = interp1d([-1,0,1],[down,mid,up],
                     kind=kind,copy=True,bounds_error=False,assume_sorted=True,
                     fill_value='extrapolate' if extra else (-inf,-inf),**kwargs)
    
        
    op1 = add if logpdf else multiply
    op2 = log if logpdf else lambda x:x
    
    def wrap(f):
        @wraps(f)
        def wrapper(x,alpha,*args,**kwargs):
            return op1(op2(1+inter(alpha)), f(x,*args)), alpha_pdf(alpha)
        
        return wrapper
    
    return wrap














To see the effect on a PDF, we define add [image: \pm10\%] systematic uncertainty on a normal distribution and plot for [image: \alpha=0,-1,+1].










@overall_sys_pdf(-.1,.1,logpdf=False,extra=True)
def overall_pdf(x):
    from scipy.stats import norm
    return norm.pdf(x,0,1)

xev = linspace(-3,3,31)
plot(xev,overall_pdf(xev, 0)[0],label='PDF',                color='C1')
plot(xev,overall_pdf(xev,-1)[0],label='PDF w/min nuissance',color='C2',ls='--')
plot(xev,overall_pdf(xev, 1)[0],label='PDF w/max nuissance',color='C3',ls=':')
legend();
















Figure













Overall scaling by systematic uncertainty.












We can also plot the same distribution with [image: 1] and [image: 2] sigma contours










from matplotlib.pyplot import fill_between

fill_between(xev,
             overall_pdf(xev,-2)[0],
             overall_pdf(xev,+2)[0],
             color='C8',alpha=1,label=r'$2\sigma$')
fill_between(xev,
             overall_pdf(xev,-1)[0],
             overall_pdf(xev,+1)[0],
             color='C2',alpha=1,label=r'$1\sigma$')
plot(xev,overall_pdf(xev,0)[0],'-k')
legend();
















Figure













Confidence contours from systematic uncertainties.












Example: Signal over background again¶






As an example, let us take our signal over background example from above.  We will, however, add a systematic uncertainty of [image: \pm10\%] onto the background template.

We must take care when defining the sum PDF, that we return the nuisance probability as the second return value.










@overall_sys_pdf(-.1,.1)
@scale_pdf()
def backg_f(x,h=histo_pdf(backg_h[1], backg_h[0], kind='nearest')):
    return h(x)

def pdf(x,backg_alpha,backg_a,signal_a):
    from scipy.stats import norm
    from numpy import multiply, log
    
    bg = backg_f (x,backg_alpha,backg_a)
    sg = signal_f(x,signal_a)
    
    return bg[0] + sg, bg[1]














Note how we can compound decorators.  The function backg_f defined above is both scaled and have a nuisance parameter.   Let us do our EB-MLE fit again










p, cov = mle_fit(pdf,(bins,data_h[0]),(1,0,1,1),
                 extended=True,poisson=True,tol=1e-5)














For visualisation we define a function which only takes the first returned value (PDF evaluated) from our PDF.










def viz_pdf(x,*args):
    return pdf(x,*args)[0]














Again, we plot our templates, data, fitted function, and fit contours.










from matplotlib.pyplot import figure, sca, gca

x   = (bins[1:]+bins[:-1])/2

fig = figure(figsize=(10,5))
ax  = fig.subplots(ncols=1,nrows=1,gridspec_kw=dict(right=.5))

pn  = [r'\nu',r'\alpha','A_{b}','A_{s}']
plot     (x, viz_pdf(x,0,1,1), '--k',                    label='PDF')
plot_hist(*backg_h,            as_bar=True,ecolor='none',label='Background')
plot_hist(*signal_h,backg_h[0],as_bar=True,ecolor='none',label='Signal')
plot_hist(*data_h,             fmt='o',     color='k',   label='Observed')
plot_fit_func(x, viz_pdf, p[1:], cov[1:,1:],  color='C2',label='Fit')
plot_fit_table(p,cov,parameters=pn)
legend(loc='center right')

plot_nsigma_contour(p,cov,[1,2],parameters=pn,fig=fig,
                    gridspec_kw=dict(left=.6));
















Figure













Fit with overall systematic uncertainty.  Result is shown on the left, and confidence contours to the right.












From the contour plot on the right, we see that [image: A_b] and [image: \alpha] are strongly anti-correlated, which is not too surprising as both [image: A_b] and [image: \alpha] will raise or lower the background template.






Shape ([image: x]-dependent)¶






Above, our systematic uncertainty only changed the overall normalisation of a template.  However, we can also think of systematic uncertainties that will change the shape of the template, or equivalently, depend on the independent variable [image: x].  That is, we can have

[image: g(x;\hat\theta) = (1+s(x))\cdot f(x;\hat\theta)\quad.]


In that case, we find










x     = IndexedBase('x',real=True)
alpha = symbols('alpha',real=True)
s     = Function('s',real=True)(x[i],alpha)
gg    = (1 + s) * f 
h     = Function('h')(alpha)
L     = (Product(gg,(i,1,m))*h).simplify()
Lcal  = Function('Lcal',real=True,positive=True)(x,thetahat,alpha)
Eq(Lcal,Eq(Product(g,(i,1,m)),L),evaluate=False)















[image: \displaystyle \mathcal{L}{\left(x,\hat{\theta},\alpha \right)} = \prod_{i=1}^{m} g{\left({x}_{i},\hat{\theta} \right)} = h{\left(\alpha \right)} \prod_{i=1}^{m} \left(s{\left({x}_{i},\alpha \right)} + 1\right) f{\left({x}_{i},\hat{\theta} \right)}]











and the logarithmic likelihood










ell  = sylog(L).expand(log=True,force=True).simplify()
elln = Function('ell',real=True)(x,thetahat,alpha)
Eq(elln,ell)















[image: \displaystyle \ell{\left(x,\hat{\theta},\alpha \right)} = \log{\left(h{\left(\alpha \right)} \right)} + \sum_{i=1}^{m} \left(\log{\left(s{\left({x}_{i},\alpha \right)} + 1 \right)} + \log{\left(f{\left({x}_{i},\hat{\theta} \right)} \right)}\right)]











where we again have parameterized [image: s] in terms of [image: \alpha].  Thus, our logarithmic likelihood is modified by the logarithm of the PDF of [image: \alpha] - [image: \log h(\alpha)].  We can therefore implement a decorator much as we did above, except the term [image: (1+s(x,\alpha))] depends on the independent variable [image: x].






If the function being decorated evaluates






[image: f(x;\hat\theta) = ...\quad,]







then the decorated function, with relative uncertainties [image: \delta^-,\delta^0], and [image: \delta^+], becomes






[image: f_w(x;\hat\theta) = \left[1+s(x,\alpha)\right]\cdot f(x;\hat\theta)\quad,]







where [image: s(x,\alpha)] interpolates between [image: \delta^-] and [image: \delta^+] over [image: \delta^0] according to the parameter [image: \alpha\in[-1,1]].  The interpolation will be dependent on [image: x], and we must therefore pass up, down, and possibly mid as values that depend on [image: x] (e.g., arrays).

We can specify different kinds of interpolation (see scipy.interpolate.interp2d).  Some important notes on the decorated and the decorated function.


	up and down must have opposite sign at each point. 

	The decorator adds an additional argument to the begining of the argument list. 

	The decorator adds an additional return value to the decorated function. 








Note, we may pass callable for down, up, and optionally mid.  If ev=None, then we will interpolate between the three function evaluations when the wrapped function is called.  Otherwise, we will evaluate these function at ev and interpolate between those points (with a static interpolator).  If up, down, and optionally mid are scalars (0-dimension objects), then we simply forward to overall_sys_pdf above.  Finally, we can pass value arrays for up, down, possibly mid, and ev which we will then interpolate (in [image: x] and [image: \alpha]) between (using a static object).









shape_sys_pdf


def shape_sys_pdf(down,up,mid=None,ev=None,kind='linear',logpdf=False,
                  extra=False,alpha_pdf=None,**kwargs):
    from scipy.interpolate import interp2d, interp1d 
    from scipy.stats import norm
    from numpy import vstack, sign, add, multiply, logical_and, logical_or, ndim, inf
    from functools import wraps

        
    op = add if logpdf else multiply
    if alpha_pdf is None:
        alpha_pdf = norm(0,1).logpdf if logpdf else norm(0,1).pdf 
    
    if callable(down) and callable(up) and (mid is None or callable(mid)):
        if mid is None:
            mid = lambda x : (up(x)+down(x))/2
            
        if ev is None:
            kw = kwargs.copy()
            
            def wrap(f):
                @wraps(f)
                def wrapper(x,alpha,*args,**kwargs):
                    z = vstack((down(x), mid(x), up(x))).T 
                    i = interp1d([-1,0,1],z,kind=kind,copy=True,bounds_error=False,
                                 assume_sorted=True,
                                 fill_value='extrapolate' if extra else (-inf,-inf),
                                 **kw)
                    return op.reduce((1+i(alpha), f(x,*args,**kwargs))), alpha_pdf(alpha) 
                
                return wrapper
            
            return wrap
            
        else:
            up,down,mid = up(ev), down(ev), mid(ev)

    if ndim(down) == 0 and ndim(up) == 0 and (mid is None or ndim(mid) == 0):
        return overall_sys_pdf(down,up,mid,kind=kind,logpdf=logpdf,
                               extra=extra,alpha_pdf=alpha_pdf,**kwargs)
    
    assert all(logical_or(sign(down) != sign(up), logical_and(down==0,up==0))), \
        f'Down {down} and up {up} must have opposite sign'
    
    if mid is None:
        mid = (down+up)/2
    z     = vstack((down,mid,up))
    inter = interp2d(ev,[-1,0,1],z,kind=kind,copy=True,bounds_error=False,
                     fill_value=None if extra else 0,**kwargs)
    
    def wrap(f):
        @wraps(f)
        def wrapper(x,alpha,*args,nopdf=False):
            return op.reduce((1+inter(x,alpha),f(x,*args,**kwargs))), alpha_pdf(alpha)
        
        return wrapper 
    
    return wrap 














Test¶






Let us do a small test of our decorator.  We will take a normal distribution and a systematic uncertainty that is linear in [image: x].










x = linspace(-3,3,31)
up = lambda x : 0.1 + 0.1 * x 
down = lambda x : -0.1 - 0.1 * x

@shape_sys_pdf(down,up)
def shape_pdf(x,*args):
    from scipy.stats import norm 
    
    return norm.pdf(x,*args)

plot(x, shape_pdf(x, 0)[0],label=r'$\alpha=0$')
plot(x, shape_pdf(x, 1)[0],label=r'$\alpha=-1$')
plot(x, shape_pdf(x,-1)[0],label=r'$\alpha=+1$')
legend();
















Figure













Modification by shape systematic uncertainty.












Let us time the difference between


	Evaluation of interpolation at runtime - i.e., when the wrapped function is called, and 

	pre-evaluated interpolations by passing arrays for up, down, and ev. 












ev    = linspace(-3,3,11)
aup   = up(ev)
adown = down(ev)

@shape_sys_pdf(down,up,ev=ev)
def ashape_pdf(x,*args):
    from scipy.stats import norm 
    
    return norm.pdf(x,*args)
  
%timeit shape_pdf(x,.5)
%timeit ashape_pdf(x,.5)















415 µs ± 3.25 µs per loop (mean ± std. dev. of 7 runs, 1000 loops each)
293 µs ± 712 ns per loop (mean ± std. dev. of 7 runs, 1000 loops each)













We see that the runtime evaluation is only marginally slower than the pre-evaluated interpolation.  We are thus free to pick which form is most suitable for us.






Example: Peak over backgrounds¶






We will revisit our example above (her), but this time we will add another background template to which we will add an [image: x] dependent systematic uncertainty.






First, we generate our new background template as uniform over [image: x] and with an increasing systematic uncertainty.










from numpy.random import uniform
from numpy import arange, zeros_like

backg2_x = uniform(0,10,size=100)
backg2_h = histogram(backg2_x, bins)
up       =  arange(0.01, 0.11, 0.005)
down     = -arange(0.005,0.055,0.0025)
mid      = zeros_like(up)
x        = (bins[1:]+bins[:-1])/2

@shape_sys_pdf(down,up,mid,ev=x)
@scale_pdf()
def backg2_f(x,h=histo_pdf(backg2_h[1],backg2_h[0])):
    return h(x)














Then, we draw the PDFs of the signal, and old and new backgrounds.










plot(x, signal_f(x,1),     label='Signal PDF')
plot(x, backg_f (x,1,1)[0],label='Background PDF')
plot(x, backg2_f(x,1,1)[0],label='Background PDF')
legend();
















Figure













Templates.












We generate a new data sample with the uniform background added in. We do, however modify it in an [image: x] dependent way with [image: +2\%] so that we may reconstruct that in the fit.










data_x    = concatenate((data_x,1.03*uniform(0,10,size=50)))
data_h    = histogram(data_x,bins)














Let us draw the three templates and our data.










plot_hist(*backg2_h,                        as_bar=True,ecolor='none',label='Background 2')
plot_hist(*backg_h, backg2_h[0],            as_bar=True,ecolor='none',label='Background 1')
plot_hist(*signal_h,backg2_h[0]+backg_h[0], as_bar=True,ecolor='none',label='Signal')
plot_hist(*data_h,                          fmt='o',     color='k',   label='Observed')
legend();
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Templates and data.












The PDF to fit is given by the three template PDFs [image: f_{B_1}], [image: f_{B_2}], and [image: f_S].   We define the total PDF, which must return

[image: \begin{pmatrix}    f_{B_1}(x;\alpha_1,A_{B_1}) + f_{B_2}(x;\alpha_2,A_{B_2}) + f_{S}(x;A_{S})\\   h_1(\alpha_1) h_2(\alpha_2)\end{pmatrix}\quad, ]
where [image: h_1] and [image: h_2] are the PDFs of the nuisance parameters [image: \alpha_1] and [image: \alpha_2], and [image: A_{\cdot}] are the individual scale parameters on the templates.










def pdf(x,alpha1,bg1,alpha2,bg2,sg1):
    b1 = backg_f (x,alpha1,bg1)
    b2 = backg2_f(x,alpha2,bg2)
    s  = signal_f(x,sg1)
    
    return b1[0]+b2[0]+s, b1[1]*b2[1]














We are ready to do our template MLE fit.   Note, we pass initial values for 6 parameters


	[image: \nu]: The overall normalisation (we expect [image: \approx 350])

	[image: \alpha_1]: Nuissance parameter on first background ([image: \approx 0])

	[image: A_{B_1}]: Scale of first background ([image: \approx 2])

	[image: \alpha_2]: Nuissance parameter on second background ([image: \approx 0])

	[image: A_{B_2}]: Scale of second background ([image: \approx 0.5])

	[image: A_{S}]: Scale of signal ([image: \approx 1])












p, cov = mle_fit(pdf,(bins,data_h[0]),(1,0,1,0,1,1),
                 extended=True,poisson=True,tol=1e-5)














We draw the templates, the data, and our fitted PDF, as well as contour plots of the parameters.










def viz_pdf(x,al1,ab1,al2,ab2,a):
    return pdf(x,al1,ab1,al2,ab2,a)[0]

fig = figure(figsize=(10,5))
ax  = fig.subplots(ncols=1,nrows=1,gridspec_kw=dict(right=.5))

pn  = [r'\nu',r'\alpha_1','A_{B_1}',r'\alpha_2','A_{B_2}','A_{s}']
ho  = dict(as_bar=True,ecolor='none')

plot     (x, viz_pdf(x,0,1,0,1,1), '--k',        label='PDF')
plot_hist(*backg2_h,                        **ho,label='Background 2')
plot_hist(*backg_h, backg2_h[0],            **ho,label='Background')
plot_hist(*signal_h,backg_h[0]+backg2_h[0], **ho,label='Signal')
plot_hist(*data_h,     fmt='o',     color='k',   label='Observed')
plot_fit_func(x, viz_pdf, p[1:], cov[1:,1:],color='C3',label='Fit')
plot_fit_table(p,cov,parameters=pn)
legend(loc='center right')

plot_nsigma_contour(p,cov,[1,2],parameters=pn,fig=fig,
                    gridspec_kw=dict(left=.6));
















Figure













Templates, data, and fit.  Result is shown on the left, with confidence contours on the right.












Important remarks on systematic uncertainties¶






Before leaving the systematic uncertainties, we will give a few very important remarks about the uncertainties we have modeled with overall_sys_pdf and shape_sys_pdf above.  These are in now way to be taken lightly: Understanding the underlying assumption makes all the difference between sound and meaningless (at best) results, or scientific dishonesty at worst.






First of all, it is important to realise that the systematic uncertainties modeled by both overall_sys_pdf and shape_sys_pdf are correlated over the independent variable [image: x].  That is, changing our result within the systematic uncertainty for some [image: x=x_0] implies changing the result for all [image: x\in D] where [image: D] is our independent variable range (the problem domain).  For overall_sys_pdf that is not surprising, but it may take a little consideration to see that this is also the case for shape_sys_pdf.   Remember, we have parameterized the uncertainty via the nuisance parameter [image: \alpha]. Changing [image: \alpha] effects [image: s(x,\alpha]) for all x.






The second point to consider is the probability density function [image: h] of the nuisance parameter [image: \alpha].  If nothing else is specified, we assume that probability distribution to be normal.  This assumption is valid if the effect of the systematic uncertainty is expected to be normal distributed and our uncertainties are given as one (relative) standard deviation away from the expectation.   This is generally a perfectly acceptable assumptions as we will often assess systematic uncertainties as exactly the variance of our template.  Such an estimate is typically called a standard deviation (or variance) estimate of the systematic uncertainty.

However, another common way of assessing a systematic uncertainty is to determine an envelope around the expectation.  For example, we could have that a given template is determined through simulations of some process.  We then vary the simulation (either by using a different model, or by changing the parameters of the simulation).  The envelope is then the maximum deviation that we observe in the template.  We call such an estimate of a systematic uncertainty for maximum deviation (or range) estimate of the systematic uncertainty.

The two different estimates: standard deviation and maximum deviation are not the same.  To see this, let us consider an example.  To keep things simple, we will consider a single value [image: y] with a true variance of unity and normal distributed around 0.  We can plot the half-maximum deviation ([image: \max(|y-\overline{y}|)/2]) versus the number of samples [image: n] (we will do [image: m] trials at each sample size) as a candle stick chart.






Half-range of data compared versus sample size.










from numpy import geomspace,array,sqrt,abs,diff
from matplotlib.pyplot import xscale, xlabel, ylabel, axhline, boxplot

def samp(nn):
    y =  normal(size=nn)
    y -= y.mean()
    y =  abs(y)
    return y.max()

n    = geomspace(2,100000,30).astype(int)
m    = 100
mx   = array([[samp(nn) for _ in range(m)] for nn in n])
boxplot(mx.T,positions=n,sym='',widths=concatenate(([.5],diff(n)/2)))
axhline(1,label=r'$\sigma=1$',ls='--',color='C1')
xscale('log')
xlabel('$n$')
ylabel(r'$\max|y-\overline{y}|/2$')
legend();




























We see that the maximum deviation is highly dependent on the sample size [image: n], and is an good estimate of the standard deviation for very small samples and even then it is rather poor.






Another option is to use the range (ndarray.ptp in NumPy) of the sample

[image:  R = \max y - \min y\quad,]


to estimate the standard deviation.










r   = array([[normal(size=nn).ptp() for _ in range(m)] for nn in n])
boxplot(r.T,positions=n,sym='',widths=concatenate(([.5],diff(n)/2)))
axhline(1,label=r'$\sigma=1$',ls='--',color='C1')
xscale('log')
xlabel('$n$')
ylabel(r'$R = \max y-\min y$')
legend();
















Figure













Range of data as a function of sample size.












which does not provide a much better estimate of the standard deviation.






In general, for a random variable [image: x] with probability density function [image: f] and cumulative density function [image: F], we have that the range) has the cumulative distribution function






[image: G(R) = N\int_{D}\mathrm{d}x\, f(x)\left[F(x+R)-F(x)\right]^{N-1}\quad,]






where [image: N] is the sample size and [image: D] is the domain of the PDF and CDF. In practise this is almost impossible to evaluate.   The paper Improving on the Range Rule of Thumb provides a number of suggestions for how to go from the range of sample to the standard deviation for the normal, exponential, and uniform distributions






[image: \begin{align*}   \sigma\approx\begin{cases}     \frac{R}{3\left(\sqrt{\log N} - \tfrac12\right)} & \mathcal{N}\\     \frac{R}{\log N + \tfrac49}                      & \mathcal{E}\\     \frac{R}{\sqrt{12}}\frac{N+1}{N-1}               & \mathcal{U}\\   \end{cases}\quad, \end{align*}]






where [image: R=\max y - \min y] is the observed range, and [image: N] is the sample size.






In the definition of overall_sys_pdf and shape_sys_pdf, we allow the user to pass an explicit (logarithmic) probability distribution for the nuisance parameter [image: \alpha].  In the case of maximum deviation type systematic uncertainties, it may be tempting to pass the uniform PDF

[image: h(\alpha) = \frac{1}{2}\begin{cases} 1 & |x| \leq 1\\ 0 & |x| > 1\end{cases}.]


However, as is clear from the above, unless we have a great many number of samples, it is not reasonable to assume that we have indeed sampled the whole range.  A more conservative ansatz for small [image: N] is to assume we have sampled half the interval, and our PDF should be

[image: h(\alpha) = \frac{1}{4}\begin{cases} 1 & |x| \leq 2\\ 0 & |x| > 2\end{cases}.]







A final consideration concerning systematic uncertainties.  If two templates share a systematic uncertainty, we must be careful not to evaluate the nuisance parameter [image: \alpha] probability more than once.  The easiest way to do this, is to define a combined PDF for the to templates and then decorate that PDF with either overall_sys_pdf or shape_sys_pdf.






For example










@scale_pdf()
def bg1(x,h=backg_f):
    return h(x)

@scale_pdf()
def bg2(x,h=backg2_f):
    return h(x)














with the collected background PDF with an overall systematic uncertainty










@overall_sys_pdf(down=-0.05, up=0.03)
def bg(x,a1,a2):
    return bg1(x,a1) + bg2(x,a2)














In general, if parts of our template PDFs shares parameters we must take care to write our final PDF to take that into account.






Summary¶






We have seen how we can use binned maximum likelihood estimates to perform templating fitting. We have developed the function histo_pdf to make a histogram into a probability density function we can use in such (and other) fits.  We have developed the decorators scale_pdf to insert a scale parameter on a PDF, and overall_sys_pdf and shape_sys_pdf to introduce nuisance parameters to model systematic uncertainties.

We have not developed a large systematic framework for template fitting (such as for example HistFactory in ROOT) - rather we have opted for a simpler implementation in which choices are made transparent and up-front.  We have used the power of Python to express complex PDFs in a rather straight forward manner, leaving all the hard decisions to the user.  This is by design: The user must be aware of the choices made to ensure proper analysis rather than relying on black-box implementations to always make the right choice for them.










histo_pdf.__doc__ = \
    """Generate a PDF function from a histogram 
    
    Parameters
    ----------
    x : array-like 
        Bin centres of the histogram (assume sorted)
    y : array-like 
        Bin content of the histogram 
    kind : str 
        The kind of interpolation to use.  
        See also `scipy.interpolate.interp1d` 
        
        'linear'    : Linear interpolation 
        'nearest'   : Value at nearest point 
        'zero'      : Zero-order spline  
        'slinear'   : Linear spline 
        'quadratic' : Quadratic spline 
        'cubic'     : Cubic spline 
        'previous'  : Value before 
        'next'      : Value after
    
    extra : bool
        If true, extrapolate according to `kind` beyond range
        of `x` 
        
    Returns
    -------
    f : callable 
        Function representing an unnormalized PDF of the histogram
    """

















scale_pdf.__doc__ = \
    """Decorate to add norm to a PDF (any PDF)
    
    Parameters
    ----------
    logpdf : bool
        If true, assume decorated function returns logarithm of 
        the PDF 
        
    Returns
    -------
    wrapper : callable 
        A decorator that has norm fixed to n 
    """

















overall_sys_pdf.__doc__ = \
    """A decorate that adds an overall systematic uncertainty to a PDF
    
    The uncertainties are assumed to be given as relative uncertainties.
    Down and up should have opposite signs 
    
    If several PDFs share the same systematic uncertainty, one best first 
    define a sum PDF and decorate that function 
    
        def pdf1(x,a):
            return 
            
        def pdf2(x,b):
            return
            
        @shape_sys_pdf(...)
        def pdf12(x,a,b):
            return pdf1(x,a)+pdf2(x,b)

    Parameters
    ----------
    down : scalar
        Downward uncertainty 
    up : scalar
        Upward uncertainty 
    mid : scalar (optional)
        If given, the central value of the uncertainty 
    kind : str  
        Interpolation kind (see scipy.interpolate.interp1d)
    logpdf : bool
        If true, assume decorated function returns logarithm of 
        the PDF 
    alpha_pdf : callable (optional)
        The (logarithm of) PDF of the nuissance parameter alpha.  If not given 
        assume it is normal distributed (mean of zero, standard deviation of 1). 
        If the nuissance parameter is not normal distributed (e.g., it is a 
        "maximum deviation" parameter) then one must supply an appropriate PDF here. 
        
        For example, if the nuissance parameter is "maximum deviation", then an 
        appropriate PDF would be a uniform distribution.  
        
            scipy.stats.uniform(-1,1).pdf
            
        Note, however, that this assumes the up and down boundaries are absolute, 
        which may not be reasonable (in evaluating the maximum deviation, we may
        not have sampled the entire parameter space).  A more reasonable ansatz is 
        to assume that we have sampled half the parameter space, so that our 
        nuissance parameter limits reflect half of the possible range. In that case
        the appropriate PDF would be 
        
            scipy.stats.uniform(-2,2).pdf
            
        which has a standard deviation of 2*sqrt(3)/3 = 1.15... .  Note, if one wants 
        to convert a maximum deviation uncertainty to a normal one standard deviation 
        uncertainty, one simply divides the maximum by sqrt(3).
        
        Note, if `logpdf=True`, then one must pass the logarithm of the PDF of alpha. 
        For example, 
        
            scipy.stats.uniform(-2,2).logpdf 
        
        In any case, the callable must have the exact form 
        
            def alpha_pdf(alpha):
                return ... 

    Returns
    -------
    wrap : callable 
        A decorator that adds a systematic uncertainty (nuissance) parameter 
    """

















shape_sys_pdf.__doc__ = \
    """A decorate that adds a shape systematic uncertainty to a PDF
    
    The uncertainties are assumed to be given as relative uncertainties.
    Down and up should have opposite signs 
    
    If several PDFs share the same systematic uncertainty, one best first 
    define a sum PDF and decorate that function 
    
        def pdf1(x,a):
            return 
            
        def pdf2(x,b):
            return
            
        @shape_sys_pdf(...)
        def pdf12(x,a,b):
            return pdf1(x,a)+pdf2(x,b)
    
    Parameters
    ----------
    down : array-like, scalar, or callable
        Downward uncertainty 
    up : array-like, scalar, or callable
        Upward uncertainty 
    mid : array-like, scalar, or callable (optional)
        If given, the central value of the uncertainty 
    ev : array-like (optional) 
        Where the uncertainties are given in case 
        `up`, `down`, and possibly `mid` need to be evaluated 
        or are evaluated. 
    kind : str  
        Interpolation kind (see scipy.interpolate.interp1d)
    logpdf : bool
        If true, assume decorated function returns logarithm of 
        the PDF 
    alpha_pdf : callable (optional)
        The (logarithm of) PDF of the nuissance parameter alpha.  If not given 
        assume it is normal distributed (mean of zero, standard deviation of 1). 
        If the nuissance parameter is not normal distributed (e.g., it is a 
        "maximum deviation" parameter) then one must supply an appropriate PDF here. 
        
        For example, if the nuissance parameter is "maximum deviation", then an 
        appropriate PDF would be a uniform distribution.  
        
            scipy.stats.uniform(-1,1).pdf
            
        Note, however, that this assumes the up and down boundaries are absolute, 
        which may not be reasonable (in evaluating the maximum deviation, we may
        not have sampled the entire parameter space).  A more reasonable ansatz is 
        to assume that we have sampled half the parameter space, so that our 
        nuissance parameter limits reflect half of the possible range. In that case
        the appropriate PDF would be 
        
            scipy.stats.uniform(-2,2).pdf
            
        which has a standard deviation of 2*sqrt(3)/3 = 1.15... .  Note, if one wants 
        to convert a maximum deviation uncertainty to a normal one standard deviation 
        uncertainty, one simply divides the maximum by sqrt(3).
        
        Note, if `logpdf=True`, then one must pass the logarithm of the PDF of alpha. 
        For example, 
        
            scipy.stats.uniform(-2,2).logpdf 
            
        In any case, the callable must have the exact form 
        
            def alpha_pdf(alpha):
                return ... 
                

    Returns
    -------
    wrap : callable 
        A decorator that adds a systematic uncertainty (nuissance) parameter 
    """























Generalized Curve Fitting¶






Linear, non-linear and maximum likelihood fitting¶
We have created the functions lin_fit,lsq_fit and mle_fit which all fit the parameters of a model to data and all return the parameter values and the covariance matrix. We therefore write a function that gives us access to all the methods of curve fitting via one interface. We will call this function fit plain and simple. The kind of curve fitting we perform depends on what arguments we give


	If the function we provide is of the form 



  
[image: f(x,p) = \sum_{i=1}^{M} p_if_i(x)\quad,]

  
  given as the [image: (f_1,\ldots,f_M)] sequence, we perform a linear curve fitting, where they following arguments are

	The independent variable [image: x=\{x_1,\ldots,x_N\}] 

	The dependent variable [image: y=\{y_1,\ldots,y_N\}] 

	Optionally, the uncertainties [image: \delta_y=\{\delta_{y_1},\ldots,\delta_{y_N}\}] 




	Otherwise, if the number of the following arguments is less than 3, then we perform an MLE curve fitting, where the arguments are


	The observations [image: o=\{o_1,\ldots,o_N\}] or the bin boundaries and counts  [image: (b,o)=(\{b_1,\ldots,b_{N+1}\},\{o_1,\ldots,o_N\})]  for a binned MLE.  

	The initial values [image: p_0=\{p_1,\ldots,p_M\}] of the parameters 
  





	If none of the above conditions are met, we perform a least-squares curve fit with the subsequent arguments are


	The independent variable [image: x=\{x_1,\ldots,x_N\}] 

	The dependent variable [image: y=\{y_1,\ldots,y_N\}] 

	The initial values [image: p_0=\{p_1,\ldots,p_M\}] of the parameters 

	Optionally, the uncertainties [image: \delta_y=\{\delta_{y_1},\ldots,\delta_{y_N}\}] 

	Optionally, the uncertainties [image: \delta_x=\{\delta_{x_1},\ldots,\delta_{x_N}\}] 







Other arguments or keyword arguments are passed to the underlying functions.








fit


def fit(f,*args,**kwargs):
    try:
        iter(f)
        return lin_fit(f,*args,**kwargs)
    except TypeError:
        pass 
    except:
        raise
    
    if len(args) < 3:
        return mle_fit(f,*args,**kwargs)
    
    return lsq_fit(f,*args,**kwargs)














Let us repeat some of the fits we have made in the previously.






Først, we define data for the linear fit.










from numpy import ones_like, arange, array

xlin = arange(0,105,5)
ylin = array([-.849, -.738, -.537, -.354, -.196, -.019, 0.262, 
              0.413, 0.734, 0.882, 1.258, 1.305, 1.541, 1.768, 
              1.935, 2.147, 2.456, 2.676, 2.994, 3.200, 3.318])

flin = [lambda x: ones_like(x), lambda x: x, lambda x: x**2]
plin = lambda x,*p : p[0]+p[1]*x+p[2]*x**2

clin = {'t': '  LIN',
        'f':    flin,
        'args': (xlin,ylin,ones_like(ylin)*0.05), 
        'F':    plin}














Note that we define plin in order to plot the function.

Next, we define our setup for the non-linear fit.










from numpy import linspace, pi, sqrt

ylsq = array([  7,   2,   6,  12,  15,  18,  31,  29,  27,  27,  41,  35,
               37,  37,  63,  71, 102,  95, 115, 202, 190, 113,  86,  68,
               74,  79,  75,  79,  68,  62,  69,  81,  79,  85,  87,  68,
               70,  89,  77,  70,  71,  62,  85,  62,  73,  70,  59,  61,
               77,  61,  62,  73,  67,  71,  75,  66,  73,  71,  71,  49])
xlsq = linspace(0,3,len(ylsq),endpoint=False)

flsq = lambda x,a1,a2,a3,a0,gamma,e0: \
    a1+a2*x+a3*x**2+a0*(gamma/(2*pi))/((x-e0)**2+(gamma/2)**2)

clsq = {'t': 'LSQ',
        'f': flsq,
        'args': (xlsq,ylsq,(0,0,0,1000,.1,1),sqrt(ylsq)), 
        'plot': (xlsq,ylsq,sqrt(ylsq)) }














Finally, we can make our data for the MLE fit. Since we want to give the logarithmic PDF we also define pmle to draw our function.










from numpy.random import exponential
from numpy import inf, exp, log 

bmle = linspace(0,3,31)
ymle = exponential(size=100)
ymle = ymle[ymle<3]

hmle = histogram(ymle,bmle,normalize=True)

fmle = lambda t,tau: \
    -(log(tau)+log(1-exp(-3/tau)))-t/tau if tau > 0 else -inf
pmle = lambda t,tau: exp(-t/tau)/(1-exp(-3/tau))

cmle = {'t': 'MLE',
        'f': fmle,
        'args': (ymle,[1]),
        'kwargs': {'logpdf':True},
        'F':    pmle,
        'plot': (hmle[1],hmle[0],hmle[3])}














We make a list of the configurations above and perform the fit s and plot.










from matplotlib.pyplot import subplots

tests = [clin,clsq,cmle]

fig, ax = subplots(ncols=len(tests),figsize=(10,4))
for t, a in zip(tests,ax):
    p, cov = fit(t['f'],*t['args'],**t.get('kwargs',{}))    
    xy     = t.get('plot',t['args'])
    dx     = (xy[0][1]-xy[0][0])/2
    plot_fit(*xy,
            t.get('F', t['f']), p, cov, axes=a,
            data={'fmt':'none','label':'Data','xerr':dx},
            fit={'label':'Fit'},
            legend={'loc':'lower center'})
    a.set_title(t['t'])
fig.tight_layout()
















Figure













Examples of using generalized fit function in different cases.












Note that we can also perform extended maximum likelihood estimates (possibly in bins) with fit.






Summary¶
We have seen that we can include uncertainties on the independent variable in a curve fit. If we have data of the form

[image: \{(x_i\pm\delta_{x_i},y_i\pm\delta_{y_i})|i=1,\ldots,N\}\quad,]
we must minimize

[image: \chi^2 = \sum_{i=1}^{N}\frac{(y_i-f(x_i))^2}{\delta_i^2}\quad,]
where the uncertainties [image: \delta_i] are given by usual propagation of uncertainties

[image: \delta_i^2 = \left(\frac{\partial f(x_i)}{\partial x}\right)^2\delta_{x_i}^2 + \delta_{y_i}^2\quad,]
here, [image: \delta_i^2] is called the effective variance. All other results regarding the least squares method can be transferred.

We have also seen that introducing the effective variance is not entirely trivial numerically. We have developed a method, and the drop-in function curve _fit (alias for lsq_fit), which uses an iterative method to fit the curve to a data set such as the one above.

Vi have made the unified fitting interface fit which does linear and non-linear least-squares, and maximum likelihood fits of a function to data.  The function will return the found parameter values as well as the covariance matrix.

Furthermore, we have seen how we can use SymPy to easily move from analytical (symbolic) calculations to numerical calculations.










fit.__doc__=\
"""Unified interface for curve fitting 

This function provides a unified interface for fitting 
functions to data.  Exactly which kind of fit is used depends on 
the data passed.  

- If the function we provide is of the form
 
      f(x,p) = sum_i^M p_i f_i(x)
  
  given as the sequence (f_1,...,f_M), we perform a linear curve fitting, 
  where the following arguments are 
  
  - The independent variable x
  - The dependent variable y 
  - Optionally, the uncertainties delta 
  
- Otherwise, if the number of the following arguments is less than 3, 
  then we perform an MLE curve fitting, where the arguments are
  
  - The observations x, or bin boundaries and counts (b,x)
  - The initial values p_0 of the parameters
  
  For binnned MLE, the bin boundaries must be one larger than the counts.  Counts are 
  either raw counts (density=False), number density (dN/dx, density=1), or normalized 
  number density (1/N dN/dx, density=N - possibly a float)
  
- If none of the above conditions are met, we perform a least-squares curve fit with the
  subsequent arguments
  
  - The independent variable x
  - The dependent variable y 
  - The initial values p_0 of the parameters
  - Optionally, the uncertainties delta_y
  - Optionally, the uncertainties delta_x
  

Other arguments or keyword arguments are passed to the underlying functions. 

Parameters
----------
f : callable or sequence of callables 
    Function to fit to data 
args : tuple 
    Further arguments 
kwargs : dict 
    Keyword arguments
    
See also 
--------
mle_fit, lin_fit, lsq_fit, plot_fit, plot_fit_func, plot_fit_table, chi2nu, residuals 

"""























Simultaneous curve fitting in regions¶






Purpose¶

	Being able to make simultaneous maximum likelihood estimates across multiple regions (channels)

	Understand the strengths and disadvantages of this method








The problem¶
A commonly used technique in data processing, especially in experimental high energy particle physics, is simultaneous fitting across multiple data regions. We can imagine the following scenario:


	We have a model or measurements that predict a particular signal in a specific area (region or channel).
  It can for example. be the mass of a postulated particle in the invariant mass spectrum.

	In other areas, the model predicts other or no signals.

	In addition, we have models or other predictions for the background of our observations.

	The background may be well known in one area but less well known in others



We would now like to find out if our data is consistent with the postulated signal. We will use one area to control our model for background and possibly known signals while we will search for the signal in another area.






Using EB-MLE¶






We will work from a concrete example in this chapter. However, we will still develop general techniques that can be used in other cases.






Example: Two channels¶






First of all, let's make some data. We start by setting the seed.










from numpy.random import seed 

seed(1234)














First channel¶
We start with a region where we have


	A flat background [image: B_{1,1}]

	Another flat background over half the interval [image: B_{1,2}]

	A (known) normal distributed signal [image: S_1]








First, the bins we want to put data into










from numpy import linspace

r1_b = linspace(0,10,11)
r1_x = (r1_b[1:]+r1_b[:-1])/2














Since we want to make histogram PDFs of our distributions, we do a simple function to provide these, while keeping the code clear and short










def make_pdf(bins,sample,overall=None):
    h = histogram(sample,bins)
    
    if overall is not None:
        
        @overall_sys_pdf(overall[0],overall[1])
        @scale_pdf()
        def f(x,hist=histo_pdf(h[1],h[0])):
            return hist(x)
        
    else:
        
        @scale_pdf()
        def f(x,hist=histo_pdf(h[1],h[0])):
            return hist(x)
    
    return h, f














Next, we make our backgrounds and signal










from numpy.random import uniform, normal 

bg2_overall = (-.05,+.05)

r1_bg1_h,r1_bg1_f = make_pdf(r1_b,uniform(r1_b[0],r1_b[-1],  size=100))
r1_bg2_h,r1_bg2_f = make_pdf(r1_b,uniform(r1_b[0],r1_b[-1]/2,size=100),overall=bg2_overall)
r1_sg_h, r1_sg_f  = make_pdf(r1_b,normal(2,.1,               size=100))














We make our data in this region. Note that we make the strength ratios slightly different from the templates.










from numpy import concatenate

r1_dt_x = concatenate((uniform(r1_b[0],r1_b[-1],  size=50),
                       uniform(r1_b[0],r1_b[-1]/2,size=120),
                       normal(2,.5,               size=30)))
r1_dt_h = histogram(r1_dt_x, r1_b)














The total PDF for this region thus becomes










def r1_f(x,bg1_scale,bg2_alpha,bg2_scale,sig_scale):
    b1 = r1_bg1_f(x,bg1_scale)
    b2 = r1_bg2_f(x,bg2_alpha,bg2_scale)
    return b1 + b2[0] + r1_sg_f(x,sig_scale), b2[1]














Second channel¶

	A flat background [image: B_{2,1}] with the same scaling as [image: B_{1,1}]

	An exponential background [image: B_{2,2}] with the same systematic uncertainty as [image: B_{1,2}]

	A postulated normal distributed signal [image: S_2]



We define the bins and the distributions in this region










r2_b = linspace(0,10,11)
r2_x = (r1_b[1:]+r1_b[:-1])/2

from numpy.random import exponential

r2_bg1_h,r2_bg1_f = make_pdf(r2_b,uniform(r2_b[0],r2_b[-1],size=100))
r2_bg2_h,r2_bg2_f = make_pdf(r2_b,exponential(4,           size=100),overall=bg2_overall)
r2_sg_h, r2_sg_f  = make_pdf(r2_b,normal(4,1,              size=100))














Next, we create our data and PDF in this region.










r2_dt_x = concatenate((uniform(r2_b[0],r2_b[-1],     size=100),
                      0.5 * uniform(r2_b[0],r2_b[-1],size=150),
                      normal(4,1,                    size=100)))
r2_dt_h = histogram(r2_dt_x, r2_b)

def r2_f(x,bg1_scale,bg2_alpha,bg2_scale,sg_scale):
    b1 = r2_bg1_f(x,bg1_scale)
    b2 = r2_bg2_f(x,bg2_alpha,bg2_scale)
    return b1 + b2[0] + r2_sg_f(x,sg_scale), b2[1]














Fitting separately¶
Before proceeding with the simultaneous fitting, we first try fitting in each channel separately.










r1_p, r1_c = mle_fit(r1_f,(r1_b,r1_dt_h[0]),(1,1,0,1,1),
                     extended=True,poisson=True)
r2_p, r2_c = mle_fit(r2_f,(r2_b,r2_dt_h[0]),(1,1,0,1,1),
                     extended=True,poisson=True)














Below we draw the result. As we will do this a couple of times, we write a small function to help us.










p_n = [r'\nu_{R}','A_{B_{R,1}}',r'\alpha_{B_{R,2}}','A_{B_{R,2}}','A_{S_{R}}']

def plot_channel(r,x,bg1,bg2,sg,dt,f,p,cov,off=1,tab=True, pn=p_n):
    gca().set_title(f'Region {r}')

    h_o = lambda c, l : dict(as_bar=True,alpha=.3,color=c,ecolor=c,label=l)

    plot_hist(*bg1,              **h_o('C0',f'$B_{{{r};1}}$'))
    plot_hist(*bg2,bg1[0],       **h_o('C1',f'$B_{{{r};2}}$'))
    plot_hist(*sg, bg1[0]+bg2[0],**h_o('C2',f'$S_{{{r}}}$'))
    plot_hist(*dt, fmt='ok',label='Data')
    plot_fit_func(x, lambda x,*p : f(x,*p)[0], p[off:],cov[off:,off:],
                  color='C5',label='Fit')
    if tab:
        plot_fit_table(p,cov,parameters=[s.replace('R',f'{r}') for s in pn])
    
    gca().legend(loc='center right')














And now for the plot.










from matplotlib.pyplot import subplots, gca, sca

fig, ax = subplots(ncols=2,figsize=(10,6),sharey=True,
                   gridspec_kw={'wspace':0})
sca(ax[0])
plot_channel(1,r1_x, r1_bg1_h, r1_bg2_h, r1_sg_h, r1_dt_h, r1_f, r1_p, r1_c)

sca(ax[1])
plot_channel(2,r1_x, r2_bg2_h, r2_bg2_h, r2_sg_h, r2_dt_h, r2_f, r2_p, r2_c)

fig.tight_layout()
















Figure













Two regions, with separate fits in each region.












For the two regions, we expect










from IPython.core.display import Markdown, Latex, HTML

r1_e = [[r1_dt_h[0].sum()]+[k/h[0].sum() for k,h in 
                       zip([50,120,30],[r1_bg1_h,r1_bg2_h,r1_sg_h])]]

display(Latex('$'+format_data_table(r1_e,columns=[s.replace('R','1')
                                                 for s in p_n 
                                                 if 'alpha' not in s],
                                   mode='latex',nsig=2)+'$'))

r2_e = [[r2_dt_h[0].sum()]+[k/h[0].sum() for k,h in 
                       zip([100,150,100],[r2_bg1_h,r2_bg2_h,r2_sg_h])]]

display(Latex('$'+format_data_table(r2_e,columns=[s.replace('R','2') 
                                                 for s in p_n 
                                                 if 'alpha' not in s],
                                   mode='latex',nsig=2)+'$'))















[image: \begin{array}{|cccc|} \hline \nu_{1}&A_{B_{1,1}}&A_{B_{1,2}}&A_{S_{1}}\\ \hline 200&0.50&1.2&0.30\\ \hline \end{array}]







[image: \begin{array}{|cccc|} \hline \nu_{2}&A_{B_{2,1}}&A_{B_{2,2}}&A_{S_{2}}\\ \hline 350&1.0&1.5&1.0\\ \hline \end{array}]












Simultaneous¶
We will now make our simultaneous fit. We need a function to make our EB-MLE over all data. For this purpose we make the function simul_mle_fit. It takes a series of (data, function, options) elements, one for each channel where each element is


	data histogram or observations of data

	function function to be customized in this channel

	options (optional) Keyword arguments we will pass on to our logarithmic likelihood



In addition, the function requires that we provide initial values for all elements - 
including [E-MLE normalizations (see here)
(zero or one per channel). E-MLE normalizations must always come first.)

The function works by calling a logarithmic likelihood function (llh or binned_llh - depending on data) for each channel with function, data of each channel and all the current parameter values., and then add all the logarithmic likelihoods together.

Note that all functions in all channels get all parameters (except for the E-MLE normalization).








simul_mle_fit


def simul_mle_fit(regions,p0,*args,**kwargs):
    from functools import partial
    from numpy import sum, concatenate

    lf = []
    o  = 0
    for r in regions:
        tmp = kwargs.copy()

        try:
            f,data,opts = r
            tmp.update(opts)
        except:
            f,data = r

        tomin,kw = sel_llh(r[1],tmp)

        if kw.get('extended',False):
            lf.append([tomin,f,data,o,kw])
            o += 1
        else:
            lf.append([tomin,f,data,-1,kw])

    start = o
    def tomax(f,data,*theta,**kws):
        th,*_ = theta
        return sum([tomin(f,data,concatenate((th[o:o+1],th[start:])),**kw,**kws)
                    for tomin,f,data,o,kw in lf])

    for k in ['extended','logpdf','normalized','xtra',
              'density','cdf','poisson','raw_n','log_Gamma_Nn']:
        kwargs.pop(k,None)  # Sanitize 
        
    return maximize_llh(None,None,p0,tomax,*args,kw={},**kwargs)














We are now almost all set. We create a function for each region that takes all parameters (except E-MLE normalization) and delegates them appropriately. Notice that


	[image: B_{1,1}] and [image: B_{2,1}] share the scale parameter

	[image: B_{1,2}] and [image: B_{2,2}] share systematic uncertainty



We incorporate that into our functions










def r1_cf(x,r1_b1_scale,r1_b2_alpha,r1_b2_scale,r2_b2_scale,r1_s_scale,r2_s_scale):
    return r1_f(x,r1_b1_scale,r1_b2_alpha,r1_b2_scale,r1_s_scale)

def r2_cf(x,r1_b1_scale,r1_b2_alpha,r1_b2_scale,r2_b2_scale,r1_s_scale,r2_s_scale):
    return r2_f(x,r1_b1_scale,r1_b2_alpha,r2_b2_scale,r2_s_scale)

p0 =  (3,4,1,0,1,1,1,1)

p, cov, o = simul_mle_fit(((r1_cf,(r1_b,r1_dt_h[0])),
                           (r2_cf,(r2_b,r2_dt_h[0]))),
                          p0,extended=True,poisson=True,full_output=True)














Let's draw the result.










fig, ax = subplots(ncols=3,figsize=(10,6),sharey=True,
                   gridspec_kw={'width_ratios':(4,4,2),'wspace':0})

sca(ax[0])

sca(ax[0])
plot_channel(1,r1_x, r1_bg1_h, r1_bg2_h, r1_sg_h, r1_dt_h, r1_cf, p, cov,2,tab=False)

sca(ax[1])
plot_channel(2,r1_x, r2_bg2_h, r2_bg2_h, r2_sg_h, r2_dt_h, r2_cf, p, cov,2,tab=False)

ax[2].set_axis_off()
plot_fit_table(p,cov,ax=ax[2],
               parameters=[r'\nu_1',r'\nu_2',
                           'A_{B_{1,1}}',r'\alpha_{B_{1,2}}','A_{B_1,2}',
                           'A_{B_{2,1}}','A_{S_1}','A_{S_2}'])

fig.tight_layout()
















Figure













Simultaneous adaptation across both regions. The parameter values are shown on the right.












We see that our fit comes close to what we expect (given the small counts). In the first channel we get our model validated and our search for signal in the second channel gives a signal over background of










def sg_over_bg(p):
    return p[-1] / p.sum()

sel = [4,5,7]
res = format_result(sg_over_bg(p[sel]),
                    [propagate_uncertainty(sg_over_bg,
                                           p[sel],
                                           cov[sel,sel])],
                   name=r'\mu')

from IPython .core. display import Latex
display(Latex('$$'+res+'$$'))















[image: \mu=0.35186\pm0.00006]












in good agreement with our input






[image: \frac{1}{1+1.5+1}=\frac{2}{7}\approx 0.3\quad.]






Blind analysis¶






There is a general concern when we perform an analysis that we can select data or select parameters so that we select the result that we want. For example, we can select data such that we see a clear signal over background, or choose areas to adjust in such a way that a parameter take on the "wanted" value, although a more inclusive analysis would produce a different result.

One way to avoid such, most often unconscious, subjective biases in our analysis is to perform a blind analysis. By blind analysis we mean that we do not know the final result until we have performed virtually all checks. For example, we can perform our entire analysis on simulated data, and only when we are ready do the analysis on data.

We may also have the privilege of dividing our data into several separate areas (channels) where the signal or parameter we are interested in is isolated in one or more channels, while other channels consist mainly of backgrounds, which may be known. These areas that are not supposed to contain the signal are called sidebands. In this situation, we can perform the first part of our analysis so that we find the best description of the background in the side bands. When we are ready, we expand our analysis with the signal regions such that the description from the side bands is used in the signal channels.

In such a situation one will perform (simultaneous) fits over sidebands, and when that analysis is satisfactory we can extend our analysis so that we perform simultaneous fit across sidebands and signal areas.

It is worth noting a few things about blind analysis. First of all, it is good faith methodology. There is nothing formal that keeps one from "cheating" and perform the full analysis, other than the agreement not to do so, or external technical restrictions. Nor is there any statistical theory or methodology to ensure that subjective biases still do not occur. That said, it is a simple and healthy approach to analysis that tries to minimize potential problems.






Summary¶






We have developed the function simul_mle_fit to perform simultaneous fitting across multiple regions (or channels). We have seen how we can use this to model e.g., signal over background in multiple channels for validation with known signals or the like.










simul_mle_fit.__doc__=\
    """Perform simulatinous MLE fit over several regions

    This will fit a combined function to data in several regions.  
    
    Each region has it's own data and it's own model function.  The kind 
    of MLE to do in each region can also be customized. 
    
    Parameters
    ----------
    regions : sequence of containers 
        A sequence of regions.  Each region is specified as 
        
        data : array-like, (array-like,array-like)
            Data for the region (either observations, or a binned data)
        func : callable 
            Function to model the data in the region.  Note, all 
            functions receive all parameters (except extended overall scaling).  
            It is up to the user to extract the needed parameters for a given 
            region 
        kw : dict (optional)
            Additional keyword arguments to pass to the logarithmic 
            likelihood function (either `binned_llh` or `llh`).  These 
            update the general keywords passed to `simul_mle_fit` 
            
    p0 : array-like 
        Initial parameters.  This must be _all_ parameters used in the 
        fit.  Extended scale parameters must come first in the container. 
        
        Note, all functions in all regions receive _all_ parameters 
        (except the extended scale parameters), and it is up to the 
        user to filter out hte relevant parameters for a given region.
        
    *args : tuple 
        Additional arguments 
        
    **kwargs : dict 
        Keyword arguments 
        
        extended : bool 
            Perform an extended MLE
        logpdf : bool 
            If the functions are logarithmic PDFs pass True for this
        normalized : bool 
            If we're doing extended fits, and the PDFs are not normalised
            pass False for this. Has no effect for Poisson binned fits. 
        xtra : callable
            Extra stuff to add to logarithmic PDF
        density : bool, int, float 
            For binned likelihood fits. 
        cdf : bool 
            For binned likelihood fits
        poisson : bool 
            For binned likelihood fits. 
        raw_n : array-like 
            Cached calculation of raw count equivalent 
        log_Gamma_Nn : float 
            Cached calculation of binned corrections 
            
        Other arguments are passed to `scipy.optimize.minimize`
    
    Returns
    -------
    p : array-like 
        Found parameter values (including possibly extended normalisations)
    cov : array-like 
        Covariance of parameters 
    opt : OptimizeResult (optional)
        If `full_output=True` is passed, also get full result 
        from `minimize`. 
    

    See also 
    --------
    mle_fit, llh, binned_llh, plot_fit, plot_nsigma_contour, fit 
    """























More information¶
Statistics¶

	L.Wasserman All of Statistics, Springer, 2005

	H.Cramér Mathematical Methods of Statistics, Princeton University Press, 1999

	A.Stuart Kendall's Advanced Theory of Statistics, Wiley, 2010

	S.Ditlevsen og H.Sørensen Introduktion til Statistik, IMF, 2018

	Wikipedia - scientific articles are generally good.








Data analysis¶







	P.Bevington og D.K.Robinson Data Reduction and Error Analysis for the Physical Sciences, McGraw-Hill, 2003

	G.Cowan Statistical Data Analysis, Oxford Univeristy Press, 1998

	O.Behnke et al Data Analysis in High Energy Physics, Wiley-VCH, 2013 (PDF)

	L.Lyons A Practical Guide to Data Analysis for Physical Science Students, Cambridge, 1991 
(PDF)

	L.Lyons Statistics for Nuclear and Particle Physicists, Cambridge, 1986








Python¶







	C.Rossant IPython Cookbook, 2018

	Department of Physics at NTNU NumFys

	YouTube (e.g., this playlist) There is a wealth of "tutorials" on YouTube - some better than others. Search for them








Other notes¶







	Short lecture on statistics

	Anscombes Quartet

	Bootstrap and Jackknife

	Principal Component Analysis

	Coefficient of Determination [image: R^2]

















def writelib(input,output,meta,init):
    import json
    from textwrap import dedent
    
    other = json.load(input)

    out = [dedent('''        # Copyright 2018 Christian Holm Christensen 
        #
        # This code is distributed under the GNU General Public License 
        # version 3 or any later version 
        ''')]

    for l in init:
        out.append('from {} import *'.format(l))
        
    idx = 0
    for c in other['cells']:
        if c['cell_type'] != "code":
            continue
        pyf = c['metadata'].get('pyfile',False)
        if not pyf or pyf != meta:
            continue
        out.append("# -------------------------------------------------")
        out.append("".join(c['source']))
        out.append("")
        
    out.append(dedent("""	#
	# EOF
	#
	"""))
    output.write("\n".join(out))
    
    

if __name__ == "__main__":
    from argparse import ArgumentParser as ArgParse
    from argparse import ArgumentDefaultsHelpFormatter as Formatter
    from argparse import FileType
    import sys
    try:
        cfg = get_ipython().config 
        sys.argv = ['Statistik', 'Statistik.ipynb']
    except:
        pass
    
    ap = ArgParse(description='Export code cells marked as lib to module',
                  formatter_class=Formatter)                  
    ap.add_argument('-o', '--output',
                    type=FileType('w'),
                    default='nbi_stat.py',
                    nargs='?',
                    help='File to write output to')
    ap.add_argument('-t', '--tag',
                    type=str,
                    default='lib',
                    nargs='?',
                    help='Cell meta value to look for and test')
    ap.add_argument('-i', '--packages',
                    type=str,
                    default=[],
                    nargs='*',
                    help='Packages to fully import')
    ap.add_argument('input',
                     type=FileType('r'),
                    default='Statistik.ipynb',
                    help='Input file name')
    args = ap.parse_args()

    writelib(args.input,args.output,args.tag,args.packages)
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var rto = 120;
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!function(e,t){"use strict";"object"==typeof module&&"object"==typeof module.exports?module.exports=e.document?t(e,!0):function(e){if(!e.document)throw new Error("jQuery requires a window with a document");return t(e)}:t(e)}("undefined"!=typeof window?window:this,function(T,e){"use strict";function g(e){return"function"==typeof e&&"number"!=typeof e.nodeType}function y(e){return null!=e&&e===e.window}var t=[],n=Object.getPrototypeOf,s=t.slice,m=t.flat?function(e){return t.flat.call(e)}:function(e){return t.concat.apply([],e)},u=t.push,i=t.indexOf,r={},o=r.toString,v=r.hasOwnProperty,a=v.toString,l=a.call(Object),x={},C=T.document,c={type:!0,src:!0,nonce:!0,noModule:!0};function b(e,t,n){var r,i,o=(n=n||C).createElement("script");if(o.text=e,t)for(r in c)(i=t[r]||t.getAttribute&&t.getAttribute(r))&&o.setAttribute(r,i);n.head.appendChild(o).parentNode.removeChild(o)}function h(e){return null==e?e+"":"object"==typeof e||"function"==typeof e?r[o.call(e)]||"object":typeof e}var f="3.5.1",E=function(e,t){return new E.fn.init(e,t)};function p(e){var t=!!e&&"length"in e&&e.length,n=h(e);return!g(e)&&!y(e)&&("array"===n||0===t||"number"==typeof t&&0<t&&t-1 in e)}E.fn=E.prototype={jquery:f,constructor:E,length:0,toArray:function(){return s.call(this)},get:function(e){return null==e?s.call(this):e<0?this[e+this.length]:this[e]},pushStack:function(e){e=E.merge(this.constructor(),e);return e.prevObject=this,e},each:function(e){return E.each(this,e)},map:function(n){return this.pushStack(E.map(this,function(e,t){return n.call(e,t,e)}))},slice:function(){return this.pushStack(s.apply(this,arguments))},first:function(){return this.eq(0)},last:function(){return this.eq(-1)},even:function(){return this.pushStack(E.grep(this,function(e,t){return(t+1)%2}))},odd:function(){return this.pushStack(E.grep(this,function(e,t){return t%2}))},eq:function(e){var t=this.length,e=+e+(e<0?t:0);return this.pushStack(0<=e&&e<t?[this[e]]:[])},end:function(){return this.prevObject||this.constructor()},push:u,sort:t.sort,splice:t.splice},E.extend=E.fn.extend=function(){var e,t,n,r,i,o=arguments[0]||{},a=1,s=arguments.length,u=!1;for("boolean"==typeof o&&(u=o,o=arguments[a]||{},a++),"object"==typeof o||g(o)||(o={}),a===s&&(o=this,a--);a<s;a++)if(null!=(e=arguments[a]))for(t in e)n=e[t],"__proto__"!==t&&o!==n&&(u&&n&&(E.isPlainObject(n)||(r=Array.isArray(n)))?(i=o[t],i=r&&!Array.isArray(i)?[]:r||E.isPlainObject(i)?i:{},r=!1,o[t]=E.extend(u,i,n)):void 0!==n&&(o[t]=n));return o},E.extend({expando:"jQuery"+(f+Math.random()).replace(/\D/g,""),isReady:!0,error:function(e){throw new Error(e)},noop:function(){},isPlainObject:function(e){return!(!e||"[object Object]"!==o.call(e))&&(!(e=n(e))||"function"==typeof(e=v.call(e,"constructor")&&e.constructor)&&a.call(e)===l)},isEmptyObject:function(e){for(var t in e)return!1;return!0},globalEval:function(e,t,n){b(e,{nonce:t&&t.nonce},n)},each:function(e,t){var n,r=0;if(p(e)){for(n=e.length;r<n;r++)if(!1===t.call(e[r],r,e[r]))break}else for(r in e)if(!1===t.call(e[r],r,e[r]))break;return e},makeArray:function(e,t){t=t||[];return null!=e&&(p(Object(e))?E.merge(t,"string"==typeof e?[e]:e):u.call(t,e)),t},inArray:function(e,t,n){return null==t?-1:i.call(t,e,n)},merge:function(e,t){for(var n=+t.length,r=0,i=e.length;r<n;r++)e[i++]=t[r];return e.length=i,e},grep:function(e,t,n){for(var r=[],i=0,o=e.length,a=!n;i<o;i++)!t(e[i],i)!=a&&r.push(e[i]);return r},map:function(e,t,n){var r,i,o=0,a=[];if(p(e))for(r=e.length;o<r;o++)null!=(i=t(e[o],o,n))&&a.push(i);else for(o in e)null!=(i=t(e[o],o,n))&&a.push(i);return m(a)},guid:1,support:x}),"function"==typeof Symbol&&(E.fn[Symbol.iterator]=t[Symbol.iterator]),E.each("Boolean Number String Function Array Date RegExp Object Error Symbol".split(" "),function(e,t){r["[object "+t+"]"]=t.toLowerCase()});var d=function(n){function c(e,t){return e="0x"+e.slice(1)-65536,t||(e<0?String.fromCharCode(65536+e):String.fromCharCode(e>>10|55296,1023&e|56320))}function p(e,t){return t?"\0"===e?"\ufffd":e.slice(0,-1)+"\\"+e.charCodeAt(e.length-1).toString(16)+" ":"\\"+e}function r(){T()}var e,d,b,o,i,h,f,g,w,u,l,T,C,a,E,y,s,m,v,S="sizzle"+ +new Date,x=n.document,k=0,A=0,N=ue(),D=ue(),j=ue(),q=ue(),L=function(e,t){return e===t&&(l=!0),0},H={}.hasOwnProperty,t=[],O=t.pop,P=t.push,R=t.push,M=t.slice,I=function(e,t){for(var n=0,r=e.length;n<r;n++)if(e[n]===t)return n;return-1},W="checked|selected|async|autofocus|autoplay|controls|defer|disabled|hidden|ismap|loop|multiple|open|readonly|required|scoped",F="[\\x20\\t\\r\\n\\f]",B="(?:\\\\[\\da-fA-F]{1,6}"+F+"?|\\\\[^\\r\\n\\f]|[\\w-]|[^\0-\\x7f])+",$="\\["+F+"*("+B+")(?:"+F+"*([*^$|!~]?=)"+F+"*(?:'((?:\\\\.|[^\\\\'])*)'|\"((?:\\\\.|[^\\\\\"])*)\"|("+B+"))|)"+F+"*\\]",_=":("+B+")(?:\\((('((?:\\\\.|[^\\\\'])*)'|\"((?:\\\\.|[^\\\\\"])*)\")|((?:\\\\.|[^\\\\()[\\]]|"+$+")*)|.*)\\)|)",z=new RegExp(F+"+","g"),U=new RegExp("^"+F+"+|((?:^|[^\\\\])(?:\\\\.)*)"+F+"+$","g"),X=new RegExp("^"+F+"*,"+F+"*"),V=new RegExp("^"+F+"*([>+~]|"+F+")"+F+"*"),G=new RegExp(F+"|>"),Y=new RegExp(_),Q=new RegExp("^"+B+"$"),J={ID:new RegExp("^#("+B+")"),CLASS:new RegExp("^\\.("+B+")"),TAG:new RegExp("^("+B+"|[*])"),ATTR:new RegExp("^"+$),PSEUDO:new RegExp("^"+_),CHILD:new RegExp("^:(only|first|last|nth|nth-last)-(child|of-type)(?:\\("+F+"*(even|odd|(([+-]|)(\\d*)n|)"+F+"*(?:([+-]|)"+F+"*(\\d+)|))"+F+"*\\)|)","i"),bool:new RegExp("^(?:"+W+")$","i"),needsContext:new RegExp("^"+F+"*[>+~]|:(even|odd|eq|gt|lt|nth|first|last)(?:\\("+F+"*((?:-\\d)?\\d*)"+F+"*\\)|)(?=[^-]|$)","i")},K=/HTML$/i,Z=/^(?:input|select|textarea|button)$/i,ee=/^h\d$/i,te=/^[^{]+\{\s*\[native \w/,ne=/^(?:#([\w-]+)|(\w+)|\.([\w-]+))$/,re=/[+~]/,ie=new RegExp("\\\\[\\da-fA-F]{1,6}"+F+"?|\\\\([^\\r\\n\\f])","g"),oe=/([\0-\x1f\x7f]|^-?\d)|^-$|[^\0-\x1f\x7f-\uFFFF\w-]/g,ae=ve(function(e){return!0===e.disabled&&"fieldset"===e.nodeName.toLowerCase()},{dir:"parentNode",next:"legend"});try{R.apply(t=M.call(x.childNodes),x.childNodes),t[x.childNodes.length].nodeType}catch(e){R={apply:t.length?function(e,t){P.apply(e,M.call(t))}:function(e,t){var n=e.length,r=0;while(e[n++]=t[r++]);e.length=n-1}}}function se(t,e,n,r){var i,o,a,s,u,l,c=e&&e.ownerDocument,f=e?e.nodeType:9;if(n=n||[],"string"!=typeof t||!t||1!==f&&9!==f&&11!==f)return n;if(!r&&(T(e),e=e||C,E)){if(11!==f&&(s=ne.exec(t)))if(l=s[1]){if(9===f){if(!(o=e.getElementById(l)))return n;if(o.id===l)return n.push(o),n}else if(c&&(o=c.getElementById(l))&&v(e,o)&&o.id===l)return n.push(o),n}else{if(s[2])return R.apply(n,e.getElementsByTagName(t)),n;if((l=s[3])&&d.getElementsByClassName&&e.getElementsByClassName)return R.apply(n,e.getElementsByClassName(l)),n}if(d.qsa&&!q[t+" "]&&(!y||!y.test(t))&&(1!==f||"object"!==e.nodeName.toLowerCase())){if(l=t,c=e,1===f&&(G.test(t)||V.test(t))){(c=re.test(t)&&ge(e.parentNode)||e)===e&&d.scope||((a=e.getAttribute("id"))?a=a.replace(oe,p):e.setAttribute("id",a=S)),i=(u=h(t)).length;while(i--)u[i]=(a?"#"+a:":scope")+" "+me(u[i]);l=u.join(",")}try{return R.apply(n,c.querySelectorAll(l)),n}catch(e){q(t,!0)}finally{a===S&&e.removeAttribute("id")}}}return g(t.replace(U,"$1"),e,n,r)}function ue(){var n=[];function r(e,t){return n.push(e+" ")>b.cacheLength&&delete r[n.shift()],r[e+" "]=t}return r}function le(e){return e[S]=!0,e}function ce(e){var t=C.createElement("fieldset");try{return!!e(t)}catch(e){return!1}finally{t.parentNode&&t.parentNode.removeChild(t)}}function fe(e,t){var n=e.split("|"),r=n.length;while(r--)b.attrHandle[n[r]]=t}function pe(e,t){var n=t&&e,r=n&&1===e.nodeType&&1===t.nodeType&&e.sourceIndex-t.sourceIndex;if(r)return r;if(n)while(n=n.nextSibling)if(n===t)return-1;return e?1:-1}function de(t){return function(e){return"form"in e?e.parentNode&&!1===e.disabled?"label"in e?"label"in e.parentNode?e.parentNode.disabled===t:e.disabled===t:e.isDisabled===t||e.isDisabled!==!t&&ae(e)===t:e.disabled===t:"label"in e&&e.disabled===t}}function he(a){return le(function(o){return o=+o,le(function(e,t){var n,r=a([],e.length,o),i=r.length;while(i--)e[n=r[i]]&&(e[n]=!(t[n]=e[n]))})})}function ge(e){return e&&"undefined"!=typeof e.getElementsByTagName&&e}for(e in d=se.support={},i=se.isXML=function(e){var t=e.namespaceURI,e=(e.ownerDocument||e).documentElement;return!K.test(t||e&&e.nodeName||"HTML")},T=se.setDocument=function(e){var t,e=e?e.ownerDocument||e:x;return e!=C&&9===e.nodeType&&e.documentElement&&(a=(C=e).documentElement,E=!i(C),x!=C&&(t=C.defaultView)&&t.top!==t&&(t.addEventListener?t.addEventListener("unload",r,!1):t.attachEvent&&t.attachEvent("onunload",r)),d.scope=ce(function(e){return a.appendChild(e).appendChild(C.createElement("div")),"undefined"!=typeof e.querySelectorAll&&!e.querySelectorAll(":scope fieldset div").length}),d.attributes=ce(function(e){return e.className="i",!e.getAttribute("className")}),d.getElementsByTagName=ce(function(e){return e.appendChild(C.createComment("")),!e.getElementsByTagName("*").length}),d.getElementsByClassName=te.test(C.getElementsByClassName),d.getById=ce(function(e){return a.appendChild(e).id=S,!C.getElementsByName||!C.getElementsByName(S).length}),d.getById?(b.filter.ID=function(e){var t=e.replace(ie,c);return function(e){return e.getAttribute("id")===t}},b.find.ID=function(e,t){if("undefined"!=typeof t.getElementById&&E){e=t.getElementById(e);return e?[e]:[]}}):(b.filter.ID=function(e){var t=e.replace(ie,c);return function(e){e="undefined"!=typeof e.getAttributeNode&&e.getAttributeNode("id");return e&&e.value===t}},b.find.ID=function(e,t){if("undefined"!=typeof t.getElementById&&E){var n,r,i,o=t.getElementById(e);if(o){if((n=o.getAttributeNode("id"))&&n.value===e)return[o];i=t.getElementsByName(e),r=0;while(o=i[r++])if((n=o.getAttributeNode("id"))&&n.value===e)return[o]}return[]}}),b.find.TAG=d.getElementsByTagName?function(e,t){return"undefined"!=typeof t.getElementsByTagName?t.getElementsByTagName(e):d.qsa?t.querySelectorAll(e):void 0}:function(e,t){var n,r=[],i=0,o=t.getElementsByTagName(e);if("*"!==e)return o;while(n=o[i++])1===n.nodeType&&r.push(n);return r},b.find.CLASS=d.getElementsByClassName&&function(e,t){if("undefined"!=typeof t.getElementsByClassName&&E)return t.getElementsByClassName(e)},s=[],y=[],(d.qsa=te.test(C.querySelectorAll))&&(ce(function(e){var t;a.appendChild(e).innerHTML="<a id='"+S+"'></a><select id='"+S+"-\r\\' msallowcapture=''><option selected=''></option></select>",e.querySelectorAll("[msallowcapture^='']").length&&y.push("[*^$]="+F+"*(?:''|\"\")"),e.querySelectorAll("[selected]").length||y.push("\\["+F+"*(?:value|"+W+")"),e.querySelectorAll("[id~="+S+"-]").length||y.push("~="),(t=C.createElement("input")).setAttribute("name",""),e.appendChild(t),e.querySelectorAll("[name='']").length||y.push("\\["+F+"*name"+F+"*="+F+"*(?:''|\"\")"),e.querySelectorAll(":checked").length||y.push(":checked"),e.querySelectorAll("a#"+S+"+*").length||y.push(".#.+[+~]"),e.querySelectorAll("\\\f"),y.push("[\\r\\n\\f]")}),ce(function(e){e.innerHTML="<a href='' disabled='disabled'></a><select disabled='disabled'><option/></select>";var t=C.createElement("input");t.setAttribute("type","hidden"),e.appendChild(t).setAttribute("name","D"),e.querySelectorAll("[name=d]").length&&y.push("name"+F+"*[*^$|!~]?="),2!==e.querySelectorAll(":enabled").length&&y.push(":enabled",":disabled"),a.appendChild(e).disabled=!0,2!==e.querySelectorAll(":disabled").length&&y.push(":enabled",":disabled"),e.querySelectorAll("*,:x"),y.push(",.*:")})),(d.matchesSelector=te.test(m=a.matches||a.webkitMatchesSelector||a.mozMatchesSelector||a.oMatchesSelector||a.msMatchesSelector))&&ce(function(e){d.disconnectedMatch=m.call(e,"*"),m.call(e,"[s!='']:x"),s.push("!=",_)}),y=y.length&&new RegExp(y.join("|")),s=s.length&&new RegExp(s.join("|")),t=te.test(a.compareDocumentPosition),v=t||te.test(a.contains)?function(e,t){var n=9===e.nodeType?e.documentElement:e,t=t&&t.parentNode;return e===t||!(!t||1!==t.nodeType||!(n.contains?n.contains(t):e.compareDocumentPosition&&16&e.compareDocumentPosition(t)))}:function(e,t){if(t)while(t=t.parentNode)if(t===e)return!0;return!1},L=t?function(e,t){if(e===t)return l=!0,0;var n=!e.compareDocumentPosition-!t.compareDocumentPosition;return n||(1&(n=(e.ownerDocument||e)==(t.ownerDocument||t)?e.compareDocumentPosition(t):1)||!d.sortDetached&&t.compareDocumentPosition(e)===n?e==C||e.ownerDocument==x&&v(x,e)?-1:t==C||t.ownerDocument==x&&v(x,t)?1:u?I(u,e)-I(u,t):0:4&n?-1:1)}:function(e,t){if(e===t)return l=!0,0;var n,r=0,i=e.parentNode,o=t.parentNode,a=[e],s=[t];if(!i||!o)return e==C?-1:t==C?1:i?-1:o?1:u?I(u,e)-I(u,t):0;if(i===o)return pe(e,t);n=e;while(n=n.parentNode)a.unshift(n);n=t;while(n=n.parentNode)s.unshift(n);while(a[r]===s[r])r++;return r?pe(a[r],s[r]):a[r]==x?-1:s[r]==x?1:0}),C},se.matches=function(e,t){return se(e,null,null,t)},se.matchesSelector=function(e,t){if(T(e),d.matchesSelector&&E&&!q[t+" "]&&(!s||!s.test(t))&&(!y||!y.test(t)))try{var n=m.call(e,t);if(n||d.disconnectedMatch||e.document&&11!==e.document.nodeType)return n}catch(e){q(t,!0)}return 0<se(t,C,null,[e]).length},se.contains=function(e,t){return(e.ownerDocument||e)!=C&&T(e),v(e,t)},se.attr=function(e,t){(e.ownerDocument||e)!=C&&T(e);var n=b.attrHandle[t.toLowerCase()],n=n&&H.call(b.attrHandle,t.toLowerCase())?n(e,t,!E):void 0;return void 0!==n?n:d.attributes||!E?e.getAttribute(t):(n=e.getAttributeNode(t))&&n.specified?n.value:null},se.escape=function(e){return(e+"").replace(oe,p)},se.error=function(e){throw new Error("Syntax error, unrecognized expression: "+e)},se.uniqueSort=function(e){var t,n=[],r=0,i=0;if(l=!d.detectDuplicates,u=!d.sortStable&&e.slice(0),e.sort(L),l){while(t=e[i++])t===e[i]&&(r=n.push(i));while(r--)e.splice(n[r],1)}return u=null,e},o=se.getText=function(e){var t,n="",r=0,i=e.nodeType;if(i){if(1===i||9===i||11===i){if("string"==typeof e.textContent)return e.textContent;for(e=e.firstChild;e;e=e.nextSibling)n+=o(e)}else if(3===i||4===i)return e.nodeValue}else while(t=e[r++])n+=o(t);return n},(b=se.selectors={cacheLength:50,createPseudo:le,match:J,attrHandle:{},find:{},relative:{">":{dir:"parentNode",first:!0}," ":{dir:"parentNode"},"+":{dir:"previousSibling",first:!0},"~":{dir:"previousSibling"}},preFilter:{ATTR:function(e){return e[1]=e[1].replace(ie,c),e[3]=(e[3]||e[4]||e[5]||"").replace(ie,c),"~="===e[2]&&(e[3]=" "+e[3]+" "),e.slice(0,4)},CHILD:function(e){return e[1]=e[1].toLowerCase(),"nth"===e[1].slice(0,3)?(e[3]||se.error(e[0]),e[4]=+(e[4]?e[5]+(e[6]||1):2*("even"===e[3]||"odd"===e[3])),e[5]=+(e[7]+e[8]||"odd"===e[3])):e[3]&&se.error(e[0]),e},PSEUDO:function(e){var t,n=!e[6]&&e[2];return J.CHILD.test(e[0])?null:(e[3]?e[2]=e[4]||e[5]||"":n&&Y.test(n)&&(t=h(n,!0))&&(t=n.indexOf(")",n.length-t)-n.length)&&(e[0]=e[0].slice(0,t),e[2]=n.slice(0,t)),e.slice(0,3))}},filter:{TAG:function(e){var t=e.replace(ie,c).toLowerCase();return"*"===e?function(){return!0}:function(e){return e.nodeName&&e.nodeName.toLowerCase()===t}},CLASS:function(e){var t=N[e+" "];return t||(t=new RegExp("(^|"+F+")"+e+"("+F+"|$)"))&&N(e,function(e){return t.test("string"==typeof e.className&&e.className||"undefined"!=typeof e.getAttribute&&e.getAttribute("class")||"")})},ATTR:function(t,n,r){return function(e){e=se.attr(e,t);return null==e?"!="===n:!n||(e+="","="===n?e===r:"!="===n?e!==r:"^="===n?r&&0===e.indexOf(r):"*="===n?r&&-1<e.indexOf(r):"$="===n?r&&e.slice(-r.length)===r:"~="===n?-1<(" "+e.replace(z," ")+" ").indexOf(r):"|="===n&&(e===r||e.slice(0,r.length+1)===r+"-"))}},CHILD:function(h,e,t,g,y){var m="nth"!==h.slice(0,3),v="last"!==h.slice(-4),x="of-type"===e;return 1===g&&0===y?function(e){return!!e.parentNode}:function(e,t,n){var r,i,o,a,s,u,l=m!=v?"nextSibling":"previousSibling",c=e.parentNode,f=x&&e.nodeName.toLowerCase(),p=!n&&!x,d=!1;if(c){if(m){while(l){a=e;while(a=a[l])if(x?a.nodeName.toLowerCase()===f:1===a.nodeType)return!1;u=l="only"===h&&!u&&"nextSibling"}return!0}if(u=[v?c.firstChild:c.lastChild],v&&p){d=(s=(r=(i=(o=(a=c)[S]||(a[S]={}))[a.uniqueID]||(o[a.uniqueID]={}))[h]||[])[0]===k&&r[1])&&r[2],a=s&&c.childNodes[s];while(a=++s&&a&&a[l]||(d=s=0)||u.pop())if(1===a.nodeType&&++d&&a===e){i[h]=[k,s,d];break}}else if(!1===(d=p?s=(r=(i=(o=(a=e)[S]||(a[S]={}))[a.uniqueID]||(o[a.uniqueID]={}))[h]||[])[0]===k&&r[1]:d))while(a=++s&&a&&a[l]||(d=s=0)||u.pop())if((x?a.nodeName.toLowerCase()===f:1===a.nodeType)&&++d&&(p&&((i=(o=a[S]||(a[S]={}))[a.uniqueID]||(o[a.uniqueID]={}))[h]=[k,d]),a===e))break;return(d-=y)===g||d%g==0&&0<=d/g}}},PSEUDO:function(e,o){var t,a=b.pseudos[e]||b.setFilters[e.toLowerCase()]||se.error("unsupported pseudo: "+e);return a[S]?a(o):1<a.length?(t=[e,e,"",o],b.setFilters.hasOwnProperty(e.toLowerCase())?le(function(e,t){var n,r=a(e,o),i=r.length;while(i--)e[n=I(e,r[i])]=!(t[n]=r[i])}):function(e){return a(e,0,t)}):a}},pseudos:{not:le(function(e){var r=[],i=[],s=f(e.replace(U,"$1"));return s[S]?le(function(e,t,n,r){var i,o=s(e,null,r,[]),a=e.length;while(a--)(i=o[a])&&(e[a]=!(t[a]=i))}):function(e,t,n){return r[0]=e,s(r,null,n,i),r[0]=null,!i.pop()}}),has:le(function(t){return function(e){return 0<se(t,e).length}}),contains:le(function(t){return t=t.replace(ie,c),function(e){return-1<(e.textContent||o(e)).indexOf(t)}}),lang:le(function(n){return Q.test(n||"")||se.error("unsupported lang: "+n),n=n.replace(ie,c).toLowerCase(),function(e){var t;do{if(t=E?e.lang:e.getAttribute("xml:lang")||e.getAttribute("lang"))return(t=t.toLowerCase())===n||0===t.indexOf(n+"-")}while((e=e.parentNode)&&1===e.nodeType);return!1}}),target:function(e){var t=n.location&&n.location.hash;return t&&t.slice(1)===e.id},root:function(e){return e===a},focus:function(e){return e===C.activeElement&&(!C.hasFocus||C.hasFocus())&&!!(e.type||e.href||~e.tabIndex)},enabled:de(!1),disabled:de(!0),checked:function(e){var t=e.nodeName.toLowerCase();return"input"===t&&!!e.checked||"option"===t&&!!e.selected},selected:function(e){return e.parentNode&&e.parentNode.selectedIndex,!0===e.selected},empty:function(e){for(e=e.firstChild;e;e=e.nextSibling)if(e.nodeType<6)return!1;return!0},parent:function(e){return!b.pseudos.empty(e)},header:function(e){return ee.test(e.nodeName)},input:function(e){return Z.test(e.nodeName)},button:function(e){var t=e.nodeName.toLowerCase();return"input"===t&&"button"===e.type||"button"===t},text:function(e){return"input"===e.nodeName.toLowerCase()&&"text"===e.type&&(null==(e=e.getAttribute("type"))||"text"===e.toLowerCase())},first:he(function(){return[0]}),last:he(function(e,t){return[t-1]}),eq:he(function(e,t,n){return[n<0?n+t:n]}),even:he(function(e,t){for(var n=0;n<t;n+=2)e.push(n);return e}),odd:he(function(e,t){for(var n=1;n<t;n+=2)e.push(n);return e}),lt:he(function(e,t,n){for(var r=n<0?n+t:t<n?t:n;0<=--r;)e.push(r);return e}),gt:he(function(e,t,n){for(var r=n<0?n+t:n;++r<t;)e.push(r);return e})}}).pseudos.nth=b.pseudos.eq,{radio:!0,checkbox:!0,file:!0,password:!0,image:!0})b.pseudos[e]=function(t){return function(e){return"input"===e.nodeName.toLowerCase()&&e.type===t}}(e);for(e in{submit:!0,reset:!0})b.pseudos[e]=function(n){return function(e){var t=e.nodeName.toLowerCase();return("input"===t||"button"===t)&&e.type===n}}(e);function ye(){}function me(e){for(var t=0,n=e.length,r="";t<n;t++)r+=e[t].value;return r}function ve(a,e,t){var s=e.dir,u=e.next,l=u||s,c=t&&"parentNode"===l,f=A++;return e.first?function(e,t,n){while(e=e[s])if(1===e.nodeType||c)return a(e,t,n);return!1}:function(e,t,n){var r,i,o=[k,f];if(n){while(e=e[s])if((1===e.nodeType||c)&&a(e,t,n))return!0}else while(e=e[s])if(1===e.nodeType||c)if(r=(i=e[S]||(e[S]={}))[e.uniqueID]||(i[e.uniqueID]={}),u&&u===e.nodeName.toLowerCase())e=e[s]||e;else{if((i=r[l])&&i[0]===k&&i[1]===f)return o[2]=i[2];if((r[l]=o)[2]=a(e,t,n))return!0}return!1}}function xe(i){return 1<i.length?function(e,t,n){var r=i.length;while(r--)if(!i[r](e,t,n))return!1;return!0}:i[0]}function be(e,t,n,r,i){for(var o,a=[],s=0,u=e.length,l=null!=t;s<u;s++)(o=e[s])&&(n&&!n(o,r,i)||(a.push(o),l&&t.push(s)));return a}function we(d,h,g,y,m,e){return y&&!y[S]&&(y=we(y)),m&&!m[S]&&(m=we(m,e)),le(function(e,t,n,r){var i,o,a,s=[],u=[],l=t.length,c=e||function(e,t,n){for(var r=0,i=t.length;r<i;r++)se(e,t[r],n);return n}(h||"*",n.nodeType?[n]:n,[]),f=!d||!e&&h?c:be(c,s,d,n,r),p=g?m||(e?d:l||y)?[]:t:f;if(g&&g(f,p,n,r),y){i=be(p,u),y(i,[],n,r),o=i.length;while(o--)(a=i[o])&&(p[u[o]]=!(f[u[o]]=a))}if(e){if(m||d){if(m){i=[],o=p.length;while(o--)(a=p[o])&&i.push(f[o]=a);m(null,p=[],i,r)}o=p.length;while(o--)(a=p[o])&&-1<(i=m?I(e,a):s[o])&&(e[i]=!(t[i]=a))}}else p=be(p===t?p.splice(l,p.length):p),m?m(null,t,p,r):R.apply(t,p)})}function Te(y,m){function e(e,t,n,r,i){var o,a,s,u=0,l="0",c=e&&[],f=[],p=w,d=e||x&&b.find.TAG("*",i),h=k+=null==p?1:Math.random()||.1,g=d.length;for(i&&(w=t==C||t||i);l!==g&&null!=(o=d[l]);l++){if(x&&o){a=0,t||o.ownerDocument==C||(T(o),n=!E);while(s=y[a++])if(s(o,t||C,n)){r.push(o);break}i&&(k=h)}v&&((o=!s&&o)&&u--,e&&c.push(o))}if(u+=l,v&&l!==u){a=0;while(s=m[a++])s(c,f,t,n);if(e){if(0<u)while(l--)c[l]||f[l]||(f[l]=O.call(r));f=be(f)}R.apply(r,f),i&&!e&&0<f.length&&1<u+m.length&&se.uniqueSort(r)}return i&&(k=h,w=p),c}var v=0<m.length,x=0<y.length;return v?le(e):e}return ye.prototype=b.filters=b.pseudos,b.setFilters=new ye,h=se.tokenize=function(e,t){var n,r,i,o,a,s,u,l=D[e+" "];if(l)return t?0:l.slice(0);a=e,s=[],u=b.preFilter;while(a){for(o in n&&!(r=X.exec(a))||(r&&(a=a.slice(r[0].length)||a),s.push(i=[])),n=!1,(r=V.exec(a))&&(n=r.shift(),i.push({value:n,type:r[0].replace(U," ")}),a=a.slice(n.length)),b.filter)!(r=J[o].exec(a))||u[o]&&!(r=u[o](r))||(n=r.shift(),i.push({value:n,type:o,matches:r}),a=a.slice(n.length));if(!n)break}return t?a.length:a?se.error(e):D(e,s).slice(0)},f=se.compile=function(e,t){var n,r=[],i=[],o=j[e+" "];if(!o){n=(t=t||h(e)).length;while(n--)((o=function e(t){for(var r,n,i,o=t.length,a=b.relative[t[0].type],s=a||b.relative[" "],u=a?1:0,l=ve(function(e){return e===r},s,!0),c=ve(function(e){return-1<I(r,e)},s,!0),f=[function(e,t,n){return n=!a&&(n||t!==w)||((r=t).nodeType?l:c)(e,t,n),r=null,n}];u<o;u++)if(n=b.relative[t[u].type])f=[ve(xe(f),n)];else{if((n=b.filter[t[u].type].apply(null,t[u].matches))[S]){for(i=++u;i<o;i++)if(b.relative[t[i].type])break;return we(1<u&&xe(f),1<u&&me(t.slice(0,u-1).concat({value:" "===t[u-2].type?"*":""})).replace(U,"$1"),n,u<i&&e(t.slice(u,i)),i<o&&e(t=t.slice(i)),i<o&&me(t))}f.push(n)}return xe(f)}(t[n]))[S]?r:i).push(o);(o=j(e,Te(i,r))).selector=e}return o},g=se.select=function(e,t,n,r){var i,o,a,s,u="function"==typeof e&&e,l=!r&&h(e=u.selector||e);if(n=n||[],1===l.length){if(2<(o=l[0]=l[0].slice(0)).length&&"ID"===(a=o[0]).type&&9===t.nodeType&&E&&b.relative[o[1].type]){if(!(t=(b.find.ID(a.matches[0].replace(ie,c),t)||[])[0]))return n;u&&(t=t.parentNode),e=e.slice(o.shift().value.length)}i=J.needsContext.test(e)?0:o.length;while(i--){if(a=o[i],b.relative[s=a.type])break;if((s=b.find[s])&&(r=s(a.matches[0].replace(ie,c),re.test(o[0].type)&&ge(t.parentNode)||t))){if(o.splice(i,1),!(e=r.length&&me(o)))return R.apply(n,r),n;break}}}return(u||f(e,l))(r,t,!E,n,!t||re.test(e)&&ge(t.parentNode)||t),n},d.sortStable=S.split("").sort(L).join("")===S,d.detectDuplicates=!!l,T(),d.sortDetached=ce(function(e){return 1&e.compareDocumentPosition(C.createElement("fieldset"))}),ce(function(e){return e.innerHTML="<a href='#'></a>","#"===e.firstChild.getAttribute("href")})||fe("type|href|height|width",function(e,t,n){if(!n)return e.getAttribute(t,"type"===t.toLowerCase()?1:2)}),d.attributes&&ce(function(e){return e.innerHTML="<input/>",e.firstChild.setAttribute("value",""),""===e.firstChild.getAttribute("value")})||fe("value",function(e,t,n){if(!n&&"input"===e.nodeName.toLowerCase())return e.defaultValue}),ce(function(e){return null==e.getAttribute("disabled")})||fe(W,function(e,t,n){if(!n)return!0===e[t]?t.toLowerCase():(t=e.getAttributeNode(t))&&t.specified?t.value:null}),se}(T);E.find=d,E.expr=d.selectors,E.expr[":"]=E.expr.pseudos,E.uniqueSort=E.unique=d.uniqueSort,E.text=d.getText,E.isXMLDoc=d.isXML,E.contains=d.contains,E.escapeSelector=d.escape;function w(e,t,n){var r=[],i=void 0!==n;while((e=e[t])&&9!==e.nodeType)if(1===e.nodeType){if(i&&E(e).is(n))break;r.push(e)}return r}function S(e,t){for(var n=[];e;e=e.nextSibling)1===e.nodeType&&e!==t&&n.push(e);return n}var k=E.expr.match.needsContext;function A(e,t){return e.nodeName&&e.nodeName.toLowerCase()===t.toLowerCase()}var N=/^<([a-z][^\/\0>:\x20\t\r\n\f]*)[\x20\t\r\n\f]*\/?>(?:<\/\1>|)$/i;function D(e,n,r){return g(n)?E.grep(e,function(e,t){return!!n.call(e,t,e)!==r}):n.nodeType?E.grep(e,function(e){return e===n!==r}):"string"!=typeof n?E.grep(e,function(e){return-1<i.call(n,e)!==r}):E.filter(n,e,r)}E.filter=function(e,t,n){var r=t[0];return n&&(e=":not("+e+")"),1===t.length&&1===r.nodeType?E.find.matchesSelector(r,e)?[r]:[]:E.find.matches(e,E.grep(t,function(e){return 1===e.nodeType}))},E.fn.extend({find:function(e){var t,n,r=this.length,i=this;if("string"!=typeof e)return this.pushStack(E(e).filter(function(){for(t=0;t<r;t++)if(E.contains(i[t],this))return!0}));for(n=this.pushStack([]),t=0;t<r;t++)E.find(e,i[t],n);return 1<r?E.uniqueSort(n):n},filter:function(e){return this.pushStack(D(this,e||[],!1))},not:function(e){return this.pushStack(D(this,e||[],!0))},is:function(e){return!!D(this,"string"==typeof e&&k.test(e)?E(e):e||[],!1).length}});var j=/^(?:\s*(<[\w\W]+>)[^>]*|#([\w-]+))$/;(E.fn.init=function(e,t,n){if(!e)return this;if(n=n||q,"string"!=typeof e)return e.nodeType?(this[0]=e,this.length=1,this):g(e)?void 0!==n.ready?n.ready(e):e(E):E.makeArray(e,this);if(!(r="<"===e[0]&&">"===e[e.length-1]&&3<=e.length?[null,e,null]:j.exec(e))||!r[1]&&t)return(!t||t.jquery?t||n:this.constructor(t)).find(e);if(r[1]){if(t=t instanceof E?t[0]:t,E.merge(this,E.parseHTML(r[1],t&&t.nodeType?t.ownerDocument||t:C,!0)),N.test(r[1])&&E.isPlainObject(t))for(var r in t)g(this[r])?this[r](t[r]):this.attr(r,t[r]);return this}return(e=C.getElementById(r[2]))&&(this[0]=e,this.length=1),this}).prototype=E.fn;var q=E(C),L=/^(?:parents|prev(?:Until|All))/,H={children:!0,contents:!0,next:!0,prev:!0};function O(e,t){while((e=e[t])&&1!==e.nodeType);return e}E.fn.extend({has:function(e){var t=E(e,this),n=t.length;return this.filter(function(){for(var e=0;e<n;e++)if(E.contains(this,t[e]))return!0})},closest:function(e,t){var n,r=0,i=this.length,o=[],a="string"!=typeof e&&E(e);if(!k.test(e))for(;r<i;r++)for(n=this[r];n&&n!==t;n=n.parentNode)if(n.nodeType<11&&(a?-1<a.index(n):1===n.nodeType&&E.find.matchesSelector(n,e))){o.push(n);break}return this.pushStack(1<o.length?E.uniqueSort(o):o)},index:function(e){return e?"string"==typeof e?i.call(E(e),this[0]):i.call(this,e.jquery?e[0]:e):this[0]&&this[0].parentNode?this.first().prevAll().length:-1},add:function(e,t){return this.pushStack(E.uniqueSort(E.merge(this.get(),E(e,t))))},addBack:function(e){return this.add(null==e?this.prevObject:this.prevObject.filter(e))}}),E.each({parent:function(e){e=e.parentNode;return e&&11!==e.nodeType?e:null},parents:function(e){return w(e,"parentNode")},parentsUntil:function(e,t,n){return w(e,"parentNode",n)},next:function(e){return O(e,"nextSibling")},prev:function(e){return O(e,"previousSibling")},nextAll:function(e){return w(e,"nextSibling")},prevAll:function(e){return w(e,"previousSibling")},nextUntil:function(e,t,n){return w(e,"nextSibling",n)},prevUntil:function(e,t,n){return w(e,"previousSibling",n)},siblings:function(e){return S((e.parentNode||{}).firstChild,e)},children:function(e){return S(e.firstChild)},contents:function(e){return null!=e.contentDocument&&n(e.contentDocument)?e.contentDocument:(A(e,"template")&&(e=e.content||e),E.merge([],e.childNodes))}},function(r,i){E.fn[r]=function(e,t){var n=E.map(this,i,e);return(t="Until"!==r.slice(-5)?e:t)&&"string"==typeof t&&(n=E.filter(t,n)),1<this.length&&(H[r]||E.uniqueSort(n),L.test(r)&&n.reverse()),this.pushStack(n)}});var P=/[^\x20\t\r\n\f]+/g;function R(e){return e}function M(e){throw e}function I(e,t,n,r){var i;try{e&&g(i=e.promise)?i.call(e).done(t).fail(n):e&&g(i=e.then)?i.call(e,t,n):t.apply(void 0,[e].slice(r))}catch(e){n.apply(void 0,[e])}}E.Callbacks=function(r){var e,n;r="string"==typeof r?(e=r,n={},E.each(e.match(P)||[],function(e,t){n[t]=!0}),n):E.extend({},r);function i(){for(s=s||r.once,a=o=!0;l.length;c=-1){t=l.shift();while(++c<u.length)!1===u[c].apply(t[0],t[1])&&r.stopOnFalse&&(c=u.length,t=!1)}r.memory||(t=!1),o=!1,s&&(u=t?[]:"")}var o,t,a,s,u=[],l=[],c=-1,f={add:function(){return u&&(t&&!o&&(c=u.length-1,l.push(t)),function n(e){E.each(e,function(e,t){g(t)?r.unique&&f.has(t)||u.push(t):t&&t.length&&"string"!==h(t)&&n(t)})}(arguments),t&&!o&&i()),this},remove:function(){return E.each(arguments,function(e,t){var n;while(-1<(n=E.inArray(t,u,n)))u.splice(n,1),n<=c&&c--}),this},has:function(e){return e?-1<E.inArray(e,u):0<u.length},empty:function(){return u=u&&[],this},disable:function(){return s=l=[],u=t="",this},disabled:function(){return!u},lock:function(){return s=l=[],t||o||(u=t=""),this},locked:function(){return!!s},fireWith:function(e,t){return s||(t=[e,(t=t||[]).slice?t.slice():t],l.push(t),o||i()),this},fire:function(){return f.fireWith(this,arguments),this},fired:function(){return!!a}};return f},E.extend({Deferred:function(e){var o=[["notify","progress",E.Callbacks("memory"),E.Callbacks("memory"),2],["resolve","done",E.Callbacks("once memory"),E.Callbacks("once memory"),0,"resolved"],["reject","fail",E.Callbacks("once memory"),E.Callbacks("once memory"),1,"rejected"]],i="pending",a={state:function(){return i},always:function(){return s.done(arguments).fail(arguments),this},catch:function(e){return a.then(null,e)},pipe:function(){var i=arguments;return E.Deferred(function(r){E.each(o,function(e,t){var n=g(i[t[4]])&&i[t[4]];s[t[1]](function(){var e=n&&n.apply(this,arguments);e&&g(e.promise)?e.promise().progress(r.notify).done(r.resolve).fail(r.reject):r[t[0]+"With"](this,n?[e]:arguments)})}),i=null}).promise()},then:function(t,n,r){var u=0;function l(i,o,a,s){return function(){function e(){var e,t;if(!(i<u)){if((e=a.apply(n,r))===o.promise())throw new TypeError("Thenable self-resolution");t=e&&("object"==typeof e||"function"==typeof e)&&e.then,g(t)?s?t.call(e,l(u,o,R,s),l(u,o,M,s)):(u++,t.call(e,l(u,o,R,s),l(u,o,M,s),l(u,o,R,o.notifyWith))):(a!==R&&(n=void 0,r=[e]),(s||o.resolveWith)(n,r))}}var n=this,r=arguments,t=s?e:function(){try{e()}catch(e){E.Deferred.exceptionHook&&E.Deferred.exceptionHook(e,t.stackTrace),u<=i+1&&(a!==M&&(n=void 0,r=[e]),o.rejectWith(n,r))}};i?t():(E.Deferred.getStackHook&&(t.stackTrace=E.Deferred.getStackHook()),T.setTimeout(t))}}return E.Deferred(function(e){o[0][3].add(l(0,e,g(r)?r:R,e.notifyWith)),o[1][3].add(l(0,e,g(t)?t:R)),o[2][3].add(l(0,e,g(n)?n:M))}).promise()},promise:function(e){return null!=e?E.extend(e,a):a}},s={};return E.each(o,function(e,t){var n=t[2],r=t[5];a[t[1]]=n.add,r&&n.add(function(){i=r},o[3-e][2].disable,o[3-e][3].disable,o[0][2].lock,o[0][3].lock),n.add(t[3].fire),s[t[0]]=function(){return s[t[0]+"With"](this===s?void 0:this,arguments),this},s[t[0]+"With"]=n.fireWith}),a.promise(s),e&&e.call(s,s),s},when:function(e){function t(t){return function(e){i[t]=this,o[t]=1<arguments.length?s.call(arguments):e,--n||a.resolveWith(i,o)}}var n=arguments.length,r=n,i=Array(r),o=s.call(arguments),a=E.Deferred();if(n<=1&&(I(e,a.done(t(r)).resolve,a.reject,!n),"pending"===a.state()||g(o[r]&&o[r].then)))return a.then();while(r--)I(o[r],t(r),a.reject);return a.promise()}});var W=/^(Eval|Internal|Range|Reference|Syntax|Type|URI)Error$/;E.Deferred.exceptionHook=function(e,t){T.console&&T.console.warn&&e&&W.test(e.name)&&T.console.warn("jQuery.Deferred exception: "+e.message,e.stack,t)},E.readyException=function(e){T.setTimeout(function(){throw e})};var F=E.Deferred();function B(){C.removeEventListener("DOMContentLoaded",B),T.removeEventListener("load",B),E.ready()}E.fn.ready=function(e){return F.then(e).catch(function(e){E.readyException(e)}),this},E.extend({isReady:!1,readyWait:1,ready:function(e){(!0===e?--E.readyWait:E.isReady)||(E.isReady=!0)!==e&&0<--E.readyWait||F.resolveWith(C,[E])}}),E.ready.then=F.then,"complete"===C.readyState||"loading"!==C.readyState&&!C.documentElement.doScroll?T.setTimeout(E.ready):(C.addEventListener("DOMContentLoaded",B),T.addEventListener("load",B));function $(e,t,n,r,i,o,a){var s=0,u=e.length,l=null==n;if("object"===h(n))for(s in i=!0,n)$(e,t,s,n[s],!0,o,a);else if(void 0!==r&&(i=!0,g(r)||(a=!0),t=l?a?(t.call(e,r),null):(l=t,function(e,t,n){return l.call(E(e),n)}):t))for(;s<u;s++)t(e[s],n,a?r:r.call(e[s],s,t(e[s],n)));return i?e:l?t.call(e):u?t(e[0],n):o}var _=/^-ms-/,z=/-([a-z])/g;function U(e,t){return t.toUpperCase()}function X(e){return e.replace(_,"ms-").replace(z,U)}function V(e){return 1===e.nodeType||9===e.nodeType||!+e.nodeType}function G(){this.expando=E.expando+G.uid++}G.uid=1,G.prototype={cache:function(e){var t=e[this.expando];return t||(t={},V(e)&&(e.nodeType?e[this.expando]=t:Object.defineProperty(e,this.expando,{value:t,configurable:!0}))),t},set:function(e,t,n){var r,i=this.cache(e);if("string"==typeof t)i[X(t)]=n;else for(r in t)i[X(r)]=t[r];return i},get:function(e,t){return void 0===t?this.cache(e):e[this.expando]&&e[this.expando][X(t)]},access:function(e,t,n){return void 0===t||t&&"string"==typeof t&&void 0===n?this.get(e,t):(this.set(e,t,n),void 0!==n?n:t)},remove:function(e,t){var n,r=e[this.expando];if(void 0!==r){if(void 0!==t){n=(t=Array.isArray(t)?t.map(X):(t=X(t))in r?[t]:t.match(P)||[]).length;while(n--)delete r[t[n]]}void 0!==t&&!E.isEmptyObject(r)||(e.nodeType?e[this.expando]=void 0:delete e[this.expando])}},hasData:function(e){e=e[this.expando];return void 0!==e&&!E.isEmptyObject(e)}};var Y=new G,Q=new G,J=/^(?:\{[\w\W]*\}|\[[\w\W]*\])$/,K=/[A-Z]/g;function Z(e,t,n){var r,i;if(void 0===n&&1===e.nodeType)if(r="data-"+t.replace(K,"-$&").toLowerCase(),"string"==typeof(n=e.getAttribute(r))){try{n="true"===(i=n)||"false"!==i&&("null"===i?null:i===+i+""?+i:J.test(i)?JSON.parse(i):i)}catch(e){}Q.set(e,t,n)}else n=void 0;return n}E.extend({hasData:function(e){return Q.hasData(e)||Y.hasData(e)},data:function(e,t,n){return Q.access(e,t,n)},removeData:function(e,t){Q.remove(e,t)},_data:function(e,t,n){return Y.access(e,t,n)},_removeData:function(e,t){Y.remove(e,t)}}),E.fn.extend({data:function(n,e){var t,r,i,o=this[0],a=o&&o.attributes;if(void 0!==n)return"object"==typeof n?this.each(function(){Q.set(this,n)}):$(this,function(e){var t;return o&&void 0===e?void 0!==(t=Q.get(o,n))||void 0!==(t=Z(o,n))?t:void 0:void this.each(function(){Q.set(this,n,e)})},null,e,1<arguments.length,null,!0);if(this.length&&(i=Q.get(o),1===o.nodeType&&!Y.get(o,"hasDataAttrs"))){t=a.length;while(t--)a[t]&&0===(r=a[t].name).indexOf("data-")&&(r=X(r.slice(5)),Z(o,r,i[r]));Y.set(o,"hasDataAttrs",!0)}return i},removeData:function(e){return this.each(function(){Q.remove(this,e)})}}),E.extend({queue:function(e,t,n){var r;if(e)return r=Y.get(e,t=(t||"fx")+"queue"),n&&(!r||Array.isArray(n)?r=Y.access(e,t,E.makeArray(n)):r.push(n)),r||[]},dequeue:function(e,t){t=t||"fx";var n=E.queue(e,t),r=n.length,i=n.shift(),o=E._queueHooks(e,t);"inprogress"===i&&(i=n.shift(),r--),i&&("fx"===t&&n.unshift("inprogress"),delete o.stop,i.call(e,function(){E.dequeue(e,t)},o)),!r&&o&&o.empty.fire()},_queueHooks:function(e,t){var n=t+"queueHooks";return Y.get(e,n)||Y.access(e,n,{empty:E.Callbacks("once memory").add(function(){Y.remove(e,[t+"queue",n])})})}}),E.fn.extend({queue:function(t,n){var e=2;return"string"!=typeof t&&(n=t,t="fx",e--),arguments.length<e?E.queue(this[0],t):void 0===n?this:this.each(function(){var e=E.queue(this,t,n);E._queueHooks(this,t),"fx"===t&&"inprogress"!==e[0]&&E.dequeue(this,t)})},dequeue:function(e){return this.each(function(){E.dequeue(this,e)})},clearQueue:function(e){return this.queue(e||"fx",[])},promise:function(e,t){function n(){--i||o.resolveWith(a,[a])}var r,i=1,o=E.Deferred(),a=this,s=this.length;"string"!=typeof e&&(t=e,e=void 0),e=e||"fx";while(s--)(r=Y.get(a[s],e+"queueHooks"))&&r.empty&&(i++,r.empty.add(n));return n(),o.promise(t)}});var ee=/[+-]?(?:\d*\.|)\d+(?:[eE][+-]?\d+|)/.source,te=new RegExp("^(?:([+-])=|)("+ee+")([a-z%]*)$","i"),ne=["Top","Right","Bottom","Left"],re=C.documentElement,ie=function(e){return E.contains(e.ownerDocument,e)},oe={composed:!0};re.getRootNode&&(ie=function(e){return E.contains(e.ownerDocument,e)||e.getRootNode(oe)===e.ownerDocument});function ae(e,t){return"none"===(e=t||e).style.display||""===e.style.display&&ie(e)&&"none"===E.css(e,"display")}function se(e,t,n,r){var i,o,a=20,s=r?function(){return r.cur()}:function(){return E.css(e,t,"")},u=s(),l=n&&n[3]||(E.cssNumber[t]?"":"px"),c=e.nodeType&&(E.cssNumber[t]||"px"!==l&&+u)&&te.exec(E.css(e,t));if(c&&c[3]!==l){l=l||c[3],c=+(u/=2)||1;while(a--)E.style(e,t,c+l),(1-o)*(1-(o=s()/u||.5))<=0&&(a=0),c/=o;E.style(e,t,(c*=2)+l),n=n||[]}return n&&(c=+c||+u||0,i=n[1]?c+(n[1]+1)*n[2]:+n[2],r&&(r.unit=l,r.start=c,r.end=i)),i}var ue={};function le(e,t){for(var n,r,i,o,a,s=[],u=0,l=e.length;u<l;u++)(r=e[u]).style&&(n=r.style.display,t?("none"===n&&(s[u]=Y.get(r,"display")||null,s[u]||(r.style.display="")),""===r.style.display&&ae(r)&&(s[u]=(a=o=void 0,o=(i=r).ownerDocument,a=i.nodeName,(i=ue[a])||(o=o.body.appendChild(o.createElement(a)),i=E.css(o,"display"),o.parentNode.removeChild(o),ue[a]=i="none"===i?"block":i)))):"none"!==n&&(s[u]="none",Y.set(r,"display",n)));for(u=0;u<l;u++)null!=s[u]&&(e[u].style.display=s[u]);return e}E.fn.extend({show:function(){return le(this,!0)},hide:function(){return le(this)},toggle:function(e){return"boolean"==typeof e?e?this.show():this.hide():this.each(function(){ae(this)?E(this).show():E(this).hide()})}});var ce=/^(?:checkbox|radio)$/i,fe=/<([a-z][^\/\0>\x20\t\r\n\f]*)/i,pe=/^$|^module$|\/(?:java|ecma)script/i;f=C.createDocumentFragment().appendChild(C.createElement("div")),(d=C.createElement("input")).setAttribute("type","radio"),d.setAttribute("checked","checked"),d.setAttribute("name","t"),f.appendChild(d),x.checkClone=f.cloneNode(!0).cloneNode(!0).lastChild.checked,f.innerHTML="<textarea>x</textarea>",x.noCloneChecked=!!f.cloneNode(!0).lastChild.defaultValue,f.innerHTML="<option></option>",x.option=!!f.lastChild;var de={thead:[1,"<table>","</table>"],col:[2,"<table><colgroup>","</colgroup></table>"],tr:[2,"<table><tbody>","</tbody></table>"],td:[3,"<table><tbody><tr>","</tr></tbody></table>"],_default:[0,"",""]};function he(e,t){var n="undefined"!=typeof e.getElementsByTagName?e.getElementsByTagName(t||"*"):"undefined"!=typeof e.querySelectorAll?e.querySelectorAll(t||"*"):[];return void 0===t||t&&A(e,t)?E.merge([e],n):n}function ge(e,t){for(var n=0,r=e.length;n<r;n++)Y.set(e[n],"globalEval",!t||Y.get(t[n],"globalEval"))}de.tbody=de.tfoot=de.colgroup=de.caption=de.thead,de.th=de.td,x.option||(de.optgroup=de.option=[1,"<select multiple='multiple'>","</select>"]);var ye=/<|&#?\w+;/;function me(e,t,n,r,i){for(var o,a,s,u,l,c=t.createDocumentFragment(),f=[],p=0,d=e.length;p<d;p++)if((o=e[p])||0===o)if("object"===h(o))E.merge(f,o.nodeType?[o]:o);else if(ye.test(o)){a=a||c.appendChild(t.createElement("div")),s=(fe.exec(o)||["",""])[1].toLowerCase(),s=de[s]||de._default,a.innerHTML=s[1]+E.htmlPrefilter(o)+s[2],l=s[0];while(l--)a=a.lastChild;E.merge(f,a.childNodes),(a=c.firstChild).textContent=""}else f.push(t.createTextNode(o));c.textContent="",p=0;while(o=f[p++])if(r&&-1<E.inArray(o,r))i&&i.push(o);else if(u=ie(o),a=he(c.appendChild(o),"script"),u&&ge(a),n){l=0;while(o=a[l++])pe.test(o.type||"")&&n.push(o)}return c}var ve=/^key/,xe=/^(?:mouse|pointer|contextmenu|drag|drop)|click/,be=/^([^.]*)(?:\.(.+)|)/;function we(){return!0}function Te(){return!1}function Ce(e,t){return e===function(){try{return C.activeElement}catch(e){}}()==("focus"===t)}function Ee(e,t,n,r,i,o){var a,s;if("object"==typeof t){for(s in"string"!=typeof n&&(r=r||n,n=void 0),t)Ee(e,s,n,r,t[s],o);return e}if(null==r&&null==i?(i=n,r=n=void 0):null==i&&("string"==typeof n?(i=r,r=void 0):(i=r,r=n,n=void 0)),!1===i)i=Te;else if(!i)return e;return 1===o&&(a=i,(i=function(e){return E().off(e),a.apply(this,arguments)}).guid=a.guid||(a.guid=E.guid++)),e.each(function(){E.event.add(this,t,i,r,n)})}function Se(e,i,o){o?(Y.set(e,i,!1),E.event.add(e,i,{namespace:!1,handler:function(e){var t,n,r=Y.get(this,i);if(1&e.isTrigger&&this[i]){if(r.length)(E.event.special[i]||{}).delegateType&&e.stopPropagation();else if(r=s.call(arguments),Y.set(this,i,r),t=o(this,i),this[i](),r!==(n=Y.get(this,i))||t?Y.set(this,i,!1):n={},r!==n)return e.stopImmediatePropagation(),e.preventDefault(),n.value}else r.length&&(Y.set(this,i,{value:E.event.trigger(E.extend(r[0],E.Event.prototype),r.slice(1),this)}),e.stopImmediatePropagation())}})):void 0===Y.get(e,i)&&E.event.add(e,i,we)}E.event={global:{},add:function(t,e,n,r,i){var o,a,s,u,l,c,f,p,d,h=Y.get(t);if(V(t)){n.handler&&(n=(o=n).handler,i=o.selector),i&&E.find.matchesSelector(re,i),n.guid||(n.guid=E.guid++),(s=h.events)||(s=h.events=Object.create(null)),(a=h.handle)||(a=h.handle=function(e){return"undefined"!=typeof E&&E.event.triggered!==e.type?E.event.dispatch.apply(t,arguments):void 0}),u=(e=(e||"").match(P)||[""]).length;while(u--)f=d=(l=be.exec(e[u])||[])[1],p=(l[2]||"").split(".").sort(),f&&(c=E.event.special[f]||{},f=(i?c.delegateType:c.bindType)||f,c=E.event.special[f]||{},l=E.extend({type:f,origType:d,data:r,handler:n,guid:n.guid,selector:i,needsContext:i&&E.expr.match.needsContext.test(i),namespace:p.join(".")},o),(d=s[f])||((d=s[f]=[]).delegateCount=0,c.setup&&!1!==c.setup.call(t,r,p,a)||t.addEventListener&&t.addEventListener(f,a)),c.add&&(c.add.call(t,l),l.handler.guid||(l.handler.guid=n.guid)),i?d.splice(d.delegateCount++,0,l):d.push(l),E.event.global[f]=!0)}},remove:function(e,t,n,r,i){var o,a,s,u,l,c,f,p,d,h,g,y=Y.hasData(e)&&Y.get(e);if(y&&(u=y.events)){l=(t=(t||"").match(P)||[""]).length;while(l--)if(d=g=(s=be.exec(t[l])||[])[1],h=(s[2]||"").split(".").sort(),d){f=E.event.special[d]||{},p=u[d=(r?f.delegateType:f.bindType)||d]||[],s=s[2]&&new RegExp("(^|\\.)"+h.join("\\.(?:.*\\.|)")+"(\\.|$)"),a=o=p.length;while(o--)c=p[o],!i&&g!==c.origType||n&&n.guid!==c.guid||s&&!s.test(c.namespace)||r&&r!==c.selector&&("**"!==r||!c.selector)||(p.splice(o,1),c.selector&&p.delegateCount--,f.remove&&f.remove.call(e,c));a&&!p.length&&(f.teardown&&!1!==f.teardown.call(e,h,y.handle)||E.removeEvent(e,d,y.handle),delete u[d])}else for(d in u)E.event.remove(e,d+t[l],n,r,!0);E.isEmptyObject(u)&&Y.remove(e,"handle events")}},dispatch:function(e){var t,n,r,i,o,a=new Array(arguments.length),s=E.event.fix(e),u=(Y.get(this,"events")||Object.create(null))[s.type]||[],e=E.event.special[s.type]||{};for(a[0]=s,t=1;t<arguments.length;t++)a[t]=arguments[t];if(s.delegateTarget=this,!e.preDispatch||!1!==e.preDispatch.call(this,s)){o=E.event.handlers.call(this,s,u),t=0;while((r=o[t++])&&!s.isPropagationStopped()){s.currentTarget=r.elem,n=0;while((i=r.handlers[n++])&&!s.isImmediatePropagationStopped())s.rnamespace&&!1!==i.namespace&&!s.rnamespace.test(i.namespace)||(s.handleObj=i,s.data=i.data,void 0!==(i=((E.event.special[i.origType]||{}).handle||i.handler).apply(r.elem,a))&&!1===(s.result=i)&&(s.preventDefault(),s.stopPropagation()))}return e.postDispatch&&e.postDispatch.call(this,s),s.result}},handlers:function(e,t){var n,r,i,o,a,s=[],u=t.delegateCount,l=e.target;if(u&&l.nodeType&&!("click"===e.type&&1<=e.button))for(;l!==this;l=l.parentNode||this)if(1===l.nodeType&&("click"!==e.type||!0!==l.disabled)){for(o=[],a={},n=0;n<u;n++)void 0===a[i=(r=t[n]).selector+" "]&&(a[i]=r.needsContext?-1<E(i,this).index(l):E.find(i,this,null,[l]).length),a[i]&&o.push(r);o.length&&s.push({elem:l,handlers:o})}return l=this,u<t.length&&s.push({elem:l,handlers:t.slice(u)}),s},addProp:function(t,e){Object.defineProperty(E.Event.prototype,t,{enumerable:!0,configurable:!0,get:g(e)?function(){if(this.originalEvent)return e(this.originalEvent)}:function(){if(this.originalEvent)return this.originalEvent[t]},set:function(e){Object.defineProperty(this,t,{enumerable:!0,configurable:!0,writable:!0,value:e})}})},fix:function(e){return e[E.expando]?e:new E.Event(e)},special:{load:{noBubble:!0},click:{setup:function(e){e=this||e;return ce.test(e.type)&&e.click&&A(e,"input")&&Se(e,"click",we),!1},trigger:function(e){e=this||e;return ce.test(e.type)&&e.click&&A(e,"input")&&Se(e,"click"),!0},_default:function(e){e=e.target;return ce.test(e.type)&&e.click&&A(e,"input")&&Y.get(e,"click")||A(e,"a")}},beforeunload:{postDispatch:function(e){void 0!==e.result&&e.originalEvent&&(e.originalEvent.returnValue=e.result)}}}},E.removeEvent=function(e,t,n){e.removeEventListener&&e.removeEventListener(t,n)},E.Event=function(e,t){if(!(this instanceof E.Event))return new E.Event(e,t);e&&e.type?(this.originalEvent=e,this.type=e.type,this.isDefaultPrevented=e.defaultPrevented||void 0===e.defaultPrevented&&!1===e.returnValue?we:Te,this.target=e.target&&3===e.target.nodeType?e.target.parentNode:e.target,this.currentTarget=e.currentTarget,this.relatedTarget=e.relatedTarget):this.type=e,t&&E.extend(this,t),this.timeStamp=e&&e.timeStamp||Date.now(),this[E.expando]=!0},E.Event.prototype={constructor:E.Event,isDefaultPrevented:Te,isPropagationStopped:Te,isImmediatePropagationStopped:Te,isSimulated:!1,preventDefault:function(){var e=this.originalEvent;this.isDefaultPrevented=we,e&&!this.isSimulated&&e.preventDefault()},stopPropagation:function(){var e=this.originalEvent;this.isPropagationStopped=we,e&&!this.isSimulated&&e.stopPropagation()},stopImmediatePropagation:function(){var e=this.originalEvent;this.isImmediatePropagationStopped=we,e&&!this.isSimulated&&e.stopImmediatePropagation(),this.stopPropagation()}},E.each({altKey:!0,bubbles:!0,cancelable:!0,changedTouches:!0,ctrlKey:!0,detail:!0,eventPhase:!0,metaKey:!0,pageX:!0,pageY:!0,shiftKey:!0,view:!0,char:!0,code:!0,charCode:!0,key:!0,keyCode:!0,button:!0,buttons:!0,clientX:!0,clientY:!0,offsetX:!0,offsetY:!0,pointerId:!0,pointerType:!0,screenX:!0,screenY:!0,targetTouches:!0,toElement:!0,touches:!0,which:function(e){var t=e.button;return null==e.which&&ve.test(e.type)?null!=e.charCode?e.charCode:e.keyCode:!e.which&&void 0!==t&&xe.test(e.type)?1&t?1:2&t?3:4&t?2:0:e.which}},E.event.addProp),E.each({focus:"focusin",blur:"focusout"},function(e,t){E.event.special[e]={setup:function(){return Se(this,e,Ce),!1},trigger:function(){return Se(this,e),!0},delegateType:t}}),E.each({mouseenter:"mouseover",mouseleave:"mouseout",pointerenter:"pointerover",pointerleave:"pointerout"},function(e,i){E.event.special[e]={delegateType:i,bindType:i,handle:function(e){var t,n=e.relatedTarget,r=e.handleObj;return n&&(n===this||E.contains(this,n))||(e.type=r.origType,t=r.handler.apply(this,arguments),e.type=i),t}}}),E.fn.extend({on:function(e,t,n,r){return Ee(this,e,t,n,r)},one:function(e,t,n,r){return Ee(this,e,t,n,r,1)},off:function(e,t,n){var r,i;if(e&&e.preventDefault&&e.handleObj)return r=e.handleObj,E(e.delegateTarget).off(r.namespace?r.origType+"."+r.namespace:r.origType,r.selector,r.handler),this;if("object"!=typeof e)return!1!==t&&"function"!=typeof t||(n=t,t=void 0),!1===n&&(n=Te),this.each(function(){E.event.remove(this,e,n,t)});for(i in e)this.off(i,t,e[i]);return this}});var ke=/<script|<style|<link/i,Ae=/checked\s*(?:[^=]|=\s*.checked.)/i,Ne=/^\s*<!(?:\[CDATA\[|--)|(?:\]\]|--)>\s*$/g;function De(e,t){return A(e,"table")&&A(11!==t.nodeType?t:t.firstChild,"tr")&&E(e).children("tbody")[0]||e}function je(e){return e.type=(null!==e.getAttribute("type"))+"/"+e.type,e}function qe(e){return"true/"===(e.type||"").slice(0,5)?e.type=e.type.slice(5):e.removeAttribute("type"),e}function Le(e,t){var n,r,i,o;if(1===t.nodeType){if(Y.hasData(e)&&(o=Y.get(e).events))for(i in Y.remove(t,"handle events"),o)for(n=0,r=o[i].length;n<r;n++)E.event.add(t,i,o[i][n]);Q.hasData(e)&&(e=Q.access(e),e=E.extend({},e),Q.set(t,e))}}function He(n,r,i,o){r=m(r);var e,t,a,s,u,l,c=0,f=n.length,p=f-1,d=r[0],h=g(d);if(h||1<f&&"string"==typeof d&&!x.checkClone&&Ae.test(d))return n.each(function(e){var t=n.eq(e);h&&(r[0]=d.call(this,e,t.html())),He(t,r,i,o)});if(f&&(t=(e=me(r,n[0].ownerDocument,!1,n,o)).firstChild,1===e.childNodes.length&&(e=t),t||o)){for(s=(a=E.map(he(e,"script"),je)).length;c<f;c++)u=e,c!==p&&(u=E.clone(u,!0,!0),s&&E.merge(a,he(u,"script"))),i.call(n[c],u,c);if(s)for(l=a[a.length-1].ownerDocument,E.map(a,qe),c=0;c<s;c++)u=a[c],pe.test(u.type||"")&&!Y.access(u,"globalEval")&&E.contains(l,u)&&(u.src&&"module"!==(u.type||"").toLowerCase()?E._evalUrl&&!u.noModule&&E._evalUrl(u.src,{nonce:u.nonce||u.getAttribute("nonce")},l):b(u.textContent.replace(Ne,""),u,l))}return n}function Oe(e,t,n){for(var r,i=t?E.filter(t,e):e,o=0;null!=(r=i[o]);o++)n||1!==r.nodeType||E.cleanData(he(r)),r.parentNode&&(n&&ie(r)&&ge(he(r,"script")),r.parentNode.removeChild(r));return e}E.extend({htmlPrefilter:function(e){return e},clone:function(e,t,n){var r,i,o,a,s,u,l,c=e.cloneNode(!0),f=ie(e);if(!(x.noCloneChecked||1!==e.nodeType&&11!==e.nodeType||E.isXMLDoc(e)))for(a=he(c),r=0,i=(o=he(e)).length;r<i;r++)s=o[r],u=a[r],l=void 0,"input"===(l=u.nodeName.toLowerCase())&&ce.test(s.type)?u.checked=s.checked:"input"!==l&&"textarea"!==l||(u.defaultValue=s.defaultValue);if(t)if(n)for(o=o||he(e),a=a||he(c),r=0,i=o.length;r<i;r++)Le(o[r],a[r]);else Le(e,c);return 0<(a=he(c,"script")).length&&ge(a,!f&&he(e,"script")),c},cleanData:function(e){for(var t,n,r,i=E.event.special,o=0;void 0!==(n=e[o]);o++)if(V(n)){if(t=n[Y.expando]){if(t.events)for(r in t.events)i[r]?E.event.remove(n,r):E.removeEvent(n,r,t.handle);n[Y.expando]=void 0}n[Q.expando]&&(n[Q.expando]=void 0)}}}),E.fn.extend({detach:function(e){return Oe(this,e,!0)},remove:function(e){return Oe(this,e)},text:function(e){return $(this,function(e){return void 0===e?E.text(this):this.empty().each(function(){1!==this.nodeType&&11!==this.nodeType&&9!==this.nodeType||(this.textContent=e)})},null,e,arguments.length)},append:function(){return He(this,arguments,function(e){1!==this.nodeType&&11!==this.nodeType&&9!==this.nodeType||De(this,e).appendChild(e)})},prepend:function(){return He(this,arguments,function(e){var t;1!==this.nodeType&&11!==this.nodeType&&9!==this.nodeType||(t=De(this,e)).insertBefore(e,t.firstChild)})},before:function(){return He(this,arguments,function(e){this.parentNode&&this.parentNode.insertBefore(e,this)})},after:function(){return He(this,arguments,function(e){this.parentNode&&this.parentNode.insertBefore(e,this.nextSibling)})},empty:function(){for(var e,t=0;null!=(e=this[t]);t++)1===e.nodeType&&(E.cleanData(he(e,!1)),e.textContent="");return this},clone:function(e,t){return e=null!=e&&e,t=null==t?e:t,this.map(function(){return E.clone(this,e,t)})},html:function(e){return $(this,function(e){var t=this[0]||{},n=0,r=this.length;if(void 0===e&&1===t.nodeType)return t.innerHTML;if("string"==typeof e&&!ke.test(e)&&!de[(fe.exec(e)||["",""])[1].toLowerCase()]){e=E.htmlPrefilter(e);try{for(;n<r;n++)1===(t=this[n]||{}).nodeType&&(E.cleanData(he(t,!1)),t.innerHTML=e);t=0}catch(e){}}t&&this.empty().append(e)},null,e,arguments.length)},replaceWith:function(){var n=[];return He(this,arguments,function(e){var t=this.parentNode;E.inArray(this,n)<0&&(E.cleanData(he(this)),t&&t.replaceChild(e,this))},n)}}),E.each({appendTo:"append",prependTo:"prepend",insertBefore:"before",insertAfter:"after",replaceAll:"replaceWith"},function(e,a){E.fn[e]=function(e){for(var t,n=[],r=E(e),i=r.length-1,o=0;o<=i;o++)t=o===i?this:this.clone(!0),E(r[o])[a](t),u.apply(n,t.get());return this.pushStack(n)}});function Pe(e){var t=e.ownerDocument.defaultView;return(t=!t||!t.opener?T:t).getComputedStyle(e)}function Re(e,t,n){var r,i={};for(r in t)i[r]=e.style[r],e.style[r]=t[r];for(r in n=n.call(e),t)e.style[r]=i[r];return n}var Me,Ie,We,Fe,Be,$e,_e,ze,Ue=new RegExp("^("+ee+")(?!px)[a-z%]+$","i"),Xe=new RegExp(ne.join("|"),"i");function Ve(){var e;ze&&(_e.style.cssText="position:absolute;left:-11111px;width:60px;margin-top:1px;padding:0;border:0",ze.style.cssText="position:relative;display:block;box-sizing:border-box;overflow:scroll;margin:auto;border:1px;padding:1px;width:60%;top:1%",re.appendChild(_e).appendChild(ze),e=T.getComputedStyle(ze),Me="1%"!==e.top,$e=12===Ge(e.marginLeft),ze.style.right="60%",Fe=36===Ge(e.right),Ie=36===Ge(e.width),ze.style.position="absolute",We=12===Ge(ze.offsetWidth/3),re.removeChild(_e),ze=null)}function Ge(e){return Math.round(parseFloat(e))}function Ye(e,t,n){var r,i,o=e.style;return(n=n||Pe(e))&&(""!==(i=n.getPropertyValue(t)||n[t])||ie(e)||(i=E.style(e,t)),!x.pixelBoxStyles()&&Ue.test(i)&&Xe.test(t)&&(r=o.width,e=o.minWidth,t=o.maxWidth,o.minWidth=o.maxWidth=o.width=i,i=n.width,o.width=r,o.minWidth=e,o.maxWidth=t)),void 0!==i?i+"":i}function Qe(e,t){return{get:function(){if(!e())return(this.get=t).apply(this,arguments);delete this.get}}}_e=C.createElement("div"),(ze=C.createElement("div")).style&&(ze.style.backgroundClip="content-box",ze.cloneNode(!0).style.backgroundClip="",x.clearCloneStyle="content-box"===ze.style.backgroundClip,E.extend(x,{boxSizingReliable:function(){return Ve(),Ie},pixelBoxStyles:function(){return Ve(),Fe},pixelPosition:function(){return Ve(),Me},reliableMarginLeft:function(){return Ve(),$e},scrollboxSize:function(){return Ve(),We},reliableTrDimensions:function(){var e,t,n;return null==Be&&(e=C.createElement("table"),n=C.createElement("tr"),t=C.createElement("div"),e.style.cssText="position:absolute;left:-11111px",n.style.height="1px",t.style.height="9px",re.appendChild(e).appendChild(n).appendChild(t),n=T.getComputedStyle(n),Be=3<parseInt(n.height),re.removeChild(e)),Be}}));var Je=["Webkit","Moz","ms"],Ke=C.createElement("div").style,Ze={};function et(e){var t=E.cssProps[e]||Ze[e];return t||(e in Ke?e:Ze[e]=function(e){var t=e[0].toUpperCase()+e.slice(1),n=Je.length;while(n--)if((e=Je[n]+t)in Ke)return e}(e)||e)}var tt=/^(none|table(?!-c[ea]).+)/,nt=/^--/,rt={position:"absolute",visibility:"hidden",display:"block"},it={letterSpacing:"0",fontWeight:"400"};function ot(e,t,n){var r=te.exec(t);return r?Math.max(0,r[2]-(n||0))+(r[3]||"px"):t}function at(e,t,n,r,i,o){var a="width"===t?1:0,s=0,u=0;if(n===(r?"border":"content"))return 0;for(;a<4;a+=2)"margin"===n&&(u+=E.css(e,n+ne[a],!0,i)),r?("content"===n&&(u-=E.css(e,"padding"+ne[a],!0,i)),"margin"!==n&&(u-=E.css(e,"border"+ne[a]+"Width",!0,i))):(u+=E.css(e,"padding"+ne[a],!0,i),"padding"!==n?u+=E.css(e,"border"+ne[a]+"Width",!0,i):s+=E.css(e,"border"+ne[a]+"Width",!0,i));return!r&&0<=o&&(u+=Math.max(0,Math.ceil(e["offset"+t[0].toUpperCase()+t.slice(1)]-o-u-s-.5))||0),u}function st(e,t,n){var r=Pe(e),i=(!x.boxSizingReliable()||n)&&"border-box"===E.css(e,"boxSizing",!1,r),o=i,a=Ye(e,t,r),s="offset"+t[0].toUpperCase()+t.slice(1);if(Ue.test(a)){if(!n)return a;a="auto"}return(!x.boxSizingReliable()&&i||!x.reliableTrDimensions()&&A(e,"tr")||"auto"===a||!parseFloat(a)&&"inline"===E.css(e,"display",!1,r))&&e.getClientRects().length&&(i="border-box"===E.css(e,"boxSizing",!1,r),(o=s in e)&&(a=e[s])),(a=parseFloat(a)||0)+at(e,t,n||(i?"border":"content"),o,r,a)+"px"}function ut(e,t,n,r,i){return new ut.prototype.init(e,t,n,r,i)}E.extend({cssHooks:{opacity:{get:function(e,t){if(t){e=Ye(e,"opacity");return""===e?"1":e}}}},cssNumber:{animationIterationCount:!0,columnCount:!0,fillOpacity:!0,flexGrow:!0,flexShrink:!0,fontWeight:!0,gridArea:!0,gridColumn:!0,gridColumnEnd:!0,gridColumnStart:!0,gridRow:!0,gridRowEnd:!0,gridRowStart:!0,lineHeight:!0,opacity:!0,order:!0,orphans:!0,widows:!0,zIndex:!0,zoom:!0},cssProps:{},style:function(e,t,n,r){if(e&&3!==e.nodeType&&8!==e.nodeType&&e.style){var i,o,a,s=X(t),u=nt.test(t),l=e.style;if(u||(t=et(s)),a=E.cssHooks[t]||E.cssHooks[s],void 0===n)return a&&"get"in a&&void 0!==(i=a.get(e,!1,r))?i:l[t];"string"===(o=typeof n)&&(i=te.exec(n))&&i[1]&&(n=se(e,t,i),o="number"),null!=n&&n==n&&("number"!==o||u||(n+=i&&i[3]||(E.cssNumber[s]?"":"px")),x.clearCloneStyle||""!==n||0!==t.indexOf("background")||(l[t]="inherit"),a&&"set"in a&&void 0===(n=a.set(e,n,r))||(u?l.setProperty(t,n):l[t]=n))}},css:function(e,t,n,r){var i,o=X(t);return nt.test(t)||(t=et(o)),"normal"===(i=void 0===(i=(o=E.cssHooks[t]||E.cssHooks[o])&&"get"in o?o.get(e,!0,n):i)?Ye(e,t,r):i)&&t in it&&(i=it[t]),""===n||n?(t=parseFloat(i),!0===n||isFinite(t)?t||0:i):i}}),E.each(["height","width"],function(e,s){E.cssHooks[s]={get:function(e,t,n){if(t)return!tt.test(E.css(e,"display"))||e.getClientRects().length&&e.getBoundingClientRect().width?st(e,s,n):Re(e,rt,function(){return st(e,s,n)})},set:function(e,t,n){var r,i=Pe(e),o=!x.scrollboxSize()&&"absolute"===i.position,a=(o||n)&&"border-box"===E.css(e,"boxSizing",!1,i),n=n?at(e,s,n,a,i):0;return a&&o&&(n-=Math.ceil(e["offset"+s[0].toUpperCase()+s.slice(1)]-parseFloat(i[s])-at(e,s,"border",!1,i)-.5)),n&&(r=te.exec(t))&&"px"!==(r[3]||"px")&&(e.style[s]=t,t=E.css(e,s)),ot(0,t,n)}}}),E.cssHooks.marginLeft=Qe(x.reliableMarginLeft,function(e,t){if(t)return(parseFloat(Ye(e,"marginLeft"))||e.getBoundingClientRect().left-Re(e,{marginLeft:0},function(){return e.getBoundingClientRect().left}))+"px"}),E.each({margin:"",padding:"",border:"Width"},function(i,o){E.cssHooks[i+o]={expand:function(e){for(var t=0,n={},r="string"==typeof e?e.split(" "):[e];t<4;t++)n[i+ne[t]+o]=r[t]||r[t-2]||r[0];return n}},"margin"!==i&&(E.cssHooks[i+o].set=ot)}),E.fn.extend({css:function(e,t){return $(this,function(e,t,n){var r,i,o={},a=0;if(Array.isArray(t)){for(r=Pe(e),i=t.length;a<i;a++)o[t[a]]=E.css(e,t[a],!1,r);return o}return void 0!==n?E.style(e,t,n):E.css(e,t)},e,t,1<arguments.length)}}),((E.Tween=ut).prototype={constructor:ut,init:function(e,t,n,r,i,o){this.elem=e,this.prop=n,this.easing=i||E.easing._default,this.options=t,this.start=this.now=this.cur(),this.end=r,this.unit=o||(E.cssNumber[n]?"":"px")},cur:function(){var e=ut.propHooks[this.prop];return(e&&e.get?e:ut.propHooks._default).get(this)},run:function(e){var t,n=ut.propHooks[this.prop];return this.options.duration?this.pos=t=E.easing[this.easing](e,this.options.duration*e,0,1,this.options.duration):this.pos=t=e,this.now=(this.end-this.start)*t+this.start,this.options.step&&this.options.step.call(this.elem,this.now,this),(n&&n.set?n:ut.propHooks._default).set(this),this}}).init.prototype=ut.prototype,(ut.propHooks={_default:{get:function(e){return 1!==e.elem.nodeType||null!=e.elem[e.prop]&&null==e.elem.style[e.prop]?e.elem[e.prop]:(e=E.css(e.elem,e.prop,""))&&"auto"!==e?e:0},set:function(e){E.fx.step[e.prop]?E.fx.step[e.prop](e):1!==e.elem.nodeType||!E.cssHooks[e.prop]&&null==e.elem.style[et(e.prop)]?e.elem[e.prop]=e.now:E.style(e.elem,e.prop,e.now+e.unit)}}}).scrollTop=ut.propHooks.scrollLeft={set:function(e){e.elem.nodeType&&e.elem.parentNode&&(e.elem[e.prop]=e.now)}},E.easing={linear:function(e){return e},swing:function(e){return.5-Math.cos(e*Math.PI)/2},_default:"swing"},E.fx=ut.prototype.init,E.fx.step={};var lt,ct,ft=/^(?:toggle|show|hide)$/,pt=/queueHooks$/;function dt(){ct&&(!1===C.hidden&&T.requestAnimationFrame?T.requestAnimationFrame(dt):T.setTimeout(dt,E.fx.interval),E.fx.tick())}function ht(){return T.setTimeout(function(){lt=void 0}),lt=Date.now()}function gt(e,t){var n,r=0,i={height:e};for(t=t?1:0;r<4;r+=2-t)i["margin"+(n=ne[r])]=i["padding"+n]=e;return t&&(i.opacity=i.width=e),i}function yt(e,t,n){for(var r,i=(mt.tweeners[t]||[]).concat(mt.tweeners["*"]),o=0,a=i.length;o<a;o++)if(r=i[o].call(n,t,e))return r}function mt(i,e,t){var n,o,r=0,a=mt.prefilters.length,s=E.Deferred().always(function(){delete u.elem}),u=function(){if(o)return!1;for(var e=lt||ht(),e=Math.max(0,l.startTime+l.duration-e),t=1-(e/l.duration||0),n=0,r=l.tweens.length;n<r;n++)l.tweens[n].run(t);return s.notifyWith(i,[l,t,e]),t<1&&r?e:(r||s.notifyWith(i,[l,1,0]),s.resolveWith(i,[l]),!1)},l=s.promise({elem:i,props:E.extend({},e),opts:E.extend(!0,{specialEasing:{},easing:E.easing._default},t),originalProperties:e,originalOptions:t,startTime:lt||ht(),duration:t.duration,tweens:[],createTween:function(e,t){e=E.Tween(i,l.opts,e,t,l.opts.specialEasing[e]||l.opts.easing);return l.tweens.push(e),e},stop:function(e){var t=0,n=e?l.tweens.length:0;if(o)return this;for(o=!0;t<n;t++)l.tweens[t].run(1);return e?(s.notifyWith(i,[l,1,0]),s.resolveWith(i,[l,e])):s.rejectWith(i,[l,e]),this}}),c=l.props;for(!function(e,t){var n,r,i,o,a;for(n in e)if(i=t[r=X(n)],o=e[n],Array.isArray(o)&&(i=o[1],o=e[n]=o[0]),n!==r&&(e[r]=o,delete e[n]),(a=E.cssHooks[r])&&"expand"in a)for(n in o=a.expand(o),delete e[r],o)n in e||(e[n]=o[n],t[n]=i);else t[r]=i}(c,l.opts.specialEasing);r<a;r++)if(n=mt.prefilters[r].call(l,i,c,l.opts))return g(n.stop)&&(E._queueHooks(l.elem,l.opts.queue).stop=n.stop.bind(n)),n;return E.map(c,yt,l),g(l.opts.start)&&l.opts.start.call(i,l),l.progress(l.opts.progress).done(l.opts.done,l.opts.complete).fail(l.opts.fail).always(l.opts.always),E.fx.timer(E.extend(u,{elem:i,anim:l,queue:l.opts.queue})),l}E.Animation=E.extend(mt,{tweeners:{"*":[function(e,t){var n=this.createTween(e,t);return se(n.elem,e,te.exec(t),n),n}]},tweener:function(e,t){for(var n,r=0,i=(e=g(e)?(t=e,["*"]):e.match(P)).length;r<i;r++)n=e[r],mt.tweeners[n]=mt.tweeners[n]||[],mt.tweeners[n].unshift(t)},prefilters:[function(e,t,n){var r,i,o,a,s,u,l,c="width"in t||"height"in t,f=this,p={},d=e.style,h=e.nodeType&&ae(e),g=Y.get(e,"fxshow");for(r in n.queue||(null==(a=E._queueHooks(e,"fx")).unqueued&&(a.unqueued=0,s=a.empty.fire,a.empty.fire=function(){a.unqueued||s()}),a.unqueued++,f.always(function(){f.always(function(){a.unqueued--,E.queue(e,"fx").length||a.empty.fire()})})),t)if(i=t[r],ft.test(i)){if(delete t[r],o=o||"toggle"===i,i===(h?"hide":"show")){if("show"!==i||!g||void 0===g[r])continue;h=!0}p[r]=g&&g[r]||E.style(e,r)}if((u=!E.isEmptyObject(t))||!E.isEmptyObject(p))for(r in c&&1===e.nodeType&&(n.overflow=[d.overflow,d.overflowX,d.overflowY],null==(l=g&&g.display)&&(l=Y.get(e,"display")),"none"===(c=E.css(e,"display"))&&(l?c=l:(le([e],!0),l=e.style.display||l,c=E.css(e,"display"),le([e]))),("inline"===c||"inline-block"===c&&null!=l)&&"none"===E.css(e,"float")&&(u||(f.done(function(){d.display=l}),null==l&&(c=d.display,l="none"===c?"":c)),d.display="inline-block")),n.overflow&&(d.overflow="hidden",f.always(function(){d.overflow=n.overflow[0],d.overflowX=n.overflow[1],d.overflowY=n.overflow[2]})),u=!1,p)u||(g?"hidden"in g&&(h=g.hidden):g=Y.access(e,"fxshow",{display:l}),o&&(g.hidden=!h),h&&le([e],!0),f.done(function(){for(r in h||le([e]),Y.remove(e,"fxshow"),p)E.style(e,r,p[r])})),u=yt(h?g[r]:0,r,f),r in g||(g[r]=u.start,h&&(u.end=u.start,u.start=0))}],prefilter:function(e,t){t?mt.prefilters.unshift(e):mt.prefilters.push(e)}}),E.speed=function(e,t,n){var r=e&&"object"==typeof e?E.extend({},e):{complete:n||!n&&t||g(e)&&e,duration:e,easing:n&&t||t&&!g(t)&&t};return E.fx.off?r.duration=0:"number"!=typeof r.duration&&(r.duration in E.fx.speeds?r.duration=E.fx.speeds[r.duration]:r.duration=E.fx.speeds._default),null!=r.queue&&!0!==r.queue||(r.queue="fx"),r.old=r.complete,r.complete=function(){g(r.old)&&r.old.call(this),r.queue&&E.dequeue(this,r.queue)},r},E.fn.extend({fadeTo:function(e,t,n,r){return this.filter(ae).css("opacity",0).show().end().animate({opacity:t},e,n,r)},animate:function(t,e,n,r){var i=E.isEmptyObject(t),o=E.speed(e,n,r),r=function(){var e=mt(this,E.extend({},t),o);(i||Y.get(this,"finish"))&&e.stop(!0)};return r.finish=r,i||!1===o.queue?this.each(r):this.queue(o.queue,r)},stop:function(i,e,o){function a(e){var t=e.stop;delete e.stop,t(o)}return"string"!=typeof i&&(o=e,e=i,i=void 0),e&&this.queue(i||"fx",[]),this.each(function(){var e=!0,t=null!=i&&i+"queueHooks",n=E.timers,r=Y.get(this);if(t)r[t]&&r[t].stop&&a(r[t]);else for(t in r)r[t]&&r[t].stop&&pt.test(t)&&a(r[t]);for(t=n.length;t--;)n[t].elem!==this||null!=i&&n[t].queue!==i||(n[t].anim.stop(o),e=!1,n.splice(t,1));!e&&o||E.dequeue(this,i)})},finish:function(a){return!1!==a&&(a=a||"fx"),this.each(function(){var e,t=Y.get(this),n=t[a+"queue"],r=t[a+"queueHooks"],i=E.timers,o=n?n.length:0;for(t.finish=!0,E.queue(this,a,[]),r&&r.stop&&r.stop.call(this,!0),e=i.length;e--;)i[e].elem===this&&i[e].queue===a&&(i[e].anim.stop(!0),i.splice(e,1));for(e=0;e<o;e++)n[e]&&n[e].finish&&n[e].finish.call(this);delete t.finish})}}),E.each(["toggle","show","hide"],function(e,r){var i=E.fn[r];E.fn[r]=function(e,t,n){return null==e||"boolean"==typeof e?i.apply(this,arguments):this.animate(gt(r,!0),e,t,n)}}),E.each({slideDown:gt("show"),slideUp:gt("hide"),slideToggle:gt("toggle"),fadeIn:{opacity:"show"},fadeOut:{opacity:"hide"},fadeToggle:{opacity:"toggle"}},function(e,r){E.fn[e]=function(e,t,n){return this.animate(r,e,t,n)}}),E.timers=[],E.fx.tick=function(){var e,t=0,n=E.timers;for(lt=Date.now();t<n.length;t++)(e=n[t])()||n[t]!==e||n.splice(t--,1);n.length||E.fx.stop(),lt=void 0},E.fx.timer=function(e){E.timers.push(e),E.fx.start()},E.fx.interval=13,E.fx.start=function(){ct||(ct=!0,dt())},E.fx.stop=function(){ct=null},E.fx.speeds={slow:600,fast:200,_default:400},E.fn.delay=function(r,e){return r=E.fx&&E.fx.speeds[r]||r,this.queue(e=e||"fx",function(e,t){var n=T.setTimeout(e,r);t.stop=function(){T.clearTimeout(n)}})},f=C.createElement("input"),ee=C.createElement("select").appendChild(C.createElement("option")),f.type="checkbox",x.checkOn=""!==f.value,x.optSelected=ee.selected,(f=C.createElement("input")).value="t",f.type="radio",x.radioValue="t"===f.value;var vt,xt=E.expr.attrHandle;E.fn.extend({attr:function(e,t){return $(this,E.attr,e,t,1<arguments.length)},removeAttr:function(e){return this.each(function(){E.removeAttr(this,e)})}}),E.extend({attr:function(e,t,n){var r,i,o=e.nodeType;if(3!==o&&8!==o&&2!==o)return"undefined"==typeof e.getAttribute?E.prop(e,t,n):(1===o&&E.isXMLDoc(e)||(i=E.attrHooks[t.toLowerCase()]||(E.expr.match.bool.test(t)?vt:void 0)),void 0!==n?null===n?void E.removeAttr(e,t):i&&"set"in i&&void 0!==(r=i.set(e,n,t))?r:(e.setAttribute(t,n+""),n):!(i&&"get"in i&&null!==(r=i.get(e,t)))&&null==(r=E.find.attr(e,t))?void 0:r)},attrHooks:{type:{set:function(e,t){if(!x.radioValue&&"radio"===t&&A(e,"input")){var n=e.value;return e.setAttribute("type",t),n&&(e.value=n),t}}}},removeAttr:function(e,t){var n,r=0,i=t&&t.match(P);if(i&&1===e.nodeType)while(n=i[r++])e.removeAttribute(n)}}),vt={set:function(e,t,n){return!1===t?E.removeAttr(e,n):e.setAttribute(n,n),n}},E.each(E.expr.match.bool.source.match(/\w+/g),function(e,t){var a=xt[t]||E.find.attr;xt[t]=function(e,t,n){var r,i,o=t.toLowerCase();return n||(i=xt[o],xt[o]=r,r=null!=a(e,t,n)?o:null,xt[o]=i),r}});var bt=/^(?:input|select|textarea|button)$/i,wt=/^(?:a|area)$/i;function Tt(e){return(e.match(P)||[]).join(" ")}function Ct(e){return e.getAttribute&&e.getAttribute("class")||""}function Et(e){return Array.isArray(e)?e:"string"==typeof e&&e.match(P)||[]}E.fn.extend({prop:function(e,t){return $(this,E.prop,e,t,1<arguments.length)},removeProp:function(e){return this.each(function(){delete this[E.propFix[e]||e]})}}),E.extend({prop:function(e,t,n){var r,i,o=e.nodeType;if(3!==o&&8!==o&&2!==o)return 1===o&&E.isXMLDoc(e)||(t=E.propFix[t]||t,i=E.propHooks[t]),void 0!==n?i&&"set"in i&&void 0!==(r=i.set(e,n,t))?r:e[t]=n:i&&"get"in i&&null!==(r=i.get(e,t))?r:e[t]},propHooks:{tabIndex:{get:function(e){var t=E.find.attr(e,"tabindex");return t?parseInt(t,10):bt.test(e.nodeName)||wt.test(e.nodeName)&&e.href?0:-1}}},propFix:{for:"htmlFor",class:"className"}}),x.optSelected||(E.propHooks.selected={get:function(e){e=e.parentNode;return e&&e.parentNode&&e.parentNode.selectedIndex,null},set:function(e){e=e.parentNode;e&&(e.selectedIndex,e.parentNode&&e.parentNode.selectedIndex)}}),E.each(["tabIndex","readOnly","maxLength","cellSpacing","cellPadding","rowSpan","colSpan","useMap","frameBorder","contentEditable"],function(){E.propFix[this.toLowerCase()]=this}),E.fn.extend({addClass:function(t){var e,n,r,i,o,a,s=0;if(g(t))return this.each(function(e){E(this).addClass(t.call(this,e,Ct(this)))});if((e=Et(t)).length)while(n=this[s++])if(a=Ct(n),r=1===n.nodeType&&" "+Tt(a)+" "){o=0;while(i=e[o++])r.indexOf(" "+i+" ")<0&&(r+=i+" ");a!==(a=Tt(r))&&n.setAttribute("class",a)}return this},removeClass:function(t){var e,n,r,i,o,a,s=0;if(g(t))return this.each(function(e){E(this).removeClass(t.call(this,e,Ct(this)))});if(!arguments.length)return this.attr("class","");if((e=Et(t)).length)while(n=this[s++])if(a=Ct(n),r=1===n.nodeType&&" "+Tt(a)+" "){o=0;while(i=e[o++])while(-1<r.indexOf(" "+i+" "))r=r.replace(" "+i+" "," ");a!==(a=Tt(r))&&n.setAttribute("class",a)}return this},toggleClass:function(i,t){var o=typeof i,a="string"==o||Array.isArray(i);return"boolean"==typeof t&&a?t?this.addClass(i):this.removeClass(i):g(i)?this.each(function(e){E(this).toggleClass(i.call(this,e,Ct(this),t),t)}):this.each(function(){var e,t,n,r;if(a){t=0,n=E(this),r=Et(i);while(e=r[t++])n.hasClass(e)?n.removeClass(e):n.addClass(e)}else void 0!==i&&"boolean"!=o||((e=Ct(this))&&Y.set(this,"__className__",e),this.setAttribute&&this.setAttribute("class",!e&&!1!==i&&Y.get(this,"__className__")||""))})},hasClass:function(e){var t,n=0,r=" "+e+" ";while(t=this[n++])if(1===t.nodeType&&-1<(" "+Tt(Ct(t))+" ").indexOf(r))return!0;return!1}});var St=/\r/g;E.fn.extend({val:function(t){var n,e,r,i=this[0];return arguments.length?(r=g(t),this.each(function(e){1===this.nodeType&&(null==(e=r?t.call(this,e,E(this).val()):t)?e="":"number"==typeof e?e+="":Array.isArray(e)&&(e=E.map(e,function(e){return null==e?"":e+""})),(n=E.valHooks[this.type]||E.valHooks[this.nodeName.toLowerCase()])&&"set"in n&&void 0!==n.set(this,e,"value")||(this.value=e))})):i?(n=E.valHooks[i.type]||E.valHooks[i.nodeName.toLowerCase()])&&"get"in n&&void 0!==(e=n.get(i,"value"))?e:"string"==typeof(e=i.value)?e.replace(St,""):null==e?"":e:void 0}}),E.extend({valHooks:{option:{get:function(e){var t=E.find.attr(e,"value");return null!=t?t:Tt(E.text(e))}},select:{get:function(e){for(var t,n=e.options,r=e.selectedIndex,i="select-one"===e.type,o=i?null:[],a=i?r+1:n.length,s=r<0?a:i?r:0;s<a;s++)if(((t=n[s]).selected||s===r)&&!t.disabled&&(!t.parentNode.disabled||!A(t.parentNode,"optgroup"))){if(t=E(t).val(),i)return t;o.push(t)}return o},set:function(e,t){var n,r,i=e.options,o=E.makeArray(t),a=i.length;while(a--)((r=i[a]).selected=-1<E.inArray(E.valHooks.option.get(r),o))&&(n=!0);return n||(e.selectedIndex=-1),o}}}}),E.each(["radio","checkbox"],function(){E.valHooks[this]={set:function(e,t){if(Array.isArray(t))return e.checked=-1<E.inArray(E(e).val(),t)}},x.checkOn||(E.valHooks[this].get=function(e){return null===e.getAttribute("value")?"on":e.value})}),x.focusin="onfocusin"in T;function kt(e){e.stopPropagation()}var At=/^(?:focusinfocus|focusoutblur)$/;E.extend(E.event,{trigger:function(e,t,n,r){var i,o,a,s,u,l,c,f=[n||C],p=v.call(e,"type")?e.type:e,d=v.call(e,"namespace")?e.namespace.split("."):[],h=c=o=n=n||C;if(3!==n.nodeType&&8!==n.nodeType&&!At.test(p+E.event.triggered)&&(-1<p.indexOf(".")&&(p=(d=p.split(".")).shift(),d.sort()),s=p.indexOf(":")<0&&"on"+p,(e=e[E.expando]?e:new E.Event(p,"object"==typeof e&&e)).isTrigger=r?2:3,e.namespace=d.join("."),e.rnamespace=e.namespace?new RegExp("(^|\\.)"+d.join("\\.(?:.*\\.|)")+"(\\.|$)"):null,e.result=void 0,e.target||(e.target=n),t=null==t?[e]:E.makeArray(t,[e]),l=E.event.special[p]||{},r||!l.trigger||!1!==l.trigger.apply(n,t))){if(!r&&!l.noBubble&&!y(n)){for(a=l.delegateType||p,At.test(a+p)||(h=h.parentNode);h;h=h.parentNode)f.push(h),o=h;o===(n.ownerDocument||C)&&f.push(o.defaultView||o.parentWindow||T)}i=0;while((h=f[i++])&&!e.isPropagationStopped())c=h,e.type=1<i?a:l.bindType||p,(u=(Y.get(h,"events")||Object.create(null))[e.type]&&Y.get(h,"handle"))&&u.apply(h,t),(u=s&&h[s])&&u.apply&&V(h)&&(e.result=u.apply(h,t),!1===e.result&&e.preventDefault());return e.type=p,r||e.isDefaultPrevented()||l._default&&!1!==l._default.apply(f.pop(),t)||!V(n)||s&&g(n[p])&&!y(n)&&((o=n[s])&&(n[s]=null),E.event.triggered=p,e.isPropagationStopped()&&c.addEventListener(p,kt),n[p](),e.isPropagationStopped()&&c.removeEventListener(p,kt),E.event.triggered=void 0,o&&(n[s]=o)),e.result}},simulate:function(e,t,n){e=E.extend(new E.Event,n,{type:e,isSimulated:!0});E.event.trigger(e,null,t)}}),E.fn.extend({trigger:function(e,t){return this.each(function(){E.event.trigger(e,t,this)})},triggerHandler:function(e,t){var n=this[0];if(n)return E.event.trigger(e,t,n,!0)}}),x.focusin||E.each({focus:"focusin",blur:"focusout"},function(n,r){function i(e){E.event.simulate(r,e.target,E.event.fix(e))}E.event.special[r]={setup:function(){var e=this.ownerDocument||this.document||this,t=Y.access(e,r);t||e.addEventListener(n,i,!0),Y.access(e,r,(t||0)+1)},teardown:function(){var e=this.ownerDocument||this.document||this,t=Y.access(e,r)-1;t?Y.access(e,r,t):(e.removeEventListener(n,i,!0),Y.remove(e,r))}}});var Nt=T.location,Dt={guid:Date.now()},jt=/\?/;E.parseXML=function(e){var t;if(!e||"string"!=typeof e)return null;try{t=(new T.DOMParser).parseFromString(e,"text/xml")}catch(e){t=void 0}return t&&!t.getElementsByTagName("parsererror").length||E.error("Invalid XML: "+e),t};var qt=/\[\]$/,Lt=/\r?\n/g,Ht=/^(?:submit|button|image|reset|file)$/i,Ot=/^(?:input|select|textarea|keygen)/i;E.param=function(e,t){function n(e,t){t=g(t)?t():t,i[i.length]=encodeURIComponent(e)+"="+encodeURIComponent(null==t?"":t)}var r,i=[];if(null==e)return"";if(Array.isArray(e)||e.jquery&&!E.isPlainObject(e))E.each(e,function(){n(this.name,this.value)});else for(r in e)!function n(r,e,i,o){if(Array.isArray(e))E.each(e,function(e,t){i||qt.test(r)?o(r,t):n(r+"["+("object"==typeof t&&null!=t?e:"")+"]",t,i,o)});else if(i||"object"!==h(e))o(r,e);else for(var t in e)n(r+"["+t+"]",e[t],i,o)}(r,e[r],t,n);return i.join("&")},E.fn.extend({serialize:function(){return E.param(this.serializeArray())},serializeArray:function(){return this.map(function(){var e=E.prop(this,"elements");return e?E.makeArray(e):this}).filter(function(){var e=this.type;return this.name&&!E(this).is(":disabled")&&Ot.test(this.nodeName)&&!Ht.test(e)&&(this.checked||!ce.test(e))}).map(function(e,t){var n=E(this).val();return null==n?null:Array.isArray(n)?E.map(n,function(e){return{name:t.name,value:e.replace(Lt,"\r\n")}}):{name:t.name,value:n.replace(Lt,"\r\n")}}).get()}});var Pt=/%20/g,Rt=/#.*$/,Mt=/([?&])_=[^&]*/,It=/^(.*?):[ \t]*([^\r\n]*)$/gm,Wt=/^(?:GET|HEAD)$/,Ft=/^\/\//,Bt={},$t={},_t="*/".concat("*"),zt=C.createElement("a");function Ut(o){return function(e,t){"string"!=typeof e&&(t=e,e="*");var n,r=0,i=e.toLowerCase().match(P)||[];if(g(t))while(n=i[r++])"+"===n[0]?(n=n.slice(1)||"*",(o[n]=o[n]||[]).unshift(t)):(o[n]=o[n]||[]).push(t)}}function Xt(t,r,i,o){var a={},s=t===$t;function u(e){var n;return a[e]=!0,E.each(t[e]||[],function(e,t){t=t(r,i,o);return"string"!=typeof t||s||a[t]?s?!(n=t):void 0:(r.dataTypes.unshift(t),u(t),!1)}),n}return u(r.dataTypes[0])||!a["*"]&&u("*")}function Vt(e,t){var n,r,i=E.ajaxSettings.flatOptions||{};for(n in t)void 0!==t[n]&&((i[n]?e:r=r||{})[n]=t[n]);return r&&E.extend(!0,e,r),e}zt.href=Nt.href,E.extend({active:0,lastModified:{},etag:{},ajaxSettings:{url:Nt.href,type:"GET",isLocal:/^(?:about|app|app-storage|.+-extension|file|res|widget):$/.test(Nt.protocol),global:!0,processData:!0,async:!0,contentType:"application/x-www-form-urlencoded; charset=UTF-8",accepts:{"*":_t,text:"text/plain",html:"text/html",xml:"application/xml, text/xml",json:"application/json, text/javascript"},contents:{xml:/\bxml\b/,html:/\bhtml/,json:/\bjson\b/},responseFields:{xml:"responseXML",text:"responseText",json:"responseJSON"},converters:{"* text":String,"text html":!0,"text json":JSON.parse,"text xml":E.parseXML},flatOptions:{url:!0,context:!0}},ajaxSetup:function(e,t){return t?Vt(Vt(e,E.ajaxSettings),t):Vt(E.ajaxSettings,e)},ajaxPrefilter:Ut(Bt),ajaxTransport:Ut($t),ajax:function(e,t){"object"==typeof e&&(t=e,e=void 0);var u,l,c,n,f,p,d,r,i,h=E.ajaxSetup({},t=t||{}),g=h.context||h,y=h.context&&(g.nodeType||g.jquery)?E(g):E.event,m=E.Deferred(),v=E.Callbacks("once memory"),x=h.statusCode||{},o={},a={},s="canceled",b={readyState:0,getResponseHeader:function(e){var t;if(p){if(!n){n={};while(t=It.exec(c))n[t[1].toLowerCase()+" "]=(n[t[1].toLowerCase()+" "]||[]).concat(t[2])}t=n[e.toLowerCase()+" "]}return null==t?null:t.join(", ")},getAllResponseHeaders:function(){return p?c:null},setRequestHeader:function(e,t){return null==p&&(e=a[e.toLowerCase()]=a[e.toLowerCase()]||e,o[e]=t),this},overrideMimeType:function(e){return null==p&&(h.mimeType=e),this},statusCode:function(e){if(e)if(p)b.always(e[b.status]);else for(var t in e)x[t]=[x[t],e[t]];return this},abort:function(e){e=e||s;return u&&u.abort(e),w(0,e),this}};if(m.promise(b),h.url=((e||h.url||Nt.href)+"").replace(Ft,Nt.protocol+"//"),h.type=t.method||t.type||h.method||h.type,h.dataTypes=(h.dataType||"*").toLowerCase().match(P)||[""],null==h.crossDomain){i=C.createElement("a");try{i.href=h.url,i.href=i.href,h.crossDomain=zt.protocol+"//"+zt.host!=i.protocol+"//"+i.host}catch(e){h.crossDomain=!0}}if(h.data&&h.processData&&"string"!=typeof h.data&&(h.data=E.param(h.data,h.traditional)),Xt(Bt,h,t,b),p)return b;for(r in(d=E.event&&h.global)&&0==E.active++&&E.event.trigger("ajaxStart"),h.type=h.type.toUpperCase(),h.hasContent=!Wt.test(h.type),l=h.url.replace(Rt,""),h.hasContent?h.data&&h.processData&&0===(h.contentType||"").indexOf("application/x-www-form-urlencoded")&&(h.data=h.data.replace(Pt,"+")):(i=h.url.slice(l.length),h.data&&(h.processData||"string"==typeof h.data)&&(l+=(jt.test(l)?"&":"?")+h.data,delete h.data),!1===h.cache&&(l=l.replace(Mt,"$1"),i=(jt.test(l)?"&":"?")+"_="+Dt.guid+++i),h.url=l+i),h.ifModified&&(E.lastModified[l]&&b.setRequestHeader("If-Modified-Since",E.lastModified[l]),E.etag[l]&&b.setRequestHeader("If-None-Match",E.etag[l])),(h.data&&h.hasContent&&!1!==h.contentType||t.contentType)&&b.setRequestHeader("Content-Type",h.contentType),b.setRequestHeader("Accept",h.dataTypes[0]&&h.accepts[h.dataTypes[0]]?h.accepts[h.dataTypes[0]]+("*"!==h.dataTypes[0]?", "+_t+"; q=0.01":""):h.accepts["*"]),h.headers)b.setRequestHeader(r,h.headers[r]);if(h.beforeSend&&(!1===h.beforeSend.call(g,b,h)||p))return b.abort();if(s="abort",v.add(h.complete),b.done(h.success),b.fail(h.error),u=Xt($t,h,t,b)){if(b.readyState=1,d&&y.trigger("ajaxSend",[b,h]),p)return b;h.async&&0<h.timeout&&(f=T.setTimeout(function(){b.abort("timeout")},h.timeout));try{p=!1,u.send(o,w)}catch(e){if(p)throw e;w(-1,e)}}else w(-1,"No Transport");function w(e,t,n,r){var i,o,a,s=t;p||(p=!0,f&&T.clearTimeout(f),u=void 0,c=r||"",b.readyState=0<e?4:0,r=200<=e&&e<300||304===e,n&&(a=function(e,t,n){var r,i,o,a,s=e.contents,u=e.dataTypes;while("*"===u[0])u.shift(),void 0===r&&(r=e.mimeType||t.getResponseHeader("Content-Type"));if(r)for(i in s)if(s[i]&&s[i].test(r)){u.unshift(i);break}if(u[0]in n)o=u[0];else{for(i in n){if(!u[0]||e.converters[i+" "+u[0]]){o=i;break}a=a||i}o=o||a}if(o)return o!==u[0]&&u.unshift(o),n[o]}(h,b,n)),!r&&-1<E.inArray("script",h.dataTypes)&&(h.converters["text script"]=function(){}),a=function(e,t,n,r){var i,o,a,s,u,l={},c=e.dataTypes.slice();if(c[1])for(a in e.converters)l[a.toLowerCase()]=e.converters[a];o=c.shift();while(o)if(e.responseFields[o]&&(n[e.responseFields[o]]=t),!u&&r&&e.dataFilter&&(t=e.dataFilter(t,e.dataType)),u=o,o=c.shift())if("*"===o)o=u;else if("*"!==u&&u!==o){if(!(a=l[u+" "+o]||l["* "+o]))for(i in l)if((s=i.split(" "))[1]===o&&(a=l[u+" "+s[0]]||l["* "+s[0]])){!0===a?a=l[i]:!0!==l[i]&&(o=s[0],c.unshift(s[1]));break}if(!0!==a)if(a&&e.throws)t=a(t);else try{t=a(t)}catch(e){return{state:"parsererror",error:a?e:"No conversion from "+u+" to "+o}}}return{state:"success",data:t}}(h,a,b,r),r?(h.ifModified&&((n=b.getResponseHeader("Last-Modified"))&&(E.lastModified[l]=n),(n=b.getResponseHeader("etag"))&&(E.etag[l]=n)),204===e||"HEAD"===h.type?s="nocontent":304===e?s="notmodified":(s=a.state,i=a.data,r=!(o=a.error))):(o=s,!e&&s||(s="error",e<0&&(e=0))),b.status=e,b.statusText=(t||s)+"",r?m.resolveWith(g,[i,s,b]):m.rejectWith(g,[b,s,o]),b.statusCode(x),x=void 0,d&&y.trigger(r?"ajaxSuccess":"ajaxError",[b,h,r?i:o]),v.fireWith(g,[b,s]),d&&(y.trigger("ajaxComplete",[b,h]),--E.active||E.event.trigger("ajaxStop")))}return b},getJSON:function(e,t,n){return E.get(e,t,n,"json")},getScript:function(e,t){return E.get(e,void 0,t,"script")}}),E.each(["get","post"],function(e,i){E[i]=function(e,t,n,r){return g(t)&&(r=r||n,n=t,t=void 0),E.ajax(E.extend({url:e,type:i,dataType:r,data:t,success:n},E.isPlainObject(e)&&e))}}),E.ajaxPrefilter(function(e){for(var t in e.headers)"content-type"===t.toLowerCase()&&(e.contentType=e.headers[t]||"")}),E._evalUrl=function(e,t,n){return E.ajax({url:e,type:"GET",dataType:"script",cache:!0,async:!1,global:!1,converters:{"text script":function(){}},dataFilter:function(e){E.globalEval(e,t,n)}})},E.fn.extend({wrapAll:function(e){return this[0]&&(g(e)&&(e=e.call(this[0])),e=E(e,this[0].ownerDocument).eq(0).clone(!0),this[0].parentNode&&e.insertBefore(this[0]),e.map(function(){var e=this;while(e.firstElementChild)e=e.firstElementChild;return e}).append(this)),this},wrapInner:function(n){return g(n)?this.each(function(e){E(this).wrapInner(n.call(this,e))}):this.each(function(){var e=E(this),t=e.contents();t.length?t.wrapAll(n):e.append(n)})},wrap:function(t){var n=g(t);return this.each(function(e){E(this).wrapAll(n?t.call(this,e):t)})},unwrap:function(e){return this.parent(e).not("body").each(function(){E(this).replaceWith(this.childNodes)}),this}}),E.expr.pseudos.hidden=function(e){return!E.expr.pseudos.visible(e)},E.expr.pseudos.visible=function(e){return!!(e.offsetWidth||e.offsetHeight||e.getClientRects().length)},E.ajaxSettings.xhr=function(){try{return new T.XMLHttpRequest}catch(e){}};var Gt={0:200,1223:204},Yt=E.ajaxSettings.xhr();x.cors=!!Yt&&"withCredentials"in Yt,x.ajax=Yt=!!Yt,E.ajaxTransport(function(i){var o,a;if(x.cors||Yt&&!i.crossDomain)return{send:function(e,t){var n,r=i.xhr();if(r.open(i.type,i.url,i.async,i.username,i.password),i.xhrFields)for(n in i.xhrFields)r[n]=i.xhrFields[n];for(n in i.mimeType&&r.overrideMimeType&&r.overrideMimeType(i.mimeType),i.crossDomain||e["X-Requested-With"]||(e["X-Requested-With"]="XMLHttpRequest"),e)r.setRequestHeader(n,e[n]);o=function(e){return function(){o&&(o=a=r.onload=r.onerror=r.onabort=r.ontimeout=r.onreadystatechange=null,"abort"===e?r.abort():"error"===e?"number"!=typeof r.status?t(0,"error"):t(r.status,r.statusText):t(Gt[r.status]||r.status,r.statusText,"text"!==(r.responseType||"text")||"string"!=typeof r.responseText?{binary:r.response}:{text:r.responseText},r.getAllResponseHeaders()))}},r.onload=o(),a=r.onerror=r.ontimeout=o("error"),void 0!==r.onabort?r.onabort=a:r.onreadystatechange=function(){4===r.readyState&&T.setTimeout(function(){o&&a()})},o=o("abort");try{r.send(i.hasContent&&i.data||null)}catch(e){if(o)throw e}},abort:function(){o&&o()}}}),E.ajaxPrefilter(function(e){e.crossDomain&&(e.contents.script=!1)}),E.ajaxSetup({accepts:{script:"text/javascript, application/javascript, application/ecmascript, application/x-ecmascript"},contents:{script:/\b(?:java|ecma)script\b/},converters:{"text script":function(e){return E.globalEval(e),e}}}),E.ajaxPrefilter("script",function(e){void 0===e.cache&&(e.cache=!1),e.crossDomain&&(e.type="GET")}),E.ajaxTransport("script",function(n){var r,i;if(n.crossDomain||n.scriptAttrs)return{send:function(e,t){r=E("<script>").attr(n.scriptAttrs||{}).prop({charset:n.scriptCharset,src:n.url}).on("load error",i=function(e){r.remove(),i=null,e&&t("error"===e.type?404:200,e.type)}),C.head.appendChild(r[0])},abort:function(){i&&i()}}});var Qt=[],Jt=/(=)\?(?=&|$)|\?\?/;E.ajaxSetup({jsonp:"callback",jsonpCallback:function(){var e=Qt.pop()||E.expando+"_"+Dt.guid++;return this[e]=!0,e}}),E.ajaxPrefilter("json jsonp",function(e,t,n){var r,i,o,a=!1!==e.jsonp&&(Jt.test(e.url)?"url":"string"==typeof e.data&&0===(e.contentType||"").indexOf("application/x-www-form-urlencoded")&&Jt.test(e.data)&&"data");if(a||"jsonp"===e.dataTypes[0])return r=e.jsonpCallback=g(e.jsonpCallback)?e.jsonpCallback():e.jsonpCallback,a?e[a]=e[a].replace(Jt,"$1"+r):!1!==e.jsonp&&(e.url+=(jt.test(e.url)?"&":"?")+e.jsonp+"="+r),e.converters["script json"]=function(){return o||E.error(r+" was not called"),o[0]},e.dataTypes[0]="json",i=T[r],T[r]=function(){o=arguments},n.always(function(){void 0===i?E(T).removeProp(r):T[r]=i,e[r]&&(e.jsonpCallback=t.jsonpCallback,Qt.push(r)),o&&g(i)&&i(o[0]),o=i=void 0}),"script"}),x.createHTMLDocument=((f=C.implementation.createHTMLDocument("").body).innerHTML="<form></form><form></form>",2===f.childNodes.length),E.parseHTML=function(e,t,n){return"string"!=typeof e?[]:("boolean"==typeof t&&(n=t,t=!1),t||(x.createHTMLDocument?((r=(t=C.implementation.createHTMLDocument("")).createElement("base")).href=C.location.href,t.head.appendChild(r)):t=C),r=!n&&[],(n=N.exec(e))?[t.createElement(n[1])]:(n=me([e],t,r),r&&r.length&&E(r).remove(),E.merge([],n.childNodes)));var r},E.fn.load=function(e,t,n){var r,i,o,a=this,s=e.indexOf(" ");return-1<s&&(r=Tt(e.slice(s)),e=e.slice(0,s)),g(t)?(n=t,t=void 0):t&&"object"==typeof t&&(i="POST"),0<a.length&&E.ajax({url:e,type:i||"GET",dataType:"html",data:t}).done(function(e){o=arguments,a.html(r?E("<div>").append(E.parseHTML(e)).find(r):e)}).always(n&&function(e,t){a.each(function(){n.apply(this,o||[e.responseText,t,e])})}),this},E.expr.pseudos.animated=function(t){return E.grep(E.timers,function(e){return t===e.elem}).length},E.offset={setOffset:function(e,t,n){var r,i,o,a,s=E.css(e,"position"),u=E(e),l={};"static"===s&&(e.style.position="relative"),o=u.offset(),r=E.css(e,"top"),a=E.css(e,"left"),a=("absolute"===s||"fixed"===s)&&-1<(r+a).indexOf("auto")?(i=(s=u.position()).top,s.left):(i=parseFloat(r)||0,parseFloat(a)||0),null!=(t=g(t)?t.call(e,n,E.extend({},o)):t).top&&(l.top=t.top-o.top+i),null!=t.left&&(l.left=t.left-o.left+a),"using"in t?t.using.call(e,l):("number"==typeof l.top&&(l.top+="px"),"number"==typeof l.left&&(l.left+="px"),u.css(l))}},E.fn.extend({offset:function(t){if(arguments.length)return void 0===t?this:this.each(function(e){E.offset.setOffset(this,t,e)});var e,n=this[0];return n?n.getClientRects().length?(e=n.getBoundingClientRect(),n=n.ownerDocument.defaultView,{top:e.top+n.pageYOffset,left:e.left+n.pageXOffset}):{top:0,left:0}:void 0},position:function(){if(this[0]){var e,t,n,r=this[0],i={top:0,left:0};if("fixed"===E.css(r,"position"))t=r.getBoundingClientRect();else{t=this.offset(),n=r.ownerDocument,e=r.offsetParent||n.documentElement;while(e&&(e===n.body||e===n.documentElement)&&"static"===E.css(e,"position"))e=e.parentNode;e&&e!==r&&1===e.nodeType&&((i=E(e).offset()).top+=E.css(e,"borderTopWidth",!0),i.left+=E.css(e,"borderLeftWidth",!0))}return{top:t.top-i.top-E.css(r,"marginTop",!0),left:t.left-i.left-E.css(r,"marginLeft",!0)}}},offsetParent:function(){return this.map(function(){var e=this.offsetParent;while(e&&"static"===E.css(e,"position"))e=e.offsetParent;return e||re})}}),E.each({scrollLeft:"pageXOffset",scrollTop:"pageYOffset"},function(t,i){var o="pageYOffset"===i;E.fn[t]=function(e){return $(this,function(e,t,n){var r;return y(e)?r=e:9===e.nodeType&&(r=e.defaultView),void 0===n?r?r[i]:e[t]:void(r?r.scrollTo(o?r.pageXOffset:n,o?n:r.pageYOffset):e[t]=n)},t,e,arguments.length)}}),E.each(["top","left"],function(e,n){E.cssHooks[n]=Qe(x.pixelPosition,function(e,t){if(t)return t=Ye(e,n),Ue.test(t)?E(e).position()[n]+"px":t})}),E.each({Height:"height",Width:"width"},function(a,s){E.each({padding:"inner"+a,content:s,"":"outer"+a},function(r,o){E.fn[o]=function(e,t){var n=arguments.length&&(r||"boolean"!=typeof e),i=r||(!0===e||!0===t?"margin":"border");return $(this,function(e,t,n){var r;return y(e)?0===o.indexOf("outer")?e["inner"+a]:e.document.documentElement["client"+a]:9===e.nodeType?(r=e.documentElement,Math.max(e.body["scroll"+a],r["scroll"+a],e.body["offset"+a],r["offset"+a],r["client"+a])):void 0===n?E.css(e,t,i):E.style(e,t,n,i)},s,n?e:void 0,n)}})}),E.each(["ajaxStart","ajaxStop","ajaxComplete","ajaxError","ajaxSuccess","ajaxSend"],function(e,t){E.fn[t]=function(e){return this.on(t,e)}}),E.fn.extend({bind:function(e,t,n){return this.on(e,null,t,n)},unbind:function(e,t){return this.off(e,null,t)},delegate:function(e,t,n,r){return this.on(t,e,n,r)},undelegate:function(e,t,n){return 1===arguments.length?this.off(e,"**"):this.off(t,e||"**",n)},hover:function(e,t){return this.mouseenter(e).mouseleave(t||e)}}),E.each("blur focus focusin focusout resize scroll click dblclick mousedown mouseup mousemove mouseover mouseout mouseenter mouseleave change select submit keydown keypress keyup contextmenu".split(" "),function(e,n){E.fn[n]=function(e,t){return 0<arguments.length?this.on(n,null,e,t):this.trigger(n)}});var Kt=/^[\s\uFEFF\xA0]+|[\s\uFEFF\xA0]+$/g;E.proxy=function(e,t){var n,r;if("string"==typeof t&&(r=e[t],t=e,e=r),g(e))return n=s.call(arguments,2),(r=function(){return e.apply(t||this,n.concat(s.call(arguments)))}).guid=e.guid=e.guid||E.guid++,r},E.holdReady=function(e){e?E.readyWait++:E.ready(!0)},E.isArray=Array.isArray,E.parseJSON=JSON.parse,E.nodeName=A,E.isFunction=g,E.isWindow=y,E.camelCase=X,E.type=h,E.now=Date.now,E.isNumeric=function(e){var t=E.type(e);return("number"===t||"string"===t)&&!isNaN(e-parseFloat(e))},E.trim=function(e){return null==e?"":(e+"").replace(Kt,"")},"function"==typeof define&&define.amd&&define("jquery",[],function(){return E});var Zt=T.jQuery,en=T.$;return E.noConflict=function(e){return T.$===E&&(T.$=en),e&&T.jQuery===E&&(T.jQuery=Zt),E},"undefined"==typeof e&&(T.jQuery=T.$=E),E});
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